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This is a sample Sendle book — a research session collected with /sendle as
the work happened, assembled into this EPUB with one command. Every Sendle book
gets real chapters, a real table of contents, and formatting that survives the
trip to e-ink. The content below is a worked example: general engineering notes,
the kind of thing your own sessions produce every week.

The Question

The setup is common to any server-rendered site on Cloudflare Workers: every
page view runs the full SSR pipeline, and nothing carries a cache header.


"We're about to get a traffic spike. Front-page visitors are almost entirely
anonymous, hitting the same handful of marketing pages. What happens to the
origin?"



What happens is: every page view costs a full render, and every render that
checks a session costs a database read. The spike you hope for becomes the load
test you didn't schedule. Rate limiting protects you from abuse — but the
traffic you actually want needs a different answer: don't let it reach the
origin at all.

The plan, in one sentence: cache anonymous traffic at the edge, bypass
everything personalized, and prove it with headers.

The Gotcha Nobody Tells You

The first instinct is wrong, and it's wrong in a way worth archiving.

Cloudflare has zone-level Cache Rules — point-and-click "cache everything on
these paths". On a classic origin they sit in front of your server, so one rule
should do it?

No. On a Workers custom domain, the request enters the Worker first. Zone
Cache Rules never get a chance to intercept. If your site is a Worker, page
caching has to happen inside the Worker, with the Cache API:

const hit = await caches.default.match(cacheKey);
if (hit) return withMarker(hit, "HIT");


And a second trap hides behind the first: Cache API hits don't show up in the
cf-cache-status response header. You can build a perfectly working cache and
have no way to see it from the outside. The fix is to emit your own marker
header — HIT | MISS | BYPASS — and verify with curl instead of faith.

The Policy

Caching HTML is easy. Caching the right HTML is policy work. A ruleset that
holds up in review:




	Rule
	Why




	Only GET, only public marketing pages
	Consoles, dashboards, login: never cached



	Any session cookie → BYPASS
	Personalized HTML is never stored



	Only 200 + HTML + no Set-Cookie
	Errors and cookie-setters stay out



	Cache key drops the query string
	?utm_source=... variants share one copy



	Stored copy gets a short s-maxage
	Minutes of staleness, zero purge plumbing



	Browser gets private, no-cache
	The edge absorbs load; clients never keep stale pages




Two details earn their keep:


	The query-string rule matters precisely on launch day — tracking links
would otherwise fragment the cache into a thousand cold copies. (It's only
safe if your public pages never render query params for anonymous visitors —
check before you ship.)

	TTL-only invalidation is a deliberate trade: a deploy does not purge.
Marketing pages tolerate a few minutes of lag, and in exchange there is no
version-key bookkeeping to get wrong at 2 a.m.



A free win usually hides in the middleware, too: anonymous requests doing a
session lookup just to discover they have no session. One early-exit later,
anonymous traffic costs zero database reads even on a cache miss.

Proving It

A cache you haven't probed is a rumor. The verification matrix:

$ curl -sI https://example.com/        →  x-edge-cache: MISS
$ curl -sI https://example.com/        →  x-edge-cache: HIT
$ curl -sI 'https://example.com/?utm_source=news'
                                       →  x-edge-cache: HIT   (shared copy)
$ curl -sI -b 'session=…' https://example.com/
                                       →  x-edge-cache: BYPASS
$ curl -sI https://example.com/app     →  303 → /login   (never cached)


Then a smoke run with concurrent anonymous requests: every response should be a
HIT, and the database read count should stay flat — the hard evidence that
cache hits never reach the origin.

One leftover surprise to check while you're here: static assets. Content-hashed
bundles often ship with max-age=0, must-revalidate — a revalidation
round-trip per asset, per visitor, forever. Hashed filenames mean any change
ships under a new URL, so the correct header is the boring maximum:
public, max-age=31536000, immutable.

What Made It a Book

This session produced about forty screens of terminal scrollback. The five
sections above are the part worth keeping — collected as the work happened, not
reconstructed afterward, and read later in an armchair instead of a terminal.

That's the whole pitch, really: the thinking your tools produce is worth
reading like writing. Send it somewhere built for reading.

Assembled by Sendle (sendle.app) — long-form from your AI sessions, delivered
to your Kindle as proper books. This sample: free tier, one command, zero
tokens for the file send.
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