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Claude Fable 5

anthropic.com · 1287 points · Discussion

Today we’re launching Claude Fable 5: a Mythos-class1 model that we’ve made safe for general use.
Fable 5’s capabilities exceed those of any model we’ve ever made generally available. It is state-of-the-art on nearly all tested benchmarks of AI capability, showing exceptional performance in software engineering, knowledge work, vision, scientific research, and many other areas. The longer and more complex the task, the larger Fable 5’s lead over our other models.
Releasing a model this capable comes with risks. Without safeguards, Fable 5’s capabilities in areas like cybersecurity could be misused to cause serious damage. We’ve therefore launched the model with safeguards that mean queries on some topics will instead receive a response from our next-most-capable model, Claude Opus 4.8. To release the model both safely and quickly, we’ve tuned these safeguards conservatively—they’ll sometimes catch harmless requests, though they trigger, on average, in less than 5% of sessions. With more capable models arriving in the coming months, we’re working to improve our safeguards and reduce false positives as quickly as we can.
For a small group of cyberdefenders and infrastructure providers, we’re also launching Claude Mythos 5. It’s the same underlying model as Fable 5, but with the safeguards lifted in some areas.2 Mythos 5 will initially be deployed through Project Glasswing, in collaboration with the US government, as an upgrade to Claude Mythos Preview. It has the strongest cybersecurity capabilities of any model in the world. Soon, we intend to expand access to Mythos 5 through a broader trusted access program.
The capabilities of models like Fable 5 and Mythos 5 have the potential to do profound good for the world. We’ve seen the beginnings of this in Project Glasswing, where the models have helped cyber defenders secure critically important software. We’ve also seen it in life sciences research, where the models are positing novel hypotheses and speeding up the development of new therapeutics.
Fable 5 and Mythos 5 are being offered at $10 per million input tokens and $50 per million output tokens—less than half the price of Claude Mythos Preview. Today’s joint launch is another step towards our goal of bringing advanced AI capabilities to as many users as possible, as quickly and as safely as we can.
The table below compares the capabilities of Fable 5 and Mythos 5 to other leading models.
[image: Benchmark table showing Claude Fable and Mythos compared to other leading models]

Fable 5 and Mythos 5 can work autonomously for longer than any previous Claude models. Below we discuss how these skills apply to software engineering, and cover the model’s improved capabilities in knowledge work, vision, memory, and life sciences research.
Software engineering. During early testing, Stripe reported that Fable 5 compressed months of engineering into days. In a 50-million-line Ruby codebase, the model performed a codebase-wide migration in a day that would otherwise have taken a whole team over two months by hand. Fable 5 is also more token-efficient than past Claude models: on Cognition’s FrontierCode evaluation, which tests whether models can pass difficult coding tasks while meeting the standards of high-quality production codebases, Fable 5 scores highest among frontier models, even at medium effort.


Knowledge work. Fable 5 shows strong performance on complex analytical tasks. On Hebbia’s Finance Benchmark for senior-level reasoning, Fable 5 has the highest score of any model, with substantial gains in document-based reasoning, chart and table interpretation, and problem solving. IMC noted that Fable 5 aced their trading-analysis evaluations nearly across the board, including factual lookup, conceptual reasoning, root-cause analysis, and expected-value analysis.
Vision. Fable 5 is the new state-of-the-art model for tasks involving vision. It can extract precise numbers from detailed scientific figures and can perform complex vision-based tasks like rebuilding a web app’s source code from screenshots alone. It also needs less scaffolding: for example, previous Claude models struggled to play Pokémon FireRed even with harnesses that gave them additional helpful tools, but Fable 5 beat FireRed with a minimal, vision-only harness.

A timelapse of Claude playing Pokémon FireRed from start to finish using only raw game screenshots — with no maps, navigation aids, or extra game-state information. Earlier Claude models needed a complex helper harness to play Pokémon; Claude Fable 5 completed the game with vision alone.

Memory and long-context. Fable 5 stays focused across millions of tokens in long-running tasks and improves its outputs using its own notes. When we had the model play the deck-building game Slay the Spire, giving it access to persistent file-based memory improved its performance three times more than for Opus 4.8; Fable also reached the game’s final act three times more often.
Drug design: Using Mythos 5, our internal protein design experts accelerated aspects of the drug design process by around ten times. In one example, they found that Mythos 5, with protein design and bioinformatics tools but no human assistance, matches or beats skilled human operators. In doing so, the model executes all of the tasks that are normally completed by a scientist: choosing binding sites, selecting and running protein design tools, and recovering from failures along the way. Nine of the 14 protein targets from this study (shown below) yielded strong candidates for drug design that we’re currently investigating.
Protein complexes designed by Mythos 5. Targets include immune checkpoints, growth-factor and receptor signaling, neurodegeneration, muscle disease, and harder structural targets.
Novel hypotheses in molecular biology. Mythos 5 is our first model to consistently produce novel, compelling scientific hypotheses. In blinded head-to-head comparisons against Opus-class models, our scientists preferred Mythos’s molecular biology hypotheses ~80% of the time, and have advanced several to experimental evaluation. In the meantime, one Mythos hypothesis—a novel mechanism for an E. coli protein—was corroborated in a study from a lab independently working on the same problem.
Novel research in genomics. Mythos 5 conducted novel genomics research in over a week of largely autonomous work. It assembled single-cell data for millions of cells spanning 138 animal species and designed and trained a custom machine learning model to identify cells performing the same role in even distantly related organisms. With only high-level human input, Mythos 5’s trained model outperformed a recent model published in the journal Science—despite being 100 times smaller. We intend to publish these results in the coming months.
Alignment. In our automated alignment assessment we found that Mythos 5’s level of misaligned behavior (including misaligned actions taken by the model such as deception, and cooperation with misuse of the model by a user) was low, and similar to that of Opus 4.8. Given they are the same underlying model, Fable 5’s level of alignment will be similar. The assessment is described in full, along with a detailed suite of other safety and capabilities tests, in the model’s system card.
Overall level of misaligned behaviors from our automated alignment assessment. See section 6.2.3.1 of the system card for more.
Early feedback for Claude Fable 5
Customers with early access ran their own tests on Fable 5. Below, in their words, is a selection of what they’re seeing:

Claude Fable 5 is the state of the art model on CursorBench. It's opened up a class of long-horizon problems that were out of reach for earlier models.



Claude Fable 5 is a real step forward for the developers GitHub serves. In our early testing, it took on complex, long-horizon coding tasks with a level of autonomy and reliability that exceeded previous benchmarks. But what excites us most is the direction it points: a future where developers can hand increasingly ambitious work to agents and trust the results across the software lifecycle.



These are the strongest results of any Claude model we've had the opportunity to test. Claude Fable 5 is a clear step forward on agentic coding and prototyping.



Claude Fable 5's reasoning is a clear step beyond Opus 4.8. It works at senior research scientist grade — picking directions, allocating resources, killing its incorrect beliefs, and producing novel first-principles outputs.



Claude Fable 5 understands what builders mean, not just what they type. Apps that took a hundred prompts a year ago, it now one-shots. When a customer really hits a wall, it's the model we reach for to get them past it quickly, so they can finish what they set out to build.



Claude Fable 5 feels materially different. In blind review, our lawyers found its redlines matched or beat our current model every time.



At the highest effort, Claude Fable 5 reflects on and validates its own work. For us, that's what makes highly autonomous operations possible — the extra thinking pays for itself.



Claude Fable 5 delivers more capable engineering in fewer turns than prior models — handling the complex multi-agent workflows our employees run daily in Claude Code.



Claude Fable 5 is the highest-scoring model on FrontierBench, Cognition's frontier coding eval. It excels at long-horizon reasoning and generalizes to unfamiliar tools out of the box.



Claude Fable 5 is the strongest finance-first model we've tested, both on general finance and reasoning. It's a notable step up.



Claude Fable 5 is the first to break 90% on our core analytics benchmark of complex, long-running analytical tasks — a 10-point jump over Opus. On the hardest questions, it shows strong judgment and attention to nuance.



Claude Fable 5 is the strongest model we've tested on frontier physics research while using a third of the reasoning tokens. In 36 hours it got nearly to where GPT-5.5 landed after four days.



On ViBench, our end-to-end vibe-coding benchmark, Claude Fable 5 is the highest-performing model we've tested — nearly saturating our base use cases and building apps in less time with fewer tokens.



Claude Fable 5 beats Opus 4.8 on our everyday spreadsheet suite at every effort level — and it does it with fewer turns, finishing runs 25–30% faster.



Claude Fable 5’s new safeguards
Mythos-class models have reached a threshold where they present significant risks. In April we began Project Glasswing, releasing the first Mythos-class model (Claude Mythos Preview) to only a limited group of cyber defenders and critical software infrastructure providers. When we did so, we stated that we hoped to eventually release Mythos-level capabilities to all our users, so long as we had developed new safeguards that were strong enough to reliably prevent misuse.
Over the past few months we have been improving these safeguards, and they are now robust enough for a general release. Because we have prioritized safety, we’ve deliberately tuned the safeguards to be cautious, and they are still stricter than would be ideal—for example, sometimes benign requests will trigger our classifiers. We recognize that this will be frustrating to some users, and our aim is to reduce false positives as we update and refine the safeguards after launch.
Below we discuss each of Fable 5’s new safeguards in turn. Our wider suite of safeguards is discussed and evaluated in the model’s system card and our most recent risk report.
Safety classifiers
The frontier cybersecurity and research biology capabilities of Mythos-class models mean that they pose a substantial risk of uplift to malicious actors. That is, these models could provide information or advice that assists those actors in causing serious harm that they couldn’t have received from other sources (for example, from internet search engines). Furthermore, a great deal of advanced usage of AI models is dual use: the same queries that are beneficial in the hands of cybersecurity professionals and biology researchers could be dangerous if available to malicious actors.
We therefore need strong safeguards to prevent misuse, and their coverage needs to be broad. The safeguards themselves have to stand up to sustained and sophisticated attempts to bypass them (also known as “jailbreaking” the system). The uplift from Mythos-level capabilities is valuable to many adversaries—for instance, those who could financially gain from cyberattacks—and we therefore expect them to be motivated to try to circumvent our safety measures.
Fable 5 comes with a new set of classifiers: separate AI systems that detect potential misuse, including jailbreak attempts, and prevent the main model (in this case Fable 5) from responding. We’ve been running classifiers on our models for some time, and Fable 5’s classifiers are an extension of this previous work with extra coverage.
When Fable’s classifiers detect a request related to cybersecurity, biology and chemistry, or distillation, the response is automatically handled by Claude Opus 4.8 instead. Users will be informed whenever this occurs. Opus 4.8 is a highly capable model in its own right: a response that falls back to Opus is a far better experience than an outright refusal from Fable. Our early data shows that more than 95% of Fable sessions involve no fallback at all—for those sessions, Fable 5’s performance is effectively the same as that of Mythos 5.
The following are the areas covered by the classifiers:
1. Cybersecurity. Mythos-class models excel at discovering and exploiting software vulnerabilities. They can thus make cyberattacks substantially easier and cheaper to commit. Mythos-class models also show strong skills in agentic hacking. This involves performing multiple different parts of a cyberattack in addition to finding exploits—reconnaissance, discovery, lateral movement, and more. To prevent these agentic hacking skills providing uplift in cyberattacks, we designed our cybersecurity classifiers to cover both exploitation and offensive cyber tasks in a broader sense. As shown in the graph below, our classifiers prevent Fable from making any progress on these tasks.
Results of running cyber evaluations,3 with Fable 5 in a mode that blocks responses rather than falling back to Opus 4.8. Evaluations did not involve attempts to evade safeguards.
We extensively red-teamed our classifiers to test their robustness against jailbreaks. As well as internal testing, we ran an external bug bounty that produced no universal jailbreaks in over 1,000 hours of testing. External red-teaming organizations we engaged also failed to find any universal jailbreaks on long-form agentic tasks so far—although the UK AISI has made progress towards one within a brief initial testing window.4 It is likely impossible to completely prevent universal jailbreaks, but our goal is to make any remaining jailbreaks sufficiently slow and costly that we can detect and prevent them before they are used at scale.
The graph below, from one of our internal evaluations, illustrates how Fable 5’s safeguards give it greater resistance to jailbreaks than our previous generally accessible models:
Results of an internal evaluation in which an automated red-teamer tries to use the model to complete a short task related to offensive cybersecurity across 400 turns, restarting and rewinding when blocked. The tasks are mostly simple and not representative of real cyber usage—they are sometimes as simple as encrypting files on a remote server. On more complex and realistic tasks we have not yet seen successful jailbreaks on our production system. Note that Opus 4.6 does not have blocking cyber safeguards.
One of our external partners found that Fable 5’s safeguards against harmful cyber queries were the most robust of any model tested (including Opus 4.8 and Opus 4.7). Fable 5 complied with zero harmful single-turn requests relating to planning a cyberattack, exploit development, or defense evasion. This held whether or not one of the requests used any of 30 different public jailbreak techniques.
2. Biology and chemistry. We have long used our classifiers to block our models from responding on a narrow selection of bioweapons-related queries. But we are no longer certain that blocking this narrow selection is enough. This is for two reasons: first, we have reason for concern about well-resourced malicious actors attempting to gain uplift from our models for highly risky biological research. Second, models now have a greater ability to accomplish real-world scientific tasks.
For example, we tested Mythos 5’s ability to complete a challenging step in designing adeno-associated viruses (AAVs). AAVs are a component for delivering gene therapies, but the same capability, in the wrong hands, could enable the design of dangerous viruses. In this task, various AI models were evaluated on their ability to predict how a genetic modification would impact the assembly of the virus’s outer shell (among a set of therapeutically-relevant unpublished candidates developed by Dyno Therapeutics). We did not explicitly train our models to perform this task—and yet Mythos-class models outperformed sophisticated models dedicated to protein tasks (known as “protein language models”) using their biological reasoning alone. This demonstrates a promising ability to complete simple but important tasks in gene therapy research and development—but also highlights the risk posed by such dual-use capabilities.
Results of an evaluation in which our models predicted the unpublished experimental properties of the viral shell of a simple virus. Viral shell assembly is the simplest viral trait to predict in this context, but it is nonetheless an important property to get right when designing more complex features. AAV = adeno-associated virus.
Our priority was to safely release Fable as soon as we could, even at the cost of overly broad safeguards. Therefore, for the time being we have arranged for Fable to fall back to Opus 4.8 on most requests related to biology and chemistry. As with all of our classifiers, we hope to narrow these safeguards as soon as possible: as can be seen from the evidence above, there is great potential for positive applications of Fable for science, and we do not want false positives from our classifiers to get in the way. In the coming weeks, some biomedical researchers and companies will be able to join our trusted access program for biology capabilities in Mythos 5 (discussed below).
3. Distillation. We’ve previously identified large-scale attempts to extract (“distill”) Claude’s capabilities to train competing models in authoritarian countries. Distillation of Fable 5’s abilities could indirectly lead to the proliferation of near-frontier AI capabilities—and these could be released without the appropriate safeguards. Requests that are flagged by our classifiers as being part of such distillation attempts will fall back to Opus 4.8.
A new data retention policy
Finally, we’re making a change to the way we handle business customer data for Fable 5, Mythos 5, and future models with similar or higher capability levels. We will require 30-day retention for all traffic on Mythos-class models, on both first- and third-party surfaces. We won’t use this data to train new Claude models, or for any non-safety-related purpose, and we’ve instituted new privacy protections including logging all human access to the data and ensuring its deletion after 30 days in almost all cases (see this post for further details). The data will help us defend against complex and novel attacks (including new jailbreaks and attacks that operate across many requests) as well as help us identify and reduce false positives.
Claude Mythos 5 and the trusted access program
Beginning today, all users who currently have access to Claude Mythos Preview (for example, our cybersecurity partners in Project Glasswing) will be able to upgrade to Claude Mythos 5—the same model as Claude Fable 5 but with cyber safeguards lifted. Users will find Mythos 5 comparable to, or somewhat stronger than, Mythos Preview in most cases, while costing substantially less.
In consultation with the US government, we plan to steadily expand access to Claude Mythos 5, continuing our periodic addition of new partners, as well as pursuing a trusted access program that allows cybersecurity organizations to apply in a more systematic manner.
Our plans also include opening a trusted access program for biology, to help accelerate biomedical research and discover new therapies with Mythos-class capabilities. This program will provide access to Fable 5 with the biology and chemistry safeguards removed (but the cyber safeguards still in place). It will enroll a small number of researchers from a variety of life science organizations spanning fundamental and translational research; we’re planning to expand access to this program while simultaneously making our safeguards better.

Availability
Claude Fable 5 is available everywhere today. Claude Mythos 5 is restricted to Glasswing partners (with cyber safeguards lifted) and soon to select biology researchers (with biology and chemistry safeguards lifted) only, until our broader trusted access program is available.
Pricing for both models is $10 per million input tokens and $50 per million output tokens. Developers can use claude-fable-5 via the Claude API.
We expect demand for Fable 5 to be very high, and difficult to predict. On the Claude API and consumption-based Enterprise plans, Fable 5 is fully available from today. For subscription plans, we’d rather give access sooner than later, so we’re rolling out more conservatively, in stages:
	From today through June 22, Fable 5 is included on Pro, Max, Team, and seat-based Enterprise plans at no extra cost.
	On June 23, we’ll remove Fable 5 from those plans. Using it after that will require usage credits. If capacity allows, we’ll extend the included window.
	After this point—when sufficient capacity allows us to do so—we aim to restore Fable 5 as a standard part of subscription plans. We intend to do this as quickly as we can.

Throughout this period, we’ll communicate any changes ahead of time so users know where things stand.
Edit June 9, 2026: Updated the discussion of AAVs to note that the candidates were developed by Dyno Therapeutics.



Related content

Introducing the Services Track and Partner Hub of the Claude Partner Network
Read more

What we learned mapping a year’s worth of AI-enabled cyber threats
As AI transforms the nature of and methods behind cyberattacks, how well do the techniques and frameworks used by the security community hold up? In a new report, we seek to answer that question. 
Read more

Expanding Project Glasswing
We’re extending Project Glasswing to approximately 150 new organizations in more than fifteen countries. 
Read more






Original: https://www.anthropic.com/news/claude-fable-5-mythos-5 · Discussion



Making Graphics Like it's 1993
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Catlantean 3D is a side-project I've been slowly building in my spare time for over a year, and I intend to release it on Steam next year.



My goal was to build a complete, shippable first-person shooter using techniques that were common in the early 90s, while allowing myself the luxury of using a modern compiler and a platform abstraction layer.

What this actually means is, the constraints I have foolishly imposed upon myself are as follows:


	game must be made entirely from scratch, including the assets

	all rendering must be done by hand

	all sound mixing must be done by hand

	320x240 target resolution

	256 colors only

	floating point allowed, but behavior must be consistent across platforms
	decided on fixed point for game logic to guarantee deterministic behavior, floating point for rendering because determinism isn't that important there





	must be a finished, polished game that is fun to play (not a tech-demo)

	platform abstraction layer allowed, but I must pretend it's very limited (within reason):
	frame buffer to write pixels into

	keyboard/mouse input

	audio buffer to write samples into

	filesystem I/O





	no AI slop



If this sounds unreasonable to you, that is because it is.

But I'm doing it anyway, and today I'm gonna talk about something that is typically overlooked in development blogs, and that is asset creation.

Note: Everything displayed here is work-in-progress, and heavily subject to change.
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Palette Rendering [bookmark: palette-rendering]

VGA Graphics[bookmark: vga-graphics]

Mode 13h on VGA hardware was the famous 320x200 256-color graphics mode that defined a generation of PC games. From a programmer's perspective it was wonderfully simple: you'd have a linear frame buffer where each pixel was represented by a single byte indexing into a palette of 256 colors.

If you wanted to draw a pixel, you wrote a byte at a specific address, and that was it, there were no shaders or VRAM, or anything like that.

One byte per pixel, and that byte is an index into a palette which contains actual RGB values that would be rendered to screen. This imposes some interesting limitations; when making assets for modern games, you can throw millions of colors at an image, but when your limitation is that every pixel on screen can only be one of 256 colors, asset creation becomes a very different problem because every color choice has to be careful and deliberate.



Games like Doom and Duke Nukem are good examples of this done right. There is a certain crispiness and clarity to these graphics that arises because of these technical limitations, not in spite of them. Restriction forces deliberate choices, and deliberate choices tend to look good.

Catlantean 3D is an attempt to reproduce that feeling, but with one caveat - I'm actually going for something closer to VGA Mode-X, which is 320x240. The reason for this is, if you display 320x200 on a 4:3 display, you end up with non-square pixels! While this would be most authentic, I've chosen not to deal with this out of preference rather than objective reason.

So how does one create graphics that work within these limits?

The Palette[bookmark: the-palette]

Everything begins with 768 bytes, carefully picked through many iterations of trial and error.



The main reasoning for picking these exact colors was the following:


	one reserved for transparency (the vibrant pink)

	one reserved for pure white

	one reserved for pure black

	I was obviously going to need a lot of blood, thus reds

	shades of green and blue because I was going to have red, green and blue keys and color-coded doors

	game would be set in Catlantis, which is a parody land that resembles ancient Egypt (because cat worship), so obviously, a lot of desert hues (yellows and browns)

	lots of grays because the setting involves many technical installations (Catlantis is under occupation by cybernetic dog-men)

	some beige hues to break up monotony over grays, and to serve as warmer replacements when darkening (more on this later)

	the rest would be filled as necessary when creating textures - highly subjective and impossible to explain, other than "it looked right"



The palette did not spring into life all at once; it involved a lot of back-and-forth during asset creation, testing, and re-iterating in general.

Below are some examples of sprites and textures from the actual game:







The Colormap[bookmark: the-colormap]

Catlantean 3D is a traditional raycaster. The map consists of tiles which are all identical in size; some are walls, others are just voids with a floor and ceiling. In order to render the map, the renderer uses the DDA algorithm for each column of screen, traversing the tilemap and determining where it hits the map geometry, and based on this, a wall column is rendered on screen with the appropriate texture, sampled from appropriate coordinates. Floors and ceilings are rendered after as horizontal scanlines, filling in the rest of the screen.

Raycasting has been done to death by other blogs and websites, so I'm not going to cover all of it, but I do want to cover what I think is its most overlooked aspect: lighting.

If we were to render the game world using just the palette, without any special effects, we would end up with something that looked rather flat and unimpressive:



But what we wanted was the following. Notice how the light diminishes the further away geometry is from player, and how one side of the map tiles is just slightly darker than the other. This gives an impression of depth.



With a modern hardware-accelerated renderer, this would be trivially done in a shader - based on how far the vertex is, we would multiply its color vector by a floating point factor and get a diminished color vector as a result.

But how do we achieve something like this with a palette renderer? It has no concept of color, just indices into palette. So if we wanted to find a darker shade of a certain color, we would need to loop through the palette and find the color that meets our criteria of "darker". This is just too much because we can't loop through the entire palette for every pixel we render onto the screen, it would be too slow.

What we could do instead was some preprocessing, to allow a fast color lookup based on distance at runtime.

If we were to lay out our palette into a single row like this...



We then choose the number of shade levels (32 in my case) meaning each color needs 31 darker variants, all sourced from the palette. We know each color's RGB values, so from this, and the shade index we can determine the closest target color of that shade:

// First shade index (0) is original color.
float darkening_factor = (32 - shade_index) / 32.0f;
target_darker_color.r = current_color.r * darkening_factor;
target_darker_color.g = current_color.g * darkening_factor;
target_darker_color.b = current_color.b * darkening_factor;


But that color might not exist in the palette. So we need to loop through the palette and find the closest color to it.

Definition of "close" actually changed for me during development - at first, I just took euclidean distance as a measure, but the problem with that was that almost everything had a tendency to gravitate towards the greys, simply due to the mathematics. Some older games actually did use Euclidean distance, but to me this didn't look very good. I can't explain why exactly, but a lot of darker shades appeared somewhat cold and lifeless. So instead, I converted my colors to Oklab color space, and leveraged its perceptual distance formula, which is closer to how humans perceive color differences. I also apply a small shift towards warmer hues the darker the color is (a common concept in pixel art called "hue shifting"). This is typically not necessary, but it does make the game look just a bit better.

How do I define "better" in this case? I have no idea, it just looks right. Frustrating, isn't it? It's hard to rationalize something subjective.

Back to our algorithm...

Essentially, for each color, we create a column that represents the shades of that color. What we end up with is a 2D matrix of palette indices called the colormap. Note that the colormap gradients are imperfect, because we're still restricted to colors from the palette:



So now, determining a darker shade of color N based on distance becomes trivial.

Given colormap row index (i.e. shade level) based on distance:

colormap_row = 32 * fragment_distance / view_distance


We pick N-th entry in row belonging to that shade - that is the palette index of the darkened color N.

And voila, O(1).



Also, instead of calculating the colormap row index for every pixel, the cost is further reduced by performing calculation:


	only once per screen column when rendering walls, because they're perfectly vertical, so every pixel in column has same distance from camera

	only once per screen row when rendering floors, because they're perfectly horizontal, so every pixel in row has same distance from camera

	only once per sprite because they are perfectly flat billboards where every pixel has the same distance from camera



So we're doing colormap row index calculation 320 times for walls, at most 240 times for floors, and once per visible sprite (raycasting gives free occlusion culling). That is cheap, and the payoff is great.

Doom and many other titles used similar approaches.




Creating Assets [bookmark: creating-assets]

Textures and sprites in Catlantean 3D fall into three categories:


	Pre-rendered sprites - 3D models created in Blender and rendered to textures

	Hand-drawn sprites and textures

	Procedurally generated textures - generated via special Python scripts by combining hand-drawn art



Pre-rendered Sprites [bookmark: pre-rendered-sprites]

I am working a full-time job and have a decently active life, so my time to work on the game is limited. Thus, I wanted to minimize the time I spend reiterating when making complex sprites that involve animations. I rarely get something right on the first attempt, so naturally, reiteration is expected, and it is hard to reiterate when you need to make changes to many frames of an animation.

The more efficient approach was to create sprites in Blender as 3D models, rig and animate them there, and then render them to a series of textures with special Python scripts that leverage Blender's Python API. Reiteration then involved making changes in the model, and the rendering scripts did the rest, which was a lot of time saved.





The main hurdle was that rendered sprites came out very blurry and washed out.

One might think that the obvious answer to this was to render the sprite in high resolution, and then downscale with filtering, but I've had mixed success with this; details would often be suppressed by filtering, and edge clarity would be lost. What I found to be the most effective and reusable was to leverage Blender's compositing functionality to get the right amount of contrast and clarity:





Once the image was ready, it would be sent through a special Python script which performed palette quantization, creating a 1-byte-per-pixel image used by the engine. For every pixel in the source image, the script finds the closest color in our palette (perceptually closest - Oklab), and uses the index of that color for that pixel. The index array, along with the dimensions, is then packed into the very simple TEX format that is used by the game.



A similar workflow was used for enemy sprites. Note: some of these nodes are either redundant, or plain useless, simply because I had used them at some point, and then changed my mind. I like leaving them in just in case I need them again.





Enemy sprites are rendered in a special way. Sprite can have multiple animations, and each animation must have frames for each of the 8 directions sprite can face. So, for every animation (walk, fire, die, etc.), the Python script that uses Blender's API rotates the sprite, renders all frames of an animation, rotates the sprite again, and so on. Sprites are saved with a special convention that denotes sprite name, action name, direction and frame index:



Nice thing about this approach is that I don't need to keep rendered sprites in the repository - they're actually .gitignored. Whenever I switch locations and use another computer, I simply run the compilation script which renders every model and produces the sprites. It is reasonably fast and runs in ~10 seconds for about 15 models on RTX 3070.

Hand-drawn Sprites and Textures [bookmark: hand-drawn-sprites]

Earlier in development, I created this vaguely cat-shaped head with the texture of my cat Vilko, to use as a status bar face. After all, why would I draw something like this by hand, if Blender could render it in such a vivid likeness of life?



The obvious answer is that it looked lazy and low effort, which it was. It didn't do a very good job at conveying emotion and it didn't have soul. When I was collecting feedback on the vibes, this was usually the first thing people pointed out.



Some things just need to be drawn by hand. I'm no artist, but I'm quite confident that the hand-drawn variant with animations looks far better, and I could never quite reproduce the same result if I animated this thing in Blender. Due to the dimensions of the sprite, every pixel needs to be deliberate, so there's no room for leaving this work for the Blender renderer.





I applied the same logic to most of the pickups, which were previously pre-rendered, but at a scale where Blender's compositor can't reliably produce good results. After human touch, their clarity and readability has much improved.



You might think, why simply not increase sprite resolution? The game rasterizer will take care of the scaling, right?

Well, it would work, but the result would look terrible because pixel scale is no longer consistent. At any given row or column on screen, you subconsciously expect the pixels to remain the same size as you move towards or away from them. If pixel scale varied from one sprite to the other, that's no longer true, and it just looks off. This is probably one of biggest reasons why many asset flippers or low-effort indie games look bad; they slap together assets with different scales that don't work together at all.

Thus, one unit in Catlantean 3D world is 64 pixels, and every sprite is made in relation to that scale. So if we want a sprite that is as tall as the quarter of a world unit, it must be 64/4=16 pixels tall.

HUD

The HUD and its elements are almost entirely hand-drawn. This includes:


	the status bar at the bottom of the screen

	various transition panels and screens

	fonts



For example, this work-in-progress score screen at the end of the level:



The HUD is hand-drawn in the sense that everything is deliberate and placed by me, but I use Affinity Photo's layer effects and compositing heavily to get there, rather than painting everything from scratch. These effects include:


	3D look for otherwise flat surfaces (emboss effects)

	noise generation and overlay for grittier look

	color overlays, blending modes, glow effects

	ease of rearranging HUD elements as I often iterate



I typically work in truecolor first, in Affinity Photo. Notice the layers - most of these elements are literally just single-color rectangles, with special effects and blending magic applied on top.



While Affinity Photo is great, images exported from it contained some strange artifacts most likely related to anti-aliasing, which I couldn't turn off. Or couldn't figure out how to turn off consistently. So it's not great for pixel-correct work, which means I had to do another pass in Aseprite that involved things like:


	pixel perfect text

	cutting artwork into pieces

	paint over element edges for sharper and more clear boundaries





Procedurally Generated Sprites and Textures [bookmark: procedurally-generated-sprites]

Some textures are straightforward or specific enough to draw by hand. But many textures in Catlantean 3D share a common structure: a base material with variations in wear, dirt, and surface detail. Drawing each variant by hand would be tedious and inconsistent, so I wrote Python scripts to generate them.

The generation pipeline takes several inputs:


	a heightmap that defines the surface relief
	this is actually just used to generate the normal map, which is then used to bake in simple lighting and shadows





	a noise map for variation

	a grime map for dirt and wear

	two base colors

	a brightmap for parts that will retain color regardless of other parameters



From these, the script produces a final texture, palette-quantized and ready for the engine. Tweaking a texture then becomes a matter of adjusting parameters rather than repainting pixels, which is a significant time saver when you're the only person working on this.



Some examples of generated textures:



Gibs

I also have a special pipeline for creating gibbing animations. Gibbing an enemy is typically triggered by applying excessive damage, such as a point-blank shotgun blast or an explosion. To convey impact of such damage, enemies are blasted into bloodied bits:



The pipeline is driven by a Python script. Given a sprite, a palette, and a set of parameters, it produces a series of frames that end up in the game data as an animation. Here's how it works.

Step 1: Voronoi decomposition

The sprite is partitioned into chunks. K seed pixels are chosen at random from the sprite's opaque body, and every pixel is assigned to its nearest seed. Each resulting cell becomes one flying piece.



Step 2: Wound bleeding

Chunk borders (pixels adjacent to a different chunk) are marked as wounds at depth zero. A BFS fans inward, assigning increasing depth values. At render time, pixels near the boundary get their color blended toward blood, sampled from a ramp derived from the game palette. The deeper into the chunk, the more the original sprite color is preserved.

The ramp selection from palette is parametrized, so I can also have green or blue "blood" for certain enemies.



Step 3: Physics

Each chunk gets a centroid, a velocity directed away from the sprite center with randomized spread, a spin rate, gravity, and drag. Then, the simulation starts running using these few parameters. There is no collision detection, but chunks simply stop when colliding with the floor. It's crude, but it's good enough.



Chunk count, explosion force, gravity, drag, spread, and wound depth are all tunable via parameters, e.g.

"seed": 295312884,
"frames": 20,
"chunks": 48,
"explode": 3,
"gravity": 1.4,
"drag": 0.22,
"spread": 1.15,
"spin": 9,
"woundDepth": 2,


It takes a bit of trial and error to get a seed that looks good, but it's certainly faster than drawing these animations by hand. The same technique is also used for destructible environment objects (flower pots, barrels, crates, etc).

Like pre-rendered animations, these also don't live in the repository, but are instead regenerated after repository is checked out. The execution time is negligible.

Pre-rendered Particle Systems

While most particle effects are hand-drawn in Aseprite, some of them are generated and baked the same way as gibs: a Python script runs a simulation and produces a series of PNG frames, which are then quantized to TEX. There is no runtime particle system; everything is pre-baked so that it can be rendered as fast as possible by the software rasterizer.



The word "particle" is a bit misleading here, because the pipeline doesn't actually simulate particles at all. Instead, each frame is synthesized by computing a radial energy field pixel by pixel, with several independent layers summed together:


	core — a soft disc that expands outward over the animation

	rays — spikes around the core, sharpness and length are configurable, each ray gets individual length jitter from the RNG so the result looks irregular

	ring — an optional expanding shockwave

	noise — value noise multiplied into the total energy to break up the clean shapes into something ragged/irregular



The accumulated energy per pixel is then quantized against the palette ramp specified as script parameter. Each row in the palette is treated as a light-to-dark gradient, simply because I arranged it that way when designing the palette, so the darkening of each pixel is done without any blending or alpha math, just palette index arithmetic. Above a certain threshold, pixels are pushed towards white, so that they give the impression of a white-hot core.

Also, optionally, a small number of sparkles are scattered on top, cross shapes that drift outward and fade over their own lifetime.

The animation supports two modes: one-shot, which ramps up and decays like an explosion or teleport flash, and loop, which samples the noise field along a circular path, so the first and last frames match and the loop is seamless (useful for persistent looping effects like plasma bolts, energy projectiles, etc.)





Maps [bookmark: maps]

Map editing started in Tiled, which is a perfectly reasonable tool until you start having very specific needs.

What it lacked was any concept of the things my game actually needed: light level painting per cell, cell flags and properties, which I initially worked around by abusing object properties. On top of that, the workflow required a Python script to convert Tiled's JSON output into the binary format the engine uses, which is an extra moving part that exists purely to compensate for the mismatch.

There's also the idea of shipping it to players along with the game. Expecting someone to install Tiled, learn its interface, set up the conversion scripts, and wrangle all of this just to make a map is unreasonable. It would have killed any chance of the editor being something people actually use.

So I wrote my own. It has native support for light level painting, cell flags, and all the entity and property types the game knows about. Development became noticeably more enjoyable because I'm no longer restricted to thinking within Tiled's limitations, and when the game ships, players get the same editor I used.



It's plug and play, you can even launch the level straight from the editor:



Yes, I am aware the toolbar icons are terrible. Which is exactly why I'm keeping them.

The editor is built with wxPython, which turned out to be a decent choice for this kind of tool. It worked better than tkinter (which I tried first), particularly widgets, event handling, layout, it just felt better to work with and the end result looks more native. Iteration was fast, and structuring it around the MVP pattern kept the UI logic cleanly separated from the map data, which matters when you're frequently changing both (my map format isn't quite stable just yet). It hits a good balance for a single-developer internal tool that also needs to be shipped to end users.

Not everything in the editor is written in Python. Much of the model relies on my pybast library which is basically Python bindings for engine internals (via pybind), which includes things like:


	reading game data archive

	reading game textures (for display)

	fixed point class for entity coordinates

	serialization



This is mostly to prevent having to re-implement these things in Python where I already have them implemented in C++. As such, the engine and its tooling form a small, tight ecosystem.

Conclusion [bookmark: conclusion]

I expect to publish Catlantean 3D sometime in Q1 2027. Right now, I'm focusing on level design, adding some more enemies and weapons, and polishing as I go.

I'm aiming for somewhere in $5-$8 price range. I intend to release the game source code on GitHub as open-source, but you'd have to buy the game to get the actual data archive (with graphics, levels, sounds, music, etc.), which I think is fair.

After all, I do need to give the protagonist his fair share.



(Yes, I know it's a female, but call it convention rooted in dialect.)

Jokes aside, transparency about process is one of the few things that actually builds lasting trust, I think.

Indie games live and die on it in a way AAA simply doesn't, because that market has demonstrated it will accept whatever it's given. Indie doesn't have that luxury. The audience is smaller, but they're also more willing to follow a project, root for it, and tell other people about it when they feel like they're genuinely in on the process rather than being marketed at.

Showing your work is the most honest thing you can do, and I think people can tell when someone actually cares about what they're making.

There will be more to come.

Thanks for reading!

If you enjoyed this article, feel free to follow me on social media.

    



Original: https://staniks.github.io/articles/catlantean-3d-blog-1/ · Discussion



OpenCV 5 Is Here: The Biggest Leap in Years for Computer Vision

opencv.org · 620 points · Discussion
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OpenCV 5 is one of the most important releases in the history of OpenCV.




For more than two decades, OpenCV has been the foundation for computer vision research, robotics, embedded vision, AI applications, industrial inspection, AR/VR, medical imaging, and countless production systems. Today, the library has more than 86,000 GitHub stars, more than a million installs per day, and one of the largest collections of computer vision algorithms in the world.




OpenCV 5 builds on that foundation with a major modernization of the library. It brings a new DNN engine, stronger ONNX support, hardware acceleration improvements, better Python integration, new data types, expanded 3D vision capabilities, improved documentation, and a cleaner architecture for the future.




This is not just another incremental release. OpenCV 5 is a major step forward.




Why OpenCV 5




Computer vision has changed dramatically since OpenCV 4.




Modern applications now combine classical vision, deep learning, transformers, large vision models, edge deployment, heterogeneous hardware, and Python-first workflows. Developers expect the same code to run efficiently across laptops, servers, embedded devices, ARM chips, Snapdragon platforms, and specialized accelerators.




OpenCV 5 was designed to meet that reality.




The goals were clear: make the core faster and smaller, improve language support, clean up old APIs, modernize the DNN engine, support new hardware acceleration paths, improve 3D vision tooling, and make the documentation easier to use.




If you have shipped anything with OpenCV in the last few years, you know the feeling. The library does almost everything, but the deep learning side always felt a step behind the models people were really using. You would export a new model to ONNX, point OpenCV’s DNN module at it, and cross your fingers. Sometimes it worked. Sometimes it threw an error about an operator it had never heard of.




In this post we will walk through what is new, why it matters in practice, and what it changes for the code you write. You do not need to know the library’s internals. If you have ever written cv2.imread, you are in the right place.




The pip version of OpenCV5 will be released on 8th June.
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Where OpenCV Stands Today




Before we get into what changed, it helps to remember how widely used OpenCV is. This is not a niche research tool. It is plumbing for a huge slice of the computer vision world.




(Sources: github.com/opencv/opencv, pypistats.org, embedded-vision.com.)




When a library is this deeply embedded in production systems, every change has to be made carefully. That is part of why a major version takes time, and why it is a big deal when one finally arrives.




It also helps to know who builds it. OpenCV is stewarded by the non-profit OpenCV.org, with development and support coming from Big Vision (which supports the library, OpenCV University, and content like this blog), OpenCV China (a major force behind RISC-V and embedded work) and OpenCV.ai.




What OpenCV 5 Set Out to Fix




The team started OpenCV 5 with a clear list of pain points. If you have used OpenCV for a while, you will recognize most of them:





	Better language support: modern Python, refreshed bindings, and named arguments instead of guessing parameter order.




	A faster, smaller core: tighter code, the legacy C API retired, and leaner builds.




	A cleaner hardware acceleration layer, so vendors can plug in optimized kernels without a tangle of #ifdefs.




	A cleaner API: proper 0D/1D tensors, native FP16/BF16, and real logging.




	A next-generation DNN engine: graph-based, with fusions, broad ONNX support, transformers, and VLM/LLMs.




	Better 3D vision: ChArUco, multi-camera calibration, and visualization.




	Better documentation: modern, navigable, and pleasant to read.






The rest of this post is that list, made real. We will start with the change that affects the most people.




The Headline: A Brand-New DNN Engine




The single most important number in this release is coverage. OpenCV’s ONNX operator support jumped from roughly 22% in the 4.x days to over 80% in OpenCV 5.




If you have ever fought with OpenCV refusing to load a modern model, that number is the fix. The reason behind it is more interesting than the number itself.




The old 4.x engine imported a small fraction of the ONNX operator set and struggled with anything that had dynamic shapes, which covers most interesting models these days. The 5.x engine was rebuilt around a typed operation graph with proper shape inference, constant folding, and operator fusion. Instead of treating a network as a flat list of layers and walking them one by one, OpenCV 5 understands the model as a graph. That lets it reason about the network, simplify it, and run it far more efficiently.




ONNX operator coverage, then and now.




A few things the new engine handles that the old one could not:





	If and Loop subgraphs: models with control flow now load and run.




	Symbolic and dynamic shapes: no more brittle “shapes must be known ahead of time.”




	Quantize/Dequantize (QDQ) graphs: for running quantized models.




	Attention and MatMul fusions: the building blocks of transformers, collapsed into efficient fused operations.






That last point deserves a closer look. One of the headline optimizations is attention fusion. The engine recognizes the classic MatMul → Softmax → MatMul pattern at the heart of every transformer and collapses it into a single fused attention operation, backed by a FlashAttention-style implementation. You get this for free. Load your model, and it runs faster.













	Aspect	Classic engine (4.x)	New engine (5.x)
	Model representation	One struct per layer, walked in order	A typed graph the engine can analyze
	Shapes	Static only	Symbolic, dynamic
	Subgraphs	Not supported	If and Loop supported
	Fusion	Limited	QDQ, BatchNorm, Attention, MatMul, Softmax, and more
	Memory	Reused per layer	A unified buffer pool that reuses memory aggressively





The practical result is straightforward. More models load, more models run correctly, and many of them run faster.




Three Engines, One API




Rewrites make people nervous, and rightly so. Nobody wants a working pipeline to break on upgrade day. OpenCV 5 handles this by keeping more than one engine available behind the same DNN API. You choose which one loads your model right where you read it, through an engine argument on the readNet* family of functions. The values come from the cv::dnn::EngineType enum:




	Value	Meaning
	ENGINE_CLASSIC (1)	Force the old 4.x-style engine. This is the path that supports non-CPU backends and targets such as CUDA and OpenVINO.
	ENGINE_NEW (2)	Force the new graph engine, with fusion and dynamic shapes. It runs on CPU only for now.
	ENGINE_AUTO (3)	The default. Try the new engine first, and fall back to the classic engine if the model fails to load.
	ENGINE_ORT (4)	Use the bundled ONNX Runtime wrapper. ONNX models only, and the build must be configured with WITH_ONNXRUNTIME=ON.





Because ENGINE_AUTO is the default, most code does not have to do anything special. You read the model, and OpenCV uses the new engine when it can and the old one when it cannot. When you want to pin a specific engine, you pass it at load time.




Python




Microsoft's open source tools were hacked to steal passwords of AI developers


Microsoft's open source tools were hacked to steal passwords of AI developers

techcrunch.com · 502 points · Discussion


Microsoft has cut off access to dozens of its open source projects hosted on GitHub as it investigates how hackers apparently breached the projects and injected password-stealing malware into the code.


Many of the affected projects relate to Microsoft’s cloud service Azure and other tools used by developers to code with AI development apps, such as Claude Code, Gemini’s command line interface, and VS Code.








According to security firm Cloudsmith and community-driven malware analysis site OpenSourceMalware, which were some of the first to flag the hack, the malware allowed the hackers to steal the users’ passwords and other sensitive credentials when they opened the compromised tools in their AI coding apps.


It’s not immediately known how many people have downloaded the affected tools.


Microsoft confirmed it pulled the repos, as first reported by 404 Media.


Microsoft spokesperson Ben Hope told TechCrunch that the company has “temporarily removed some repositories as we investigated potential malicious content.” 


“Some of these repos have been restored after review, while others may remain offline while work continues.”


“As part of our investigation, we notified a small number of customers who may have pulled down content from the affected repositories. We will continue to investigate, and if anything further is identified that requires customer action, we will reach out directly through our established support channels,” added Hope.


Microsoft did not immediately provide the specific number of customers affected, when asked by TechCrunch.


At least 70 projects belonging to Microsoft have been “disabled,” per a message loading when trying to access the projects’ pages on GitHub, a code-hosting site that Microsoft owns. “Access to this repository has been disabled by GitHub Staff due to a violation of GitHub’s terms of service.”


[image: a screenshot showing a disabled github repo: reading — "This repository has been disabled. Access to this repository has been disabled by GitHub Staff due to a violation of GitHub's terms of service. If you are the owner of the repository, you may reach out to GitHub Support for more information."]Image Credits:TechCrunch/screenshot

This is the latest example in recent months of hackers breaching widely popular open source projects with the aim of planting malware on a large number of users who have the code installed on their computers. These hacks are known as “supply chain” attacks as they target code that is often used in a large number of software products, or by a specific kind of user, which may be advantageous to hack as they sometimes have access to cloud systems and large amounts of customers’ data.








While it’s not uncommon for sole developers of open source projects to be targeted by hackers — in some cases as part of long-running efforts to gain the trust of the developer — it is rare for large tech giants like Microsoft, which have the resources to defend against these kinds of attacks, to get breached.


This is Microsoft’s second known breach over the past few weeks that has allowed hackers to compromise its open source projects, per Ars Technica. In mid-May, security researchers said that Microsoft’s open source project Durable Task, a tool that helps developers build apps, was hacked. OpenSourceMalware said that Microsoft’s latest incident is a “re-compromise” of the Durable Task project, suggesting that Microsoft may not have eradicated the hackers on its first attempt or an entirely new, distinct breach.


Updated with comment from Microsoft.


When you purchase through links in our articles, we may earn a small commission. This doesn’t affect our editorial independence.
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FCC wants to kill burner phones by forcing telecoms to get all customers' IDs


FCC wants to kill burner phones by forcing telecoms to get all customers' IDs

404media.co · 320 points · Discussion


  



The Federal Communications Commission (FCC) wants to make it effectively impossible for people to buy what many call burner phones—a phone not explicitly linked to your identity at the point of purchase—which would impact privacy-conscious people, to domestic abuse survivors, to journalists, and many more. The FCC plans to do this by legally forcing the country’s telecoms to store a wealth of personal information about essentially all phone customers, including a government issued identification number and their physical address, alarming privacy advocates and civil rights activists who compare the measures to those from authoritarian countries where it can be difficult to buy a mobile phone plan without giving up your identity.
The proposed change would drastically shake up how people obtain phone plans in the U.S., and have all sorts of privacy and cybersecurity knock-on effects. The FCC is proposing the data collection partly as a way to combat scammers, with telecoms being required to collect other information on business and foreign customers like the intended use case of their bulk phone plan purchase and their IP address. But the changes would mean telecoms collect data on all new and renewing customers, and the FCC provides a long list of other things that the collected data could help authorities with.
💡
Do you know anything else about this proposed change? I would love to hear from you. Using a non-work device, you can message me securely on Signal at joseph.404 or send me an email at joseph@404media.co.

“For decades, civil libertarians have looked overseas at authoritarian countries where the government requires people to register to get a mobile phone to ensure they can be tracked. We never thought that would happen here,” Jay Stanley, senior policy analyst at the American Civil Liberties Union’s (ACLU) Speech, Privacy, and Technology Project told 404 Media in an email. “But make no mistake: with this rulemaking, the government is contemplating taking away people’s ability to get a burner phone, which will hurt low-income people, domestic violence victims, and anyone else who cares about their privacy.”
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Apple decided not to roll out Siri in EU after denied request for exemption


Apple decided not to roll out Siri in EU after denied request for exemption

reuters.com · 285 points · Discussion

Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.

Original: https://www.reuters.com/business/apple-failed-make-its-ai-tool-comply-eu-regulations-eu-commission-says-2026-06-09/ · Discussion




Let's Encrypt bans certificate usage in any US sanctioned territory [pdf]


Let's Encrypt bans certificate usage in any US sanctioned territory [pdf]

letsencrypt.org · 224 points · Discussion

Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.

Original: https://letsencrypt.org/documents/LE-SA-v1.7-June-04-2026-diff.pdf · Discussion
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GPT-2 is a direct scale-up of GPT-1, with more parameters and trained on more data. However, it was deemed too dangerous to release by OpenAI:


Due to our concerns about malicious applications of the technology, we are not releasing the trained model. As an experiment in responsible disclosure, we are instead releasing a much smaller model for researchers to experiment with, as well as a technical paper. OpenAI Blog – Better Language Models and Their Implications



GPT-1 was released to the public without such serious concerns. Therefore, the above claim made the public wonder how powerful GPT-2 must be in generating texts that look like humans wrote.

Moreover, what’s the difference between GPT-1 and GPT-2?


 The Difference: GPT-1 vs. GPT-2

In the GPT-1 paper, they experimented with the model on zero-shot task transfer in that they used the pre-trained model with heuristic solutions to perform specific tasks. The experiment’s success suggests that without supervised fine-tuning, the language model already contains information required to perform specific tasks. All that knowledge is stored in network parameters (weights and biases).

In other words, more parameters should increase the capacity of the language model and make it more robust to those specific tasks. In this sense, fine-tuning simply adds the final touch to the model for a specific task, and therefore the main thing that makes GPT-1 great is the pre-training.

So, pre-training such a model with more parameters should improve the model’s performance further. Hence, GPT-2 is a direct scale-up of GPT-1, with more parameters and trained on more data. As such, GPT-1 and GPT-2 are not different in terms of architecture. Both are based on the transformer’s decoder.

However, their main difference is the number of parameters and the amount and variety of training texts that allows the neural network to acquire more language knowledge and understanding and absorb them into its parameters.

The larger model of GPT-2 (that was not released in February 2019) has 1.5 billion parameters, 10 times more than GPT-1. They trained the model on 40GB of web texts and achieved state-of-the-art results on various language modeling, reading comprehension, question answering, and summarization benchmarks.



 GPT-2: 1.5B Release

The GPT-2 paper explains that there are four configurations of GPT-2.


The biggest GPT-2 uses 1.5B parameters for 48 decoder blocks with d_model = 1600. Considering the original transformer used six decoder blocks with the embedding dimension (d_model) of 512, the big GPT-2 model is humongous. Successfully training such a huge model itself is a big achievement.

Nine months after the initial announcement of GPT-2, OpenAI decided to release the big GPT-2 with 1.5B parameters along with code and model weights:


We hope that this test case will be useful to developers of future powerful models, and we’re actively continuing the conversation with the AI community on responsible publication.

…

Our experience with GPT-2 over the past nine months has given us valuable insight into the challenges and opportunities for creating responsible publication norms in AI. Open AI Blog – GPT-2: 1.5B Release – November 5, 2019



They summarized their findings from the nine months:


	Humans find GPT-2 outputs convincing.

	GPT-2 can be fine-tuned for misuse.

	Detection is challenging (detection rates of ~95% for detecting 1.5B GPT-2-generated text by RoBERTa).

	We’ve seen no strong evidence of misuse so far.

	We need standards for studying bias.



All these points are valid, and OpenAI did a great job identifying potential risks, especially misuse and biases, at an early stage.



 GPT-2 vs. ChatGPT

Today (December 2022), we’ve already seen how well ChatGPT performs. So, GPT-2 does not seem so harmful. I can see that they applied what they learned into ChatGPT to prevent misuses, for example, by not impersonating people.

However, many other misuses, like students making ChatGPT do their home, are harder to prevent. These problems will likely persist and become widespread as researchers improve their AI capability. Could teachers use a detection model to find out if students have cheated? It’s getting harder.
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Apple fans would, for years and years, sneer at Microsoft’s penchant for talking about products that may or may not ship, deriding them as vaporware. After Apple’s bungled 2024 launch of Apple Intelligence and new Siri, however, vaporware is fair game, and just in time for this Article.




Project Solara




Last week, at its annual Build developer conference, Microsoft put forth a vision for a new ecosystem of hardware devices under the banner of Project Solara:








The concept — which isn’t entirely clear from that video, but was more fully explained on stage — is that in the future you will be surrounded by an ecosystem of devices, none of which stand alone, but are more like portals to interact with your agents, which live in the cloud. In other words, as I wrote in February, Thin Is In:





This is even clearer when you consider the next big wave of AI: agents. The point of an agent is not to use the computer for you; it’s to accomplish a specific task. Everything between the request and the result, at least in theory, should be invisible to the user. This is the concept of a thin client taken to the absolute extreme: it’s not just that you don’t need any local compute to get an answer from a chatbot; you don’t need any local compute to accomplish real work. The AI on the server does it all.






I made the case in that Article that server-side inference would dominate AI workloads, thanks in particular to increasingly high memory demands for agents. What I found intriguing about Microsoft’s vaporware, however, is that it showcased a use case wherein this thin client approach was compelling for reasons beyond KV cache.




Specifically, for most of tech history computing has been indistinguishable from interacting; that’s why we place so much value on new input methods, as they often set off new paradigm shifts. By the same token, the problem with wearables as the paradigm beyond the iPhone is that interacting with them generally sucks. Sure, you can imagine a future where voice interaction is completely seamless or where a device can “see” what you see, but anything longer than a few seconds is much less convenient than simply swiping on your phone. Agents, however, compute on your behalf, without any interaction necessary: a few seconds is all you need to get work done for hours — at least in theory.




Siri AI




Apple, a company that can actually make devices, was under heavy scrutiny going into yesterday’s WWDC keynote for a different concern: can the company make AI? And, if your standards are the state of the art in AI circa June 2024, when Apple took their first crack at answering the question, they did quite well. The company’s pre-recorded keynote took great pains to show actual demos — spinning indicators and all — and they worked! Here was the first one of what Apple is calling “Siri AI”:








What’s fascinating about this specific demo is that it also showed just how far behind Apple is. New head of Siri Mike Rockwell successfully used Siri to set a reminder to enter a lottery for concert tickets, demonstrating context awareness and the ability to interact with the Reminders app through Apple’s App Intents framework; what would have been state of the art would have been asking Siri to enter the lottery on his behalf when the time came. In other words, to act outside of the interaction paradigm that has traditionally defined computing, and which Apple has dominated.




At the same time, the fact that Apple is behind the state of the art might not matter that much given Apple’s market and opportunity in that market. To start with the former, Apple is targeting consumers, for whom traditional chatbot functionality is probably sufficient for the vast majority of their AI needs. Siri will be able to give you recipes, tips on do-it-yourself projects, or generate images. Moreover, the fact that Siri will have access to your iPhone gives it all of the same advantages that made me optimistic about Apple Intelligence in the first place. From an Update after that initial June 2024 launch:





The key part here is the “understanding personal context” bit: Apple Intelligence will know more about you than any other AI, because your phone knows more about you than any other device (and knows what you are looking at whenever you invoke Apple Intelligence); this, by extension, explains why the infrastructure and privacy parts are so important.




What this means is that Apple Intelligence is by-and-large focused on specific use cases where that knowledge is useful; that means the problem space that Apple Intelligence is trying to solve is constrained and grounded — both figuratively and literally — in areas where it is much less likely that the AI screws up. In other words, Apple is addressing a space that is very useful, that only they can address, and which also happens to be “safe” in terms of reputation risk. Honestly, it almost seems unfair — or, to put it another way, it speaks to what a massive advantage there is for a trusted platform. Apple gets to solve real problems in meaningful ways with low risk, and that’s exactly what they are doing.






Apple actually made this version of Siri much more capable in terms of accessing world knowledge and image generation, which should make the experience much more seamless, but the real differentiation will clearly be that access to your personal information. You can ask Siri about something you received in messages — or was it email, or a voicemail? — and it will actually find what you’re looking for; it can also “see” what you are looking at on your screen, and act on the information. And, to the extent that third-party apps offer up their data to the Spotlight semantic index, and make actions available via App Intents, Siri can actually operate across different services in a way other AIs can not, at least without making massive sacrifices in security on a local Mac or PC.




The Consumer Market




These capabilities are genuinely useful, and there’s a good chance they’re enough, at least for now, and that’s because there is another aspect of the consumer market that is worth considering — beyond the fact that billions of consumers already have iPhones. Specifically, consumers don’t want to work, and don’t really care about being productive.




This reality about the consumer market is a lesson that Silicon Valley has to re-learn every decade or so. Consider Dropbox, whose founder, Drew Houston, is in the process of stepping down. Dropbox was a category-defining product that had a viral hook — if someone signed up with your referral code, you got more storage — and grew extremely fast amongst consumers; the company then spent too long trying to actually build a business in the consumer space, before finally realizing that the only way to make money with what was ultimately a productivity product was by selling to enterprise.




The reason is obvious when you think about it: enterprises are paying for their employees’ time, so of course they are willing to pay for tools that make those employees more productive; consumers, on the other hand, are mostly looking to waste time, which is why attention-harvesting advertising is the only software business model that works at scale for consumer services. The fact that Silicon Valley forgets this is downstream from Silicon Valley being a bubble; normal people aren’t looking for agents to buy them tickets to a concert.




Still, the bubble was strong enough to convince OpenAI to make the exact same mistake Dropbox did: the company somehow convinced itself that it could make enough money selling subscriptions to consumers; Anthropic, meanwhile, realized that it was enterprises who were willing to pay for AI’s massive productivity benefits, even as OpenAI failed to capitalize on their consumer market penetration by refusing to build an advertising product.




This is a long-winded way of saying that I don’t think that Apple’s agentic shortcomings are a big deal, at least for now. Agents help you do work and be more productive, and consumers don’t want to work or care about being productive. What they do want to do is watch short-form video, and an iPhone is simply much better at that than any other device ever will be; in that context, Siri being good enough is enough, and it appears that Apple crossed that bar.




The iPhone’s Centrality




There are actually a lot of interesting technical details about how Apple rebuilt Siri, including expanding Private Cloud Compute to include Nvidia chips running in Google data centers, as well as a 20 billion parameter on-device mixture-of-experts model that selects the expert on a per-query basis (as opposed to on a per-token basis) so that it can run in an iPhone’s limited memory.




The key strategic takeaway of these implementation details, however, is the centrality of the iPhone. Microsoft’s Project Solara obviously makes sense for Microsoft given the fact that the company missed out on mobile, but it also fits with the infrastructure of AI, which is in the cloud, and increasingly about compute happening without a human in the loop. Apple, in contrast, is heavily incentivized to preserve the iPhone’s importance, and by extension, to focus on use cases organized around human interaction.




However, it’s too simplistic to reduce these approaches to a cynical analysis of incentives; both make sense in their own right. What makes me intrigued about Project Solara is the fact that Microsoft is positioning it as purely an enterprise play, which is important because an enterprise has context about the work being done, making it more viable to build long-running agents — which the enterprise is willing to pay for. That context would be far more difficult to build for consumers, given the need to tie together a huge number of services to get a coherent set of data over which to operate. Indeed, the only entities that can probably pull that off are Google and Apple via Android and iOS, respectively — and Google is always going to be focused more on its cloud services as the point of integration instead of the device.




That leaves Apple as the only company truly — dare I say it? — thinking differently. And yes, the iPhone as the true core of Siri (which will work across your devices, but get its differentiated context first-and-foremost from your iPhone) just so happens to perfectly align with Apple’s business model and desire to not spend billions in capex, but that doesn’t mean it’s the wrong approach. You’ll be able to access all of that capex that other companies are building on your phone, you’ll just have to use an app; if you need to find something personal, or work across apps, Siri will be the only one who can pull it off — as long as it’s not vaporware (and it appears the second time is the charm).
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I had early access to the first Mythos-class AI model being released to the public, Claude 5 Fable. Much of the discussion of Mythos has centered on its impact on software security, but I tested it on everything except that (the guardrails around Fable essentially prevent it from being used for cybersecurity at all). My conclusion is that it represents a very real leap over every model I have used before, and, maybe more important, suggests our relationship with AI is changing in drastic ways.
First, how good is Fable? In experiment after experiment I conducted, it outperformed basically every other public model I have used by a considerable margin. It was capable across many problems and produced some startling results — it would work up to a dozen hours executing on multi-page specifications. I’ll walk you through a couple of more complex, and serious, use cases shortly, but you could see the general improvement across the board on every task. The problem about communicating this in a post is that many of the most impressive results are going to be interesting to only small portions of my readers. For example, it made the most sophisticated academic social science paper I have yet seen from an AI from a single prompt and one piece of feedback. It also created a 10-page epic rhyming poem about a haircut where every word starts with the letter s.
So, as a more accessible and entertaining example, I also had it create a bunch of games you can try. All of these are one initial prompt in Claude Code where Fable had to take my vague prompts and generate something workable, followed by a couple of additional prompts with minor encouragement (“make it better”) or feedback. What makes these especially impressive is that Claude cannot generate images, so every piece of art or 3D object was made with math alone, not using any external assets. You can try any of them: a game about flipping coins (prompt: “Balatro, but for the game of coin flips”) that is quite fun; a snake game where the snake is self-aware and crazy things happen; or a game about descending into the depths to see what is there.
So the output is impressive. But, especially as I turned to more serious projects, I often felt using the tool was somewhere between delightful and unnerving. Delightful because I just asked for something at it happened. And also unnerving because I just asked for something and it happened.
To see why, it helps to understand the way in which Fable gets work done, and for that I want to turn to an example I have tested on many previous AI models: building an isochrone map. This is a map that shows the distance you can travel in a given length of time, and the first one was created in 1881 showing travel times from London.

The original map
No previous model did an even halfway useful job with trying to create a map like this because it involves researching thousands of potential trip distances and a lot of small judgement calls and decisions. I decided to try it on Fable using Claude Code with this prompt: i want you to build a fully researched and beautiful isochronic map that lets me pick various cities and see real isochronic lines based on real data. I want the design to be unique. You should take into account airports (and travel time to and from airports) trains, walking, driving. The data does not need to be live but should be real based on your research and data. You can start with a few cities but more general is better, this should be an entirely new project. It then suggested that it do this in the style of the original map. I agreed, and it got to work.
It is worth a second looking at the transcript of the multiple hour building session the AI went through on its own, because you can see some unusual things. First, the AI launched multiple other AIs (I believe mostly the cheaper Claude Sonnet) to help it conduct research on travel times, ultimately retrieving over 2,200 specific flights, the rail schedules for trains from the TGV to the Shinkansen, and road speeds per country from multiple academic papers. And while those agents were running, it started coding. Then it launched yet more agents and tests to verify its code, all the while taking notes about its progress.


The result was a fully functioning map of impressive sophistication that looked a lot like the 1881 original, but that doesn’t mean it was perfect. I noticed that a lot of remote locations (like Greenland) just contained estimates of travel time, not exact numbers, so I told Fable to fix it, including the instructions: actually get travel times to remote airports and locations. This time the AI launched a workflow, adversarial groups of agents that did research and tested each others results. It figured out how often ships sail to Pitcairn Island in the Pacific and how to get to Grise Fjord from Ottawa. And it used a tremendous number of tokens in a very short period of time (more on this soon).


The results were impressive. I pushed a few more times in directions that interested me (including asking for other visualization approaches, etc.). I would recommend spending a couple minutes clicking around the results, and you can read its methods and sources at the bottom of the graph.

What the AI generated. Click on the map to go to the interactive version
This is probably not a useful project for you unless you really like travel and maps, but it is indicative of AI solving a hard problem involving research, math, visual development, taste, judgement, complex coding, and more. And, the unnerving part was how little I did. I gave a really ambitious instruction, the AI followed it. I gave a couple of minor pieces of feedback, and the AI figured it out. My role was extremely limited.
Importantly, it was just limited in how much work I did relative to the model, it was also limited in how much control I had over how the model did things, why the model chose particular approaches, or even how in-depth its results would be. The details of the AI’s decision making are not shown to me, and the process would be too long to even be worth following. The map required the AI to make judgement calls about hundreds of little choices, and it just made them, without me understanding the choices or having a chance to weigh in. In many ways, it is miraculous (I can always ask for edits at the end) on the other, it turns AI into the ultimate black box. 
The most ambitious project I got from Fable takes a little more explanation. I do a lot of research where humans produce messy answers and doing any sort of analysis requires categorize those answers properly: how innovative is an idea? why do people like this book? To figure this out, we used human researchers to make a judgement call about a piece of information, and statistically compare their answers with others to figure out whether we can trust the data. A lot of recent research has shown that AIs might be able to do this important work, but calibrating AI and human judgement has been difficult and expensive. So I asked Fable to solve the problem, first generating a complex 19 page design document and then executing it.
It worked for nine and a half hours.


The result was an extremely sophisticated piece of software the AI called Concord that could take in multiple datasets, calibrate human and AI responses, and then conduct complex data analysis on the results. Again, it wasn’t perfect. As an expert, I was able to spot some errors and omissions (some as a result of the design I had asked for) that I had the AI correct. But the scope of the delivery on this project, and many others, exceeded anything I had seen before. In this case, it was a piece of software that researchers have needed for years but was never profitable to create. You can now just use or modify the code here. I am sure it is not perfect (I only spent an hour working with the results), but a software engineer would iron out the remaining potential bugs that I could not find quickly (which is one reason we may need more, not less, coders in the future, to help with the explosion of new uses for software).
This power goes hand in hand with strangeness and limits. Among those limits is its token usage. Fable is twice as expensive as Opus, and it burns through tokens at a rate that suggests the answer to how much it costs in production is “a lot,” though its clever delegation to cheaper models may lower the real price considerably. The guardrails for Fable also trip at the faintest hint of a security problem, defaulting to the less powerful Claude 4.8 Opus, and it happens way too often. And the jagged frontier is still there. For example, the AI still writes in the same weird style (in fact the software Fable produces bears traces of Claudisms; so do its progress reports, all that carrying the weight and earning the answer). But the deeper strangeness is how little I had to do, and how little I could see while it was being done.
Last year I called this working with a wizard: you chant the spell and something happens. With Fable the spell has gotten powerful enough that I am no longer sure I am the wizard. I am closer to a patron. I describe what I want, I pay for it, and I judge the result. The conjuring happens somewhere I cannot watch, in hundreds of small choices I never get a vote on. The work has shifted from process to outcome. I no longer steer; I commission.
It is possible the sidelining is temporary, just an artifact of interfaces that haven’t caught up, and that we’ll get better windows into what these models are doing and better ways to steer them midstream. It is also possible that the opposite is true: that the more capable the model, the less there is for a human to meaningfully do, and the black box is the price of the power. I suspect that is more likely to be the real direction. None of this is a loss of control in the obvious sense. I can still steer Fable, and it follows instructions remarkably well: the more ambitious the instruction, the better the result. But steering is no longer the same as doing. I brief the model, it spins up its own agents to research and write and check one another’s work, and what comes back is finished. A patron commissions a single artist. Fable is closer to a whole studio, where I am the client who signs off on the final work without ever setting foot on the floor.
Share
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            Abstract:Recent advances in Large Language Model (LLM) agents have enabled complex agentic workflows where models autonomously retrieve information, call tools, and reason over large corpora to complete tasks on behalf of users. Despite the growing adoption of retrieval-augmented generation (RAG) in agentic search systems, existing literature lacks a systematic comparison of how retrieval strategy choice interacts with agent architecture and tool-calling paradigm. Important practical dimensions, including how tool outputs are presented to the model and how performance changes when searches must cope with more irrelevant surrounding text, remain under-explored in agent loops. This paper reports an empirical study organized into two experiments. Experiment 1 compares grep and vector retrieval on a 116-question sample from LongMemEval, using a custom agent harness (Chronos) and provider-native CLI harnesses (Claude Code, Codex, and Gemini CLI), for both inline tool results and file-based tool results that the model reads separately. Experiment 2 compares grep-only and vector-only retrieval while progressively mixing in additional unrelated conversation history, so that each query is embedded in more distracting material alongside the passages that matter. Across Chronos and the provider CLIs, grep generally yields higher accuracy than vector retrieval in our comparisons in experiment 1; at the same time, overall scores still depend strongly on which harness and tool-calling style is used, even when the underlying conversation data are the same.
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As I wrote about previously, I've been working
on splitting Biff up into a bunch of separate libraries and changing various
things along the way. I've completed a rough draft of all twelve
libraries and am now
going through them one-by-one to polish and release them. The first library is
now ready.

biff.core: system
composition and other interfaces for Biff projects. This is the glue that holds
all the other libraries together, and that's why I'm releasing it first.

For a long time Biff has had this "modules and components" structure where each
application namespace in your project exposes a "module" map, then you have a
bunch of boilerplate to combine stuff from those modules into a single "system"
map, and then we thread the system map through your "component" functions on
startup. Biff 2 retains that structure, and it has some additional stuff to deal
with that boilerplate.

For an example of what I'm talking about, see this
code
which takes the :routes (and :api-routes) keys from your modules and turns
them into a :biff/handler value for the system map. I wanted a first-class way
to be able to extract that kind of logic cleanly into a library so that the
library's instructions can just be "add this module to your project" without an
accompanying "and then paste all this stuff into your main namespace."

So this new biff.core library includes a concept of "init functions." These are
functions that take a collection of modules and return a single map that can be
merged into your system map. Ta da. Here's an
example.
Init functions are stored in the :biff.core/init key in your module maps, so
we get that nice "all you need are modules (well, and components)" effect.

The main complication here is that the boilerplate of defining a (def handler ...) var in your application code actually has a nice side benefit: late
binding. If you change any of your modules, the handler var will get updated,
and if you set :biff/handler in your system map to the var instead of the
value (#’handler), incoming Ring requests get the latest handler without you
having to restart the web server. If we extract that boilerplate into library
code, we don't get the var.

I ended up on this solution:


	Init functions take a var of your modules vector, not the vector value
itself.

	Anything in the system map that you want to get updated without a restart
needs to be a function. In some cases this means instead of setting a
:com.example/my-thing key on the system map, you need to set a
:com.example/get-my-thing function which returns my-thing.

	That function on the system map should dereference the modules var and pass it
to a memoized function that builds whatever thing it is you need (like the
Ring handler).



Again, see this
example.
The result is kind of aesthetically pleasing: you get a nice clean main
namespace
that shouldn't need to change much, and all you do is add
modules
and
components.

There's always the temptation to consolidate things further. Why even have a
separate components vector? Why not have modules support :biff.core/on-start
and :biff.core/on-stop keys and then have some way to express dependencies
between these lifecycle functions so we can call them in the right order?

And the answer is so that we don't have to have some way to express dependencies
between these lifecycle functions so we can call them in the right order. It's
not that hard to put the components in the right order yourself (especially
since the Biff starter project does that for you), and then it's easier to
understand how components work. It's just a sequence of functions that you pass
a map through. If you work on a project with so many stateful resources that
it's hard to keep track of them all, you can always layer something on top that
figures out what your components vector should be before you pass it to
biff.core.



Plug: my team is
hiring
for a senior software engineer, writing ClojureScript and Python mostly. We make modeling software
for renewable energy projects.
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            Abstract:The autoresearch repository enables an LLM agent to optimize hyperparameters by editing training code directly. We use it as a testbed to compare classical HPO algorithms against LLM-based methods on tuning the hyperparameters of a small language model under a fixed compute budget. When defining a fixed search space over autoresearch, classical methods such as CMA-ES and TPE consistently outperform LLM-based agents, where avoiding out-of-memory failures matters more than search diversity. Allowing the LLM to directly edit source code narrows the gap to the classical methods but does not close it, even with frontier models available at the time of writing such as Claude Opus 4.6 and Gemini 3.1 Pro Preview. We observe that LLMs struggle to track optimization state across trials. In contrast, classical methods lack the domain knowledge of LLMs. To combine the strengths of both, we introduce Centaur, a hybrid that shares CMA-ES's interpretable internal state, including mean vector, step-size, and covariance matrix, with an LLM. Centaur achieves the best result in our experiments, and a 0.8B LLM already suffices to outperform all classical and pure LLM methods. Unconstrained code editing requires larger models to be competitive with classical methods. We further analyze search diversity, model scaling from 0.8B to frontier models, and ablate the fraction of LLM-proposed trials in Centaur. All in all, our results suggest that LLMs are most effective as a complement to classical optimizers, not as a replacement.

Code is available at this https URL & interactive demo at this https URL.
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Almost two years ago there was a thread on this (https://news.ycombinator.com/item?id=40872102).  I'm curious now that more time has passed what people think?
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GentleOS/32


A hobby operating system for vintage 32-bit PCs.

Its goal is to provide a simple platform for tinkering with retro
hardware and running graphical interactive apps on bare metal.

At minimum, it only requires an i386 CPU, 4MB of RAM, and a VGA display
capable of 640x480x16 mode.

By design it's entirely monolithic, mostly configured at compile time,
and only supports standard PC devices: VGA/SVGA, keyboard, PS/2 mouse,
serial mouse, PC speaker. The only future plans are bugfixes,
optimizations, and adding more apps.

GentleOS/32 has a pure 16-bit spin-off called
GentleOS/16,
which targets devices as old as 80186.

For details on building and running, see USAGE.md.
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This post is a high-level explainer for my Master’s thesis, which involves designing hardware architectures for ultrafast inference and online learning using the Kolmogorov-Arnold Network (KAN) architecture. I’ll assume familiarity with standard machine learning concepts, as well as some understanding of hardware and digital circuits; read my previous post here for the latter.


Please read the two papers below for more information, particularly for details on benchmarks and notable results.



  [FPGA 2026 Best Paper]

Duc Hoang*, Aarush Gupta*, and Philip C. Harris. “KANELÉ: Kolmogorov–Arnold Networks for Efficient LUT-based Evaluation.” Proceedings of the 2026 ACM/SIGDA International Symposium on Field Programmable Gate Arrays. ACM, 2026. https://dx.doi.org/10.1145/3748173.3779202


  [ICML 2026]

Duc Hoang*, Aarush Gupta*, and Philip Harris. “Ultrafast on-FPGA Online Learning via Spline Locality in Kolmogorov-Arnold Networks.” arXiv preprint arXiv:2602.02056, 2026. https://arxiv.org/abs/2602.02056


  *equal contribution




The case for machine learning on FPGAs


Most modern machine learning workloads, whether training or inference, run on graphics processing units (GPUs). Through hardware architectures that support a highly parallel execution model, GPUs can perform simple operations on large amounts of data with extremely high throughput. This makes them ideal for machine learning problems involving large architectures or batch-style training and inference.


However, complex GPU architectures cannot meet the demands of applications that require ultra-low latency (e.g. sub-microsecond latency) and high hardware efficiency. Processors (e.g. CPUs and GPUs) incur significant overhead from scheduling and optimizing instructions, dynamically accessing memory, and so on. Extremely specialized workloads with ultralow latency (e.g. $\sim$nanoseconds) and efficiency requirements are instead better served by custom hardware accelerators.


Field-programmable gate arrays, or FPGAs, are reconfigurable digital logic devices that are extremely well-suited for this style of custom hardware acceleration. FPGAs contain lookup tables (LUTs), which represent digital functions by enumerating the output value for every combination of binary inputs; flip-flops (FFs), which store state; and other memory and computation primitives. These components and the connections between them are reconfigured to design a custom digital circuit, allowing for low-level hardware architecture and algorithm co-design that enables ultrafast machine learning. Importantly, neural networks are implemented directly as digital logic, rather than as instructions that are sequentially executed on a processor.


Background


Fixed-point quantization


FPGAs and other digital devices fundamentally operate on bits rather than continuous values. However, we often think about arithmetic operations in neural networks (e.g. $\times, +$) as happening over the real numbers $\mathbb R$. We thus need to encode real numbers as bitstrings (sequences of bits), a process known as quantization. Operations like addition and multiplication then become binary functions.


One method for doing this is fixed-point quantization.



  Fixed-point quantization represents numbers in base-2, where some bits (fractional bits) come after the decimal point. To illustrate, if we use 8 bits total with 4 fractional bits after the decimal point, we can represent $2^8$ values from $(-2^7) / 2^4 = -8$ to $(2^7 - 1) / 2^4 = 7.9375$, spaced evenly in increments of $1/2^4 = 0.0625$. We will assume here that the representable range is symmetric about zero.




In a fixed-point quantization scheme, we can only represent a discrete set of values in some fixed range, which will lead to approximation error when trying to represent real values. One focus of resource-efficient machine learning is minimizing this approximation error, or quantization error, to enable stable training and inference.


Lookup-table neural networks (LUT-NNs)


FPGAs implement digital logic primarily through lookup tables (LUTs), which are small components that represent arbitrary binary functions by storing their output for each combination of binary inputs. For example, $\text{AND} : \{0, 1\}^2 \to \{0, 1\}$1 is represented with a lookup table



  
    
      
        	Input ($x,y$)
        	$x\text{ AND }y$
      

    
    
      
        	00
        	0
      

      
        	01
        	0
      

      
        	10
        	0
      

      
        	11
        	1
      

    
  




It then makes sense to learn these binary functions, represented as lookup tables, as core primitives of a neural network: such a network is known as a lookup-table neural network (LUT-NN). However, learning lookup tables through gradient descent or similar approaches is difficult.


To address this issue, recall that we can learn real-valued functions $f: \mathbb R \to \mathbb R$ through gradient descent. If we perform fixed-point quantization with $b_i$ input bits and $b_o$ output bits, $f$ becomes a binary function $f_Q : \{0, 1\}^{b_i} \to \{0, 1\}^{b_o}$. We can then learn continuous $f$ and quantize to get our desired lookup tables!


To convert $f$ into a LUT, we discretize the function domain and range into $N_i = 2^{b_i}$ and $N_o = 2^{b_o}$ values. The lookup table of $f_Q$ stores, for each of the input values $I \in \{I_0, I_1, \ldots, I_{N_i-1}\}$, the corresponding output.


[image: LUT quantization process]
Quantizing a continuous $f$ (dashed line) to a binary function $f_Q$ (orange dots).


The example function $f$ above, where $q_{l-1}$ and $q_{l}$ represent quantization of the inputs and outputs, produces a binary function $f_Q$ with LUT:


  
    
      
        	\(q_{l-1}(x_l)\)
        	\(q_l(x_{l+1})\)
      

    
    
      
        	00
        	000
      

      
        	01
        	011
      

      
        	10
        	100
      

      
        	11
        	111
      

    
  




We could also extend this approach to represent multivariate functions as lookup tables, where $f_m: \mathbb{R}^{d_i} \to \mathbb{R}^{d_o}$ would turn into a binary function with $d_i b_i$ input bits and $d_o b_o$ output bits.



  In this lookup table, we store entries of size $d_o b_o$ for each of the $2^{d_i b_i}$ possible combinations of inputs.




This is clearly impractical for any reasonable $d_i$. LUT-based networks therefore combine smaller lookup tables with arithmetic operations to enable architectures that are expressive, resource efficient, and easily trainable.


Kolmogorov-Arnold Networks (KANs)


KANs replace the learnable weights and fixed activation functions in MLP (multi-layer perceptron) architectures with learnable activation functions. In this work, we demonstrate that KANs are a natural architecture for efficient, expressive LUT-NNs.


In a KAN layer, each edge carries a learnable univariate function instead of a scalar weight. For a KAN layer with $n_{\mathrm{in}}$ inputs and $n_{\mathrm{out}}$ outputs, the activation of the $q$-th output is


\[y_q = \sum_{p=1}^{n_{\mathrm{in}}} \phi_{q,p}(x_p),\]

where $\phi_{q,p} \colon \mathbb{R} \to \mathbb{R}$ are the learned edge activations. Compared to an MLP, which uses


\[y_q = \sigma\left( \sum_{p=1}^{n_{\mathrm{in}}} w_{q,p} x_p + b_q \right)\]

with fixed $\sigma$, the KAN places the nonlinearity in the edge functions $\{ \phi_{q,p} \}$ and keeps the node operation as a simple sum.


The next question is how to learn the KAN activations $\{ \phi_{q,p} \}$. To do so, we parametrize them as linear combinations of some functional basis:


\[\phi_{q,p}(x) = \sum_{i=1}^n c_{q,p,i}B_i(x),\]

which allows us to treat the coefficients $c_{q,p,i}$ as trainable parameters for gradient descent. The original KAN paper uses B-splines, which form a polynomial basis that is smooth and also local, i.e. only a subset of basis functions are nonzero for any given input. Additionally, B-splines, and therefore the activations $\{ \phi_{q,p} \}$, are defined over a small, finite domain (e.g. $[-1, 1]$), which turns out to be important.



  Terminology: B-splines refer to the basis functions ${B_i}$, whereas activations refer to the learned $\phi_{q,p}(x) = \sum_{i=1}^n c_{q,p,i}B_i(x)$.




While the complete behavior of the KAN architecture has yet to be fully explored, it offers potential improvements over MLPs in scaling laws, parameter efficiency, and interpretability. For ultrafast machine learning, the first two characteristics are especially relevant.


KANs as trainable LUT-NNs


Approach


The key idea of our first paper is to use KANs as a principled way to build trainable LUT-NNs. We represent each activation function in the network with a separate LUT, using the procedure discussed in the LUT-NN background section. We now demonstrate that KAN activations are particularly well-suited for LUT representation.


Many other LUT-NN schemes represent multivariate functions as lookup tables, which is inefficient: as we saw earlier, the number of LUT entries scales exponentially with input dimension. In contrast, the core property of KANs is that they sum univariate activations, avoiding exponential scaling and enabling straightforward pruning (i.e. removing unimportant network components to reduce resource usage).2 Additionally, because each activation is defined over a small finite domain (e.g. $[-1,1]$), we can cover the entire input range when quantizing the function!


Implementation


Here, we train KANs in software (e.g. PyTorch on CPUs/GPUs) using standard techniques and then deploy fixed models for inference on FPGAs.


To perform on-FPGA inference for a trained KAN layer, we adopt a fixed-point quantization scheme and compute the activations $\{ \phi_{q,p} \}$ in parallel using lookup tables. Then, we perform the sum $\sum_{p=1}^{n_\text{in}} \phi_{q,p}(x_p)$ using $n_\text{in} - 1$ pairwise additions (arranged in an adder tree).



  We convert each complete activation $\phi_{q,p}(x_p)$ to a lookup table, not the B-splines ${B_i}$ themselves. This is because the model is pretrained and activations are fixed at inference time.




For multi-layer networks, we construct the circuits described above for each layer (whose LUTs store their respective learned activations) and connect each layer’s outputs to the next layer’s inputs.


[image: KAN LUT-based inference architecture]
Overview of the architecture for efficient LUT-based KAN inference on FPGAs.


Results


This framework matches and surpasses state-of-the-art neural network FPGA accelerators on metrics including latency and resource usage, with a 2700x speedup over prior KAN-FPGA implementations. Check out the paper for more details if you’re interested!


Real-time on-FPGA learning


Motivation


Training a model in software and deploying it to an FPGA provides extremely fast inference, but the model itself is still fixed after deployment. In many real-time settings, however, the system being modeled is not static: its state or properties can evolve at high frequencies. In applications such as quantum control and nuclear fusion, a model may therefore need to adapt its behavior within a fraction of a microsecond while still performing ultrafast inference.


This is the motivation for online learning: instead of treating the FPGA as an inference-only device for pretrained models, we also update the model in real time as new data arrives. We stream in inputs, run the model, compare each prediction against feedback or a target value, and use that error to update the model parameters. In other words, the forward pass, backward pass, and gradient update all run on the FPGA itself, rather than only the forward pass.



  Unlike a CPU/GPU, which fetches weights from memory, calculates gradients, and writes them back, the FPGA implements the gradient update logic as a dedicated, parallel circuit that directly modifies the FPGA memory storing the coefficients.




Although the concept of real-time gradient updates on FPGAs has been underexplored and historically considered impractical, we demonstrate that the ideas of LUT-based KAN inference can be extended to enable this form of online learning at sub-microsecond timescales.3


Approach


Because we now want to train models on the FPGA rather than only run inference with static, pre-trained ones, we store the B-spline basis functions $\{ B_i \}$ in LUTs rather than the learned activations $\{ \phi_{q,p} \}$.



  The reason is that the coefficients $c_{q,p,i}$ in


\[\phi_{q,p}(x) = \sum_{i=1}^n c_{q,p,i}B_i(x)\]

  are updated as training progresses on-FPGA: since the activations $\{ \phi_{q,p} \}$ keep changing, we cannot precompute and store them.


  Instead, we must look up B-spline values and multiply them by each activation’s coefficients to compute it.




We now demonstrate certain properties of the B-spline basis $\{ B_i \}$ that make gradient updates both sparse and stable under fixed-point quantization, enabling gradient-based learning with extremely low latency and a small resource footprint compared to prior approaches.


Local basis functions


B-spline basis functions have the property that only a small subset of them are nonzero (“active”) for any given input value. To achieve this, the input range is split into $G$ intervals, or “grid cells”. For B-spline polynomials of order $S$, $G+S$ basis functions form a complete basis, but only $S+1 \ll G+S$ of them are nonzero over any particular interval.


[image: Local basis functions illustration]
B-spline basis functions for $G=3, S=2$. Note that only $S+1=3$ basis functions are nonzero over each grid cell.


We exploit this locality as follows. Within every interval, the $S+1$ active basis functions have the same shape (just shifted from one interval to the next); only their coefficients differ between intervals. To evaluate an activation, we compute those fixed $S+1$ basis functions, multiply them by the coefficients for the current interval, and sum the results.



  As a result, the hardware logic required for the forward and backward passes of a KAN spline scales with $S+1$, not $G$. In particular, we can “horizontally” scale KANs by increasing the grid size $G$ to improve model expressivity without scaling up $S$.




Stable fixed-point training


A common issue with FPGA-based training is that neural network training often produces weights and gradients that vary widely in magnitude. However, with a fixed number of bits, there is a tradeoff between representing small values precisely (fine precision) and covering a large range of magnitudes.4


Furthermore, multi-layer perceptrons (MLPs) primarily consist of matrix multiplications whose output magnitudes scale with the input activation magnitudes, widening the range of values that quantization must cover. Even with bounded activation functions like sigmoid or tanh, the intermediate values fed into those activations suffer from the same issue when quantized.


However, it can be shown that the B-splines in KANs satisfy $\sum_i B_i(x) = 1$. For any given input $x$, the output


\[f(x) = c_1 B_1(x) + c_2 B_2(x) + \ldots + c_{S+1} B_{S+1}(x)\]

is therefore always bounded between the smallest and largest coefficient: $\min_i c_i \leq f(x) \leq \max_i c_i$. The gradients follow similar bounds. This means that, in KANs, both activations and gradients remain within predictable, input-independent ranges. This makes it easier to select an optimal quantization range, which reduces quantization error for gradient updates and significantly improves learning stability.


Implementation


Concretely, the forward pass for a KAN spline works as follows. For a given input $x$, we first compute its interval index $i$ and its offset $x_o = x - x_\text{interval start}$ within that interval. We then look up the basis function values $f_1(x_o), f_2(x_o), \ldots, f_{S+1}(x_o)$, and take their linear combination using interval $i$’s coefficients (which are themselves retrieved dynamically).


In computing parameter gradients during the backward pass, we use standard backpropagation techniques. Specifically, we precompute the B-spline derivatives in LUTs and reuse the activations stored during the forward pass.5 Gradients are then directly multiplied by a fixed learning rate and added to model parameters.


[image: ECLAIR on-chip learning architecture]
Only a small fraction of basis functions are computed for the KAN activation, compared to dense matmuls for MLPs.


Results


In the paper, we demonstrate that KAN-based online learners can scale up to 50,000+ parameters while performing forward and backward passes at sub-microsecond latencies, which has, to our knowledge, not been achieved prior to this work for gradient-based learning. Additionally, compared to MLPs, KANs demonstrate significantly better hardware scaling (near-constant resource usage as we scale up $G$) and convergence on a variety of benchmarks, including function approximation, qubit readout, and non-stationary control.


Conclusion


This work shows that activations in Kolmogorov-Arnold Networks map naturally to lookup tables on FPGAs, allowing for extremely efficient nanosecond-latency inference. Additionally, properties of KAN activations, including B-spline locality and boundedness, allow for stable and sparse gradient updates on-FPGA. More broadly, we conclude that properties of Kolmogorov-Arnold Networks and their learned activations, while hard to exploit on GPUs, should be explored further on custom hardware accelerators.
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            Abstract:The construction of CAD models has traditionally relied on labor-intensive manual operations and specialized expertise. Recent advances in large language models (LLMs) have inspired research into text-to-CAD generation. However, existing approaches typically treat generation and editing as disjoint tasks, limiting their practicality. We propose PR-CAD, a progressive refinement framework that unifies generation and editing for controllable and faithful text-to-CAD modeling. To support this, we curate a high-fidelity interaction dataset spanning the full CAD lifecycle, encompassing multiple CAD representations as well as both qualitative and quantitative descriptions. The dataset systematically defines the types of edit operations and generates highly human-like interaction data. Building on a CAD representation tailored for LLMs, we propose a reinforcement learning-enhanced reasoning framework that integrates intent understanding, parameter estimation, and precise edit localization into a single agent. This enables an "all-in-one" solution for both design creation and refinement. Extensive experiments demonstrate strong mutual reinforcement between generation and editing tasks, and across qualitative and quantitative modalities. On public benchmarks, PR-CAD achieves state-of-the-art controllability and faithfulness in both generation and refinement scenarios, while also proving user-friendly and significantly improving CAD modeling efficiency.
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The research roots of finding “optimal routing” networks trace back to the late 1970s. Mathematicians defined special kinds of networks called “expanders“. These are graphs with strong connectivity properties guaranteeing no subset of vertices can be isolated from the rest. In 1976, Leslie Valiant gave one of the earliest discussions of such graphs. Following work on Alon-Boppana on trying to understand the best “possible” expanders, mathematicians (notably, Lubotzky, Phillips, and Sarnak) gave constructions of such optimal expanders. These were intricate designs, used advanced number theory, and only work for specific network sizes and degrees.
Could there be a simpler, general purpose construction? In 1991, Friedman showed that a randomly wired network is, with high probability, nearly as good an expander as the best explicit construction. (A recent mathematical result of 2023 actually shows that random graphs match this bound.) The implication was tantalizing: if you want an optimal network for routing, you could simply wire it at random.
Meanwhile, the networking industry took a different path entirely. Inspired by Clos interconnects in switches, since the mid-1980s, communications networks were built on the fat-tree topology (a folded Clos) with two, three, or more layers of switches. As cloud computing exploded in the late 2000s, fat-trees were scaled up with increasing sophistication. In 2009, nine of us lead by Albert Greenberg published “VL2: A Scalable and Flexible Data Center Network”, which pushed the fat-tree architecture to new heights by introducing flat addressing and — notably — randomized Valiant Load Balancing to spread traffic uniformly across network paths. In 2019, the VL2 paper was awarded the SIGCOMM test of Time award. The VL2 work demonstrated that even within structured topologies, randomization of traffic (if not of topology) improved performance. But the underlying network remained hierarchical, rigid, and complex to cable.
In 2012, researchers at the University of Illinois connected random graphs and data center networks in a proposal called Jellyfish. This work generated much follow-on work. Being based on simple theoretical models and simulations, it had left critical hard problems open. Routing in random graphs is tricky because there are many more diversified paths data can take; cabling is harder because endpoints are chosen randomly; and operations become unpredictable. Building random networks at scale remained an elusive target: routing, cabling, and operations were the three unsolved challenges.





RNG (Resilient Network Graphs) history




In 2023, Giacomo Bernardi (AWS principal scientist) started to investigate whether datacenter routers could be arranged in a flat network following Penrose tiling, a geometrical construction where shapes tessellate without ever quite repeating. Ratul Mahajan, an Amazon Scholar and Professor at the University of Washington, was intrigued. The two spent months exploring the idea, building simulations, and pushing the concept as far as it would go.
By mid-2024, their research was hitting a wall: Penrose tiling was promising on paper, but the simulated network was unreliable, and the efficiency gains fell short. They achieved dramatically better outcomes when they replaced structure with randomness. It became an inside joke: “just be random!”.
But there was still a gap: available theory did not address how to build such flat networks at Amazon’s scale. New models needed to be developed to predict performance, guarantee resilience, and make the design operable. So Bernardi and Mahajan sent a Slack message on an internal channel: “any random graph experts here?”. Seshadhri Comandur — an Amazon Scholar and professor of theoretical computer science — enthusiastically joined the effort.
The team tackled the three blockers head-on. For routing, they developed Spraypoint, a forwarding scheme that exploits the expansion properties of the graph to distribute traffic without overwhelming router memory with forwarding state. For cabling, they developed the ShuffleBox—a passive optical device whose internal wiring combined with randomized ShuffleBox-to-ShuffleBox cabling yields “quasi-random” graphs that behave like truly random graphs. For operations, they designed RNG to work with the exact same routers and optics already deployed in fat-tree data centers, built software tooling that translates the abstract graph into port-by-port installation instructions and diagnostics, and developed models (detailed in the research paper) that predict fabric performance from design parameters — allowing deployments to be validated mathematically before being built physically.
The trio now had a design that worked in theory, but no proof it could work in practice. Matt Rehder, VP of Network Engineering, issued a challenge: “If you want to demonstrate that it works, go build  the proposed design in an actual data center.” And so they did with a help of small team. The first RNG data center was built near Dublin, Ireland in 2024.
By 2025, the team had learned so much from the data center experiment that they made a bold decision: tear down the network, perfect the design, and build two more data centers networks — one in Germany, one in Spain. The results were striking: compared to traditional fat-tree networks, RNG uses 69% fewer routers, delivers 33% higher throughput, cuts network power by 40%, and lowers operating costs by 27. In early 2026, RNG became the default design for most newly built Amazon data centers globally.





Relative advantages of RNG over Fat Trees





	Resilience: in an RNG fabric, no single router is more critical than any other. The loss of 1% of routers results in a roughly 1% capacity loss — degradation is proportional and predictable rather than catastrophic. In a fat tree network, losing the wrong spine switch can take down a disproportionate share of capacity.




	Efficiency: because all paths through the network are statistically equivalent, capacity is fungible. There is no “stranded bandwidth” locked behind a particular layer — any available capacity can serve any traffic demand.




	Incremental scalability: unlike fat-trees, which come in fixed sizes dictated by switch radix and layer count, an RNG fabric can be scaled up continuously. You add routers and connections without redesigning the topology or hitting a capacity cliff — the graph simply grows.






Relative limitations of RNG (and mitigations)





	Operational complexity: paths through a random graph are less predictable than in a tree, making troubleshooting harder with conventional tools. We mitigate this with purpose-built diagnostic software that gives operators visibility into traffic distribution and fault localization despite the lack of hierarchical structure.




	Performance guarantees are stochastic rather than deterministic. The worst case performance (for metrics such as number of hops and oversubscription) is known, but for RNG our models are stochastic (i.e., the worst case performance is known with high probability). This is a weaker limitation than it might appear. Fat-tree guarantees are also effectively stochastic once you account for real-world failures, which are frequent at scale. RNG simply makes the stochastic nature explicit and designs for it from the start.
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Test-case reducers are less well known than they should be, and those who are
aware of them don’t always realise the variety of ways we can use – perhaps
even abuse! – them. In this post, I’m going to explore some of the things I’ve learnt while using
these wonderful tools. I’ll start at the basics, because the idea is so simple
that it can be hard to believe it works.

I’ll then work my way up to a deeper surprise. Test-case reducers try to reduce
the length of an input, but we can force them to take into account additional
factors such as how often an error occurs, or the number of instructions
executed. Depending on the problem you’re trying to debug, this can
make a huge difference to the real-world effectiveness of test-case reducers.

I don’t expect that anything in this post will surprise experts, but since I
learnt this stuff the hard way, perhaps others will benefit from having some of
it in one place.

[bookmark: testcase_reduction]Test-case reduction

Imagine we have written a program that crashes on a large input, and we don’t
know what part of the input causes the crash: what can we do?

Most of us will probably start with debugging our program using classic techniques, gradually
moving from the quick and dirty (printf) to the more principled (debuggers) to – if
we’re desperate and experienced – “exotic” tools (sanitisers, valgrind, etc).
Every programmer ends up with a set of debugging tools and
techniques they reach for, some more effective[bookmark: 5a725c9a1828use]1 than others.

One technique that is used less often than it probably should be is reducing
the size of the input. In nearly all cases, the smaller an input is, the easier
it is for us to work out why it’s leading to problems.

Reduction can be manual. We can load an input into a text editor, remove a portion of it,
and then see if the new, smaller, input still causes a crash.

Unsurprisingly, as easily-bored humans with limited vision, we tend to miss
many opportunities for reduction when we do so manually. It’s also often the
case that deleting part of an input stops the program crashing in the way we
were investigating: the reduced program might run to completion, or throw a different, correct and
expected, error on the new input. Even worse, at some point one realises that deleting portion A
of the input doesn’t achieve the effect we want, but deleting disjoint portions A
and B does: how big is the search space of deletions?! A Sisyphean future
beckons.

[bookmark: testcase_reducers]Test-case reducers

Fortunately, there are tools that automate the process of reducing test cases:
test-case reducers[bookmark: 6511d429eba5use]2. These take a program, an input, and an interestingness
test. The test-case reducer tries ever shorter versions of the input, and the
interestingness test tells the reducer whether those shorter versions still
trigger the problem you care about. Test-case reducers can be astonishingly
effective – 95-99% reductions are common – and often make debugging
vastly easier.

Test-case reducers can sound like they’re magic: how can a tool know what parts
of the input to remove? To make things even worse, the community that has most
thoroughly embraced them are compiler authors, who many programmers think of as
being an impossibly skilled elite[bookmark: 357fb982c956use]3. It seems to me that the combination of
these two things has put many people off from trying such tools.

The good news is that test-case reducers are not magic. The easiest
way to see that is by writing one. Let’s imagine that I’ve written this program
which reads words in from a file:


import sys
for l in open(sys.argv[1]):
  if len(l) > 25: print("Word too long\n")


When I run this on my machine with /usr/share/dict/words it prints a warning:


$ python3 t.py /usr/share/dict/words
Word too long


For the sake of the example, let’s pretend that seeing that warning is
an “error” and we haven’t been able to work
out why it crashes using traditional debugging techniques. Can a test-case
reducer help us?

The first thing we need to do is define our interestingness test. I’ll
deliberately follow the conventions of the test-case reducers I’m familiar with
and say that an interestingness test is a program which:


	Returns 0 if the input is “interesting” – that is, the input manifests
the error we are interested in – and we should use this reduced input going
forward.

	Returns non-0 if the input is “uninteresting” and we need to try a
different reduction.



I’m going to write a simple[bookmark: 7ca2478e8751use]4 shell script that takes a filename in
as the first argument, runs my program above, and checks if it produces “Word
too long” as its output. If it does, my interestingness test will return 0; if
not it will return 1.


#! /bin/sh
if python3 t.py "$1" | grep "Word too long" > /dev/null; then
  exit 0
else
  exit 1
fi


Now we need to do the hard part: the reducer! Fortunately it’s not too difficult:


#! /usr/bin/env python3
import subprocess, sys, tempfile
cur = [x.rstrip() for x in list(open(sys.argv[2]))]
i = 0
while i < len(cur):
  with tempfile.NamedTemporaryFile(mode="w") as p:
    cnd = cur[:]
    del cnd[i]
    p.write("\n".join(cnd))
    p.flush()
    if subprocess.run([sys.argv[1], p.name]).returncode == 0:
      cur = cnd
    else:
      i += 1
print("\n".join(cur))


In essence, this first loads in the text input and splits it into lines
(cur). Then it loops over the input. Each iteration creates a candidate
input (cnd), with one line of input removed (del cnd[i]) relative to
the previous starting point. We create a temporary file, write the candidate
input to it, and run our interestingness test. If it returns 0, we keep the
candidate as our new starting point (cur=cnd) or try the next line (i+=1)
otherwise. When no more reductions are possible, the reduced input is
printed to stdout.

To say this implementation is slow is an understatement, but if I run it,
it eventually[bookmark: dd7ba61c94acuse]5 prints out:


$ python3 reducer.py ./interestingness.sh /usr/share/dict/words
antidisestablishmentarianism


When I first came across the idea of test-case reducers, I was briefly
sceptical: how can something so simple do anything useful? Indeed, the example
above might make the whole idea seem trivial: the “error” in my original
program was so blindingly obvious that I surely didn’t need any of this
additional machinery! In my opinion, thinking in that way can blind one to the
key idea of test-case reduction: my reducer has no understanding of my
interestingness test or, by extension, the underlying program the
interestingness test is running. In other words, test-case reduction has done
something useful despite having almost no understanding of why what it’s
doing is useful.

This lack of understanding is the key to the success of test-case reducers. I
can run my test-case reducer on any text file, and it will work[bookmark: a098d7dfa87cuse]6. As a quick
proof, I asked my favourite LLM to generate me a reasonably sized C program
that might be amenable to test-case reduction, taking the very first thing
it gave me. The problem in this case is a classic example: a program which
unexpectedly produces two outputs in two different configurations (FAST=0 and
FAST=1). The C file is 78 lines long and I defined the following
interestingness test:


#! /bin/sh
set -eu
cp "$1" t.c
cc -std=c99 -O2 -DFAST=0 t.c -o slow
cc -std=c99 -O2 -DFAST=1 t.c -o fast
slow_out="$(timeout 1s ./slow)" || exit 1
fast_out="$(timeout 1s ./fast)" || exit 1
test "$slow_out" = "0d754a56" || exit 1
test "$fast_out" != "0d754a56" || exit 1


I’ll come back to why that’s longer than our first interestingness test a
little bit later. I then made one quick change to my reducer:


c = subprocess.run([sys.argv[1], p.name], stdout=subprocess.DEVNULL, stderr=subprocess.DEVNULL)


to avoid output from subcommands confusing me, and then ran the reducer:


$ python3 reducer.py ./interestingness.sh t.c > t2.c
$ wc -l t2.c
54


The reducer took under 10 seconds to run, and in that short amount of time
reduced the size of the input by 30% (by lines-of-code)! And, yes, it really
did preserve the error I cared about.

The great thing about reducers is that if you’re willing to run them for longer,
they can do even better. Let’s make one very simple change to our reducer:
every time we find an interesting input, we take the new input, and start
deleting lines from the start: in other words, we are now able to retry
lines which we could not previously remove. All it needs us to add is i=0 at
the appropriate point:


if c.returncode == 0:
  cur = cnd
  i = 0


It now takes almost 10 times longer to run, but it shaves another 3 lines off
the reduced output.

As you can imagine, further enhancements of the reducer do better and better
jobs. I’m not going to bore you, or me, with them, because we can use
off-the-shelf reducers which do all the tricks one might think of — and more!

I’m particularly fond of Shrink Ray,
which as well as having a number of powerful and sensible reduction rules also
runs test-case reduction in parallel:


$ pipx install shrinkray
$ shrinkray --no-clang-delta ./interesting.sh t.c


By adding --no-clang-delta I’m preventing Shrink Ray from using any special
knowledge it has of C. In other words, I’m making it as ignorant of the
semantics of what it’s reducing as the simple reducer I wrote[bookmark: 40f0ea946600use]7.
Shrink Ray has a nice UI, which is good, because it chugs away on our example
for a while:



As you would expect – and bearing in mind the logarithmic y-axis in the graph
– it inevitably hits diminishing returns after a while, so although it’s done
a lot of reduction in a small number of minutes, it takes some tens of minutes
to fully exhaust its arsenal. After about 15 minutes, it finishes, having
managed to reduce the input by over 60% (in terms of bytes)! It’s worth
restating how impressive this is: I gave it a random C program, a small shell
script, and it reduced it enough to make debugging a lot easier.

Shrink Ray has all sorts of clever tricks up its sleeve. Some are fairly
obvious – it knows standard comment syntaxes, for example, and will try
removing those early on – but some are surprising. My favourite is when it
starts reducing integers to smaller values, which often makes debugging
surprisingly easier. I highly recommend watching it run, because seeing the
reductions it attempts is illuminating.

What I find particularly satisfying is when Shrink Ray manages to find a
small number of reductions that suddenly unlock many further reductions. Here’s
a screenshot from a random recent reduction I ran:


I had spent quite some time trying to debug that particular input, and managed
to do nothing but drown myself in detail. After about 20 minutes, Shrink Ray
found the magic key that allowed the input to be reduced in size by 90%, then
kept on chipping away until it was reduced by 99%. Suddenly the bug popped out
at me. This is a common experience in test-case reduction.

[bookmark: interestingness_tests_can_be_hard_to_write]Interestingness tests can be hard to write

Let’s go back to the second interestingness test I defined:


#! /bin/sh
set -eu
cp "$1" t.c
cc -std=c99 -O2 -DFAST=0 t.c -o slow
cc -std=c99 -O2 -DFAST=1 t.c -o fast
slow_out="$(timeout 1s ./slow)" || exit 1
fast_out="$(timeout 1s ./fast)" || exit 1
test "$slow_out" = "0d754a56" || exit 1
test "$fast_out" != "0d754a56" || exit 1


That might look a bit more complex than you were expecting: the reason for that
is that bitter experience has shown me how easy it is to write suboptimal,
mostly flat-out wrong, interestingness tests. Even this short example embeds
several important lessons.

First and foremost, test-case reducers are literal drivers of interestingness tests.
It’s very easy to make the interestingness test accept things it shouldn’t,
which will then cause the test-case reducer to reduce past the
point where you wanted it to stop. Over-reduction is so common that Shrink
Ray explicitly checks whether an interestingness test accepts an empty
input — I hit this check worryingly often. In the example above, it might
seem that all I needed to do was check that the two compiled programs
have different outputs (test "$slow_out" != "$fast_out"). However, that would
allow unimportant, probably misleading, differences in output to be classified as
interesting. The first check test "$slow_out" = "0d754a56" ensures that
the slow version of the program really does what it should, making that
outcome much less likely[bookmark: e37a17db71c2use]8.

Second, the faster your test case runs, the faster the overall reduction takes.
A test-case reducer can run the interestingness test hundreds of times a
second if it’s fast enough! Since even moderately sized examples can lead to
hundreds of thousands of reduction attempts, this can really add up. Particularly
for large inputs – where the reducer will have to try many attempts – I’ve
found it worthwhile to make sure the interestingness test is somewhat optimised.
Some of the “optimisations” are unconventional: I recently sped an
interestingness test up by ~3x by turning off the automatic creation of core
dump files!

Third, test-case reducers will happily remove lines like i-=1, turning
terminating programs into non-terminating programs. If you’re wondering why
your reducer isn’t making progress, this is almost certainly why. Shrink Ray
has a global timeout but, as in the above example, I often run the
test input more than once. Because interestingness tests need to run as fast
as possible, I set “sub timeouts” to detect uninteresting
inputs as soon as possible. It can be tempting to set a very conservative timeout,
say 60 seconds, but if the program we’re looking at runs in 0.1s, we’re slowing
our overall reduction down by orders of magnitude for little or, more
likely no, gain. I tend to quickly measure the program before reduction: if
it’s really fast, I’ll round the timeout up to a second or two; otherwise
I’ll set a timeout of roughly 1.5-2x its initial running time.

A final major factor one needs to consider is that reducers like Shrink Ray
run interestingness tests in parallel[bookmark: e330a6a0db13use]9. Fortunately, in this
particular case, Shrink Ray already does all I need: it runs each interestingness
test in a temporary directory (which it also automatically clears up).
That’s often not sufficient, alas, but what one needs to do varies on a case-by-case
basis.

[bookmark: using_interestingness_to_encourage_determinism]Using interestingness to encourage determinism

Imagine I have a troublesome input which, somewhere within it, contains this
fragment:


x = 1
y = len([])
if random.random() < 0.33:
  print(x / y)


The obvious problem with this is that it contains a division by zero
(len([])==0). The less obvious problem is that this troublesome outcome only
occurs in around 1/3 of runs. Nondeterministic bugs are the bane of a programmer’s
life: since the bug appears and disappears at random, it makes testing hypotheses
about an error even more difficult and time-consuming than normal.

If we’re lucky, at some point our reducer will remove the random.random()
call (it might reduce the if line entirely[bookmark: a7a13ecb0d89use]10 or replace
part of the conditional). In so doing, it will turn a nondeterministic
error into a deterministic error, making the bug easier to understand and fix.

It took me a little while to realise that test-case reducers can reduce the
level of nondeterminism in inputs — often to zero! Unfortunately, real-world
nondeterminism can sometimes be hard to remove.
Nondeterministic bugs often involve multiple parts of an input interacting in
an unfortunate way. It’s easy to reduce the input in a way that does not
improve, or even worsens, the frequency with which a bug occurs. I see this
happening quite often when debugging
yk.

The basic problem is that a test-case reducer is effectively a hill-climbing
algorithm that uses the length of input as a proxy for “is better”. This has
two related problems:


	Hill climbing approaches are prone to getting stuck in local optima.

	Shorter inputs aren’t always better when searching for an error.



We could “solve” the first point by exploring the full tree of reductions,
rather than one path through that tree. However, in general, the search space
would become comically large: we have little choice but to accept a pragmatic
compromise[bookmark: 56b733235771use]11. Fortunately, though, we can write our interestingness test in a way
which integrates additional factors into the search, implicitly bending it away
from solely considering the length of input[bookmark: c93154b66bc4use]12.

When I have a nondeterministic bug on my hands, I try an interestingness test
which runs the input multiple times and accepts it if the error I’m interested
in occurs at least once. For the above example I might write this
interestingness test:


#! /bin/sh
i=3
while [ "$i" -gt 0 ]; do
  t="$(mktemp)"
  python3 "$1" >"$t" 2>&1
  if [ "$?" -eq 1 ] && grep ZeroDivisionError "$t"; then
    rm "$t"
    exit 0
  fi
  rm "$t"
  i=$((i-1))
done
exit 1


I tend not to obsess over the number of repetitions. I vaguely guess how often
the error I’ve seen occurs, set an appropriate repetition count based on that, and see what
Shrink Ray makes of it. It often increases the frequency with
which the error occurs[bookmark: 1b69ef4de454use]13.

However, this doesn’t always work. The obvious problem with this approach is
that it will happily accept nondeterministic inputs. Indeed, it’s quite
possible – and I’ve seen this happen many times in practice! – for the level
of nondeterminism to increase as reduction advances.

What I really want to do is have an interestingness test that only accepts
an input if it succeeds for all n iterations:


#! /bin/sh
i=3
while [ "$i" -gt 0 ]; do
  t="$(mktemp)"
  python3 "$1" > "$t" 2>&1
  if [ "$?" -ne 1 ] || ! grep ZeroDivisionError "$t"; then
    rm "$t"
    exit 1
  fi
  rm "$t"
  i=$((i-1))
done
exit 0


If an input passes this new interestingness test, it’s much less likely to be
nondeterministic. Unfortunately, the strictness of this interestingness test is more a weakness
than a strength: it’s almost impossible to get Shrink Ray started with it! One
of Shrink Ray’s initial tests is that the interestingness test succeeds with
the initial input, but there’s only a 3.6% chance of that occurring!

Even if you’re persistent enough to get past that initial check, you might find
yourself lucky to find meaningful reductions: since, as we’ve seen earlier,
it’s often common for more than one initial reduction to suddenly unlock a mass
of later reductions, the probabilities of meaningful reduction stack up against us.

The way I’ve traditionally worked around this is crude but effective. I start
with the “accept if the error happens at least once in n runs” interestingness test.
Every so often I try the current reduced input to see if the error I’m
interested in is happening more often. If it does, I overwrite the
interestingness test with the stricter “accept if the error happens n times
in a row” test.

Intuitively what I’m doing is two-fold: I wait until I get lucky with Shrink
Ray (i.e. it’s somehow found a reduction which reduces the level of
nondeterminism); and, when I have got lucky, the change in interestingness test
makes it far more likely that I stay lucky thereafter.

That I tend to stay lucky might seem surprising. My stricter interestingness
test still allows nondeterministic inputs through, albeit with a reduced
probability: my initial input, for example, has a 3.6% chance of being accepted.
Fortunately, the practical effect is nearly always far less bad than that
sounds. My intuition is that this is because subpaths of reductions often
converge, so a “bad” reduction has a good chance of being caught later on.
Whether that intuition is right or not, this approach has worked well for me in
practice.

[bookmark: the__compare_to_a_global_counter__technique]The “compare to a global counter” technique

Manually interfering with reduction is powerful, but fragile: I
have to babysit Shrink Ray, and I can easily miss the point when I should
interfere. It took me some time to realise that what I’m really doing is
steering the reducer to a property other than input length and that I can
construct a single interestingness test to enforce this.

It’s easiest to see this using a very different example. When debugging
problems in yk, the length of a trace – which for the purposes of this blog we
can think of as “the number of instructions the program executes” – that yk
produces is far more important to me than the length of the input. I thus
really want to favour inputs that produce smaller traces.

Unfortunately, Shrink Ray has no principled way for me to express this.
Fortunately, I have no principles, and use unsafe hacks like this:


t="$(mktemp)"
YKD_LOG="$t:jit-asm" /path/to/interpreter "$1"
if [ "$?" -ne 139 ]; then
  rm "$t"
  exit 1
fi

new_len="$(wc -l < "$t" | tr -d " ")"
if [ ! -f /tmp/global_best ]; then
  echo "$new_len" > /tmp/global_best
fi
old_len="$(cat /tmp/global_best)"

if [ "$new_len" -gt "$old_len" ]; then
  rm "$t"
  exit 1
fi
echo "$new_len" > /tmp/global_best
rm "$t"


Let me state upfront that this interestingness test is the worst code I’ve ever
knowingly published on my website. First, it’s completely unsound in the
presence of parallel reductions. Second, it implicitly makes a number of
(probably partly or wholly) incorrect assumptions about how the reducer calling
it works. I did briefly think about rewriting the shell script to solve the first of these two worries,
but the truth of the matter is that I don’t bother with such matters
when I’m doing test-case reduction. I’m writing short scripts that I’m going to
throw away: I can tolerate a greater degree of imperfection than normal.

With that proviso in mind, let’s look at the interestingness test. In this
particular example, I was trying to debug a segfault: the interestingness test
only passes its first check if the input segfaults ("$?" -ne 139).

The second check is where things become unconventional. I want to reduce the
length of YKD_LOG=$t:jit-asm’s output. YKD_LOG writes to the file $t with
textual trace IR and machine code instructions, what yk calls jit-asm output.
The shorter the jit-asm output is, the easier it is for me to debug. wc -l
(“how many lines are in this file?”) is an almost perfect proxy for what I care
most about[bookmark: d85edb063444use]14.

The interestingness test therefore asks “is the number of lines in the current
trace greater than the previous lowest number of lines I’ve seen? If so, this input is
uninteresting.” That latter number is stored in /tmp/global_best.
The only subtlety here is the “greater than” part. I don’t mind the input file
getting smaller if the trace stays the same size but if the trace is even one
line longer, I want to declare the input uninteresting.

This approach, despite its defects, can be surprisingly effective. For example,
I recently encountered a yk segfault where reduction led to traces of 40K
lines: I gradually realised that there was just too much stuff for me to
successfully debug the output. After trying, and failing, to manually interfere
with reduction, I used the technique above. Shrink Ray then produced a slightly
larger reduced input, but one that produced traces
only 10.1K long. That’s still quite big, but within half an hour I’d worked out
what the underlying bug was.

It is hopefully fairly obvious that this technique has nothing to do with yk,
nor lines in logging output. One could easily use it to enforce properties such
as “I want reduction to concentrate on driving down the wall-clock time of my
input” or “I want reduction to drive down the level of nondeterminism” and so on.

[bookmark: summary]Summary

In this post I hope I’ve shown you what test-case reducers are, what they can
do for you, and how you can use them in unconventional ways. There’s much more
you could read, including other surprising uses of test-case reducers (e.g.
using them as fuzzers).

I also hope that I’ve shown you that test-case
reducers aren’t just useful for compiler writers — I’ve used them for
non-compiler things too! They really are wonderful tools that have made me much
more productive, and they might do the same for you too!

Acknowledgements: Thanks to Carl Friedrich Bolz-Tereick and David MacIver
for comments.
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Hi HN — we’re Julius, Jago, and Nils, and we’re building transload (transload.io).transload helps LTL trucking companies measure freight dimensions using the security cameras already installed in their terminals. Instead of sending shipments through a dedicated dimensioning station, we measure them automatically as they move through the normal dock workflow.
We’ve put together a small HN-specific demo site here: https://hn.transload.io/
In LTL trucking, dimensions matter because they affect pricing, freight classification, and trailer utilization. If a shipment is larger than the shipper reported, the carrier may undercharge for it while still giving up the same amount of trailer space. The obvious fix is to measure every shipment, but that is surprisingly hard in a busy freight terminal. Dedicated dimensioning systems work for freight that passes through them, but they can add forklift travel, create dock congestion, and change the normal flow of work. In practice, many terminals only measure a sample of their shipments.
Jago grew up close to this industry through his family’s LTL trucking and cross-docking business. We did not start out building freight dimensioning. Our first idea was an AI system for optimizing forklift routes inside cross-dock terminals. After spending time with customers and talking to more than 50 trucking companies, we realized that forklift routing was not the pain people kept bringing up. Freight dimensions were.
At the same time, we saw that spatial AI was advancing quickly. Monocular metric depth estimation has become dramatically better, making it possible to recover accurate 3D structure from ordinary camera footage without expensive LiDAR sensors. MapAnything (https://github.com/facebookresearch/map-anything) and MoGe (https://github.com/microsoft/moge) are two examples.
Freight terminals also have helpful structure: fixed cameras, repeated workflows, barcode scan timestamps, and known layouts. Nearly every warehouse already has CCTV. That led us to a simple question: what if we could measure freight automatically using the existing security cameras, entirely in the background? That would allow carriers to measure every shipment without changing the dock workflow.
Our system has two main steps: connect a barcode scan to the right object in the video, then estimate that object’s dimensions in real-world units.
Dock workers already scan freight as part of the normal workflow. Each scan gives us a timestamp and a handling-unit ID. Around that timestamp, we analyze the video to infer which worker scanned and which shipment they scanned. We expected VLMs to handle this; they turned out to be far too unreliable. Instead, we train our own model that reasons in 3D over cues like gaze, body orientation, and movement.
That association step is critical. A frame can contain dozens of pallets, several workers, forklifts, and partially hidden freight. If we attach the scan to the wrong object, the measurement is useless.
Once we know the target shipment, we segment it and estimate a metric 3D bounding box from the monocular camera view. After the box is fitted, the dimensions are straightforward: length, width, height, and volume come directly from it.
The hard part is precisely fitting that bounding box from one ordinary security camera. A single 2D image does not directly tell you object shape or scale, and many different 3D boxes can explain similar-looking image evidence. We use the object mask, visible edges, floor contact, camera geometry, and constraints from the terminal to find the 3D box that best matches the scene.
We are currently working with several LTL carriers. For one customer, roughly 10% of checked shipments had dimension errors. The first use case is revenue recovery: identify under-dimensioned shipments, attach visual evidence, and help carriers correct the billing or classification. Longer term, the same data can help carriers understand trailer utilization better.
LTL freight is an odd place to be doing 3D computer vision, and we learn something new every week. If you’ve worked on monocular reconstruction, 3D object detection, warehouse perception, or messy real-world CV, we’d love your take. Questions about freight, LTL terminals, or the technical approach are very welcome too.


Original: https://news.ycombinator.com/item?id=48463273
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[image: A cartoon row of birds perched on a power line: three plump, oversized birds dominate the wire while several small birds sit between them, a visual metaphor for a few heavily weighted observations dwarfing many lightly weighted ones.]

Years ago I wrote about correcting covariate shift by reweighting your data. Your features come from the wrong distribution \(q\), you care about a target \(p\), so you weight every observation by \(\beta_i = p(x_i)/q(x_i)\) and your estimates are unbiased again. I ended that post by admitting the weights “can be quite a bit off,” and waved at fixing it another day.

Here is the more basic question I skipped. Even when the weights are exactly right, what do they cost you? Reweighting buys you less bias. It charges you variance, and the currency of that charge has a name.


Why correct weights still hurt

The intuition is in the picture below. Data from \(N(0,1)\), target \(N(\mu,1)\), so the correct weight is \(w(x) = e^{\mu x - \mu^2/2}\). It is wildly uneven: the rare points sitting where \(p\) has its mass get enormous weight, and everything else gets almost none. At a shift of only \(\mu = 2\), the heaviest 1% of observations carry 37% of the total weight, and the effective fraction of usable data has already fallen below 2%.

[image: Left: effective sample size ratio n_eff/n = e^(-mu^2) vs covariate shift mu, collapsing near zero by mu=2. Right: Lorenz-style curve showing the heaviest 1% of importance weights carrying 37% of total weight at mu=2.]

When a few points dominate the estimate, the rest of the data is effectively ignored, and any error in that handful, an outlier, a mislabeled point, a slightly wrong weight, runs straight into your answer with nothing to average it out. You did not get \(n\) observations. You got a few, dressed up as many. So you would like to know: how many did you actually get?



Counting what you actually got

Normalize the weights so that \(\|\alpha\|_1 = \sum_i \alpha_i = 1\), and define

\[ n_{\mathrm{eff}} = \frac{1}{\|\alpha\|_2^2} = \frac{1}{\sum_i \alpha_i^2}. \]

Equal weights \(\alpha_i = 1/n\) give \(\sum_i \alpha_i^2 = 1/n\), hence \(n_{\mathrm{eff}} = n\): nothing wasted. All the weight on one point gives \(n_{\mathrm{eff}} = 1\): a sample of size one. Everything else lands in between. This is Kish’s effective sample size. The only thing left to explain is why that function is the right one. Here are two derivations, from opposite ends of the field, that both produce the same outcome.



Variance of a sum of Normal random variables

Let the \(x_i\) be iid \(N(0,1)\) and form the weighted average \(\bar x = \sum_i \alpha_i x_i\). By independence,

\[ \mathrm{Var}[\bar x] = \sum_i \alpha_i^2 \,\mathrm{Var}[x_i] = \|\alpha\|_2^2. \]

A plain average of \(m\) iid unit-variance variables has variance \(1/m\). Set \(1/m = \|\alpha\|_2^2\) and you get \(m = \|\alpha\|_2^{-2} = n_{\mathrm{eff}}\). The weighted average is exactly as noisy as an unweighted average over \(n_{\mathrm{eff}}\) fresh draws. That is the quickest route to the definition: one line of variance algebra.



Hoeffding’s inequality

Variance is an average-case statement. The same quantity controls the worst case. Let the \(x_i\) be iid in \([0,1]\) with mean \(\mathbb{E}[x_i]\), and take \(\bar x = \sum_i \alpha_i x_i\) again. Each term lives in an interval of width \(\alpha_i\), so Hoeffding’s inequality, the Chernoff bounding argument for bounded variables, gives

\[ \Pr\big(|\bar x - \mathbb{E}[\bar x]| \ge t\big) \le 2\exp\!\left(-\frac{2t^2}{\sum_i \alpha_i^2}\right) = 2\exp\!\left(-2\,n_{\mathrm{eff}}\,t^2\right). \]

The textbook bound for an equal-weight average is \(2\exp(-2 n t^2)\). The two are identical except that \(n\) has become \(n_{\mathrm{eff}}\). Whether you measure spread by a variance or by a tail probability, the concentration of a reweighted sum is set not by how many points you have but by how many you effectively have.



Replay buffer

The effective sample size is the knob you want in off-policy reinforcement learning. A replay buffer is data collected under earlier policies, but you want to improve the policy you are running now. The correction is the same one as covariate shift: weight each stored transition by the ratio \(\pi/b\) of the current policy \(\pi\) to the behaviour policy \(b\) that generated it. As the current policy pulls away from the buffer, those weights concentrate, and the effective sample size of the buffer, measured against the policy you actually care about, collapses along a curve like the one above.

In this case \(n_{\mathrm{eff}}\) is not a number you read off after the fact. It becomes a diagnostic control signal: how much real information the buffer still holds, when the data has gone too stale to reuse, and how large an update the current batch can support. Calibrating the algorithm to its own effective sample size is exactly what P3O does, and what we implement in FeynRL. That is the next post.

There are many more applications of the effective sample size. For instance, in Sequential Monte Carlo, aka the Particle Filter, this is used as a diagnostic to decide when it’s time to resample the current distribution to obtain a more evenly weighted set of particles. But that’s a story for another day.









Original: https://alex.smola.org/posts/40-effective-sample-size/ · Discussion




How to organize 3 acquired companies into one coherent website


How to organize 3 acquired companies into one coherent website

littlelanguagemodels.com · 13 points · Discussion


Company A has acquired Company B, C, and D. How do we organize their sites, for multiple products with different audiences, while making it easy to find relevant product information and quickly understand how the products work together?




For example, Company A offers residential relocation services. Company B offers relocation services for businesses. Company C offers relocation management software. Company D offers fine art and antique moving services.




What I recommend to clients is formalizing user goals before making rebranding decisions.




People from Company A, B, C, and D are going to bring different perspectives to information architecture decisions based on their:





	day-to-day responsibilities




	previous experiences making IA decisions, positive or negative




	perception of the areas with the highest potential for company growth




	professional goals






Many people’s first impulse is to discuss the products.




How Company A plans and delivers items.




How company B coordinates B2B moves, the types of businesses.




The data powering Company C’s software, the types of users, pricing tiers.




Insurance, identity confirmation, country regulations, employee training for handling fine art for Company D.




These conversations are useful for context gathering, but create an unnecessary us against them environment in the context of the website’s future. You’re with Company A. I’m with Company D. Product discussions keep us aware of this distinction at all times.




Instead, I recommend turning outwards and focusing your attention on user actions.




What does the user of your product get from buying from you?




Why is the user visiting the homepage? What about the contact form? And the pricing page?




Come up with as many user goals for interacting with different areas of the product. Even better if Company D’s folks are writing user goals for Company A, Company A for Company B, and so on.




Having “new” folks come up with user goals helps them get familiarized with the product and it builds empathy for users and employees of the company alike. Amazingly, this serves as a beautiful user research session to unpack biases or currently-unmet user needs.




“Oh, we thought that would be done automatically. We may want to clarify that to users.”




“Oh, I didn’t realize we offer customs, tax, and documentation assistance.”




“It wasn’t clear to me that step was mandatory to schedule a pickup.”




Focusing on user goals highlights opportunities for consolidation and removal across your content. Different areas of different products can help users reach their goals.




Which brings me to the next step: defining different ways for the user to meet their goals.




Define different ways for the user to meet their goals considering format, audience, and information receptiveness




Consider format preferences (a map might work better for locations, but a text field may work better if a service is only offered in <5 locations), audiences (busyness, goals, language), and willingness to interact with company content (someone transporting a luxury item will be more receptive to longer content like PDF brochures, but a moving contractor looking for the login portal will be less patient).




Group content on the homepage and navigation by user goal, and the conversation becomes about ways to delight and provide additional value through the acquisitions, rather than which product of which company does what.




Next, consider labels. I don’t like putting people in boxes, but I swear it’s for a noble purpose here. 




Put users into categories




What are different types of groups a user may belong to for a healthcare training provider?





	Location (by country, city, district)




	Clinical discipline (nursing, surgery, pharmacy)




	Clinical specialty (dermatology, ethics, pathology)




	Phase (needs assessment, pre-briefing, facilitation, debriefing)




	Role (educator, administrator, researcher)




	Institution (academic, commercial, non-profit)






For patients of healthcare providers, groups may include:





	Insurance type




	Age group




	Risk level






These categories (known as taxonomy) can help guide users and quickly orient them. By thinking through possible categorizations, and their overlap (what would a pathology surgery clinician working for a commercial vendor in New York look for and find?), teams can make the digital experience so intuitive that the user doesn’t have to “think” much.




Users should understand options at a glance while being able to get granular, so the categories shouldn’t serve as rigid boxes, rather quicker, more elegant paths to eureka.




Test with a small group of users




Once you have initial low-fidelity designs of key pages/interactions, please, please, please test them with a small user group.





	Do labels match user language?




	Do groupings match users’ mental models?




	Does content hierarchy reflect user goals?




	Is the amount of information provided appropriate for the user’s current step?






Finally, and this is easy to miss: think of content horizontally, not vertically.




Think horizontally, not vertically




What do I mean by this?




I’ve been on many design review meetings where the focus was on the single page we were looking at, and stakeholders wanted to know why X element wasn’t included or why Y was so low on the page.




The thinking goes: if a content component is deprioritized, users will have a difficult time finding it, and get frustrated.





	Vertical content – Content on a single page/interface helping the user reach their goal.




	Horizontal content – Content component used strategically and constantly across pages/interfaces (think: visiting hours being available in nav, footer, location pages, event pages, contact pages, etc.)






Horizontal content improves content discoverability by offering multiple opportunities for the user to find what they’re looking for.




Vertical vs horizontal content thinking



HOKA offers multiple examples of horizontal content thinking. I just shared 3 website lessons from HOKA, one of the fastest growing sport brands. Check out the latest article. 




If you’re a content or design professional who enjoys work-related books, I highly recommend Donna Spencer’s book Presenting Design Work. One of the most valuable lessons I took from the book was presenting findings and recommendations in the context of “a person doing a thing” rather than prototype X or page Y. We’re taught to think vertically when it comes to content, so it’s not easy to remember to take a step back and consider the entire ecosystem, but it is important to do as not to harm user wayfinding.




If you’re a stakeholder in website and product decisions, you can also help guide users by asking questions related to the different ways the user may be looking for information and how the design may be able to accommodate them, not just in a single “important” page, but across touchpoints.




Okay, final final thing: A common point of tension between stakeholders is the fate of the content. People have ideas, fears, and dreams about what will become of the content. I unpacked the feelings aspect of redesign in here: How to manage stakeholder feelings in content decisions for website redesigns. TL;DR: People can be reluctant to make content decisions for all sorts of reasons. Every reason is inherently valid and worth listening to, understanding, and iterating upon as needed. 




Key takeaways




To organize content for multiple products with different audiences, while still making it easy to discover how the products work together:





	Start with user goals




	Identify commonalities across products




	Identify opportunities for consolidation and removal across content




	Define different ways for the user to meet their goals considering format, audience, and information receptiveness




	Put users into categories




	Test with a small group of users




	Provide multiple information pathways to improve discoverability




	Be prepared for content discussions to get heated







AI Policy: I personally write each draft and final copy on this website. All content reflects my own thinking, ideas, style, and craft.  I do not use AI such as ChatGPT or other LLMs to generate articles. Occasionally, I ask AI (such as Formalizer or Equativ) to summarize or re-state my own ideas and may restructure sections based on the response.





Original: https://littlelanguagemodels.com/how-to-structure-your-sites-after-a-big-acquisition/ · Discussion




Conway's Game of Life, in real life


Conway's Game of Life, in real life

lcamtuf.coredump.cx · 12 points · Discussion

Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.

Original: https://lcamtuf.coredump.cx/blog/conway/ · Discussion




Colophon


Colophon

Sent by sendle.app

Long reads, delivered to your reader.
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Example: Qwen 2.5 via OpenCV DNN

Prompt: What is OpenCv?

Response (OpenCV): OpenCV s a set of computer vision libraries in C++
designed to be used for image and video processing. It provides a wide range
of tools and functions for tasks such as image and video analysis, object
detection, tracking, and more. OpenCV s open-source software and is used
by many researchers, developers, and professionals in the field of computer
vision

Response (OnnxRuntime): OpenCV s a set of computer vision libraries in
C++ designed to be used for ima