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Show HN: Performative-UI – a react component library of design tropes

vorpus.github.io · 632 points · Discussion

Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.

Original: https://vorpus.github.io/performativeUI/ · Discussion



Stop the Apple Music app from launching

lowtechguys.com · 505 points · Discussion

Configuration


Since v1.1 you can configure Music Decoy to launch another app when the ▷ Play button is pressed.


To do that, run the following command in the Terminal (example for Spotify):



defaults write com.lowtechguys.MusicDecoy mediaAppPath /Applications/Spotify.app





To reset the configuration, run:



defaults delete com.lowtechguys.MusicDecoy mediaAppPath





When does Music launch itself?



	When you press the ▶ Play key on your keyboard and there is no other app playing audio

	When a bluetooth headset connects and sends a play command

	When ending a call, which causes the bluetooth headset to switch from call mode to music mode




Why does this happen?


There is a daemon called rcd (short for Remote Control Daemon) that is responsible for handling media keys.


When a play event occurs, rcd checks if there is an app that is currently playing audio. If there is, it sends the play command to that app. If there isn't, it launches the system Music app.


There is a way to disable that daemon but it also disables the ability to control media playback with the keyboard.

Alternatives


Based on this StackExchange answer, there are a few different ways to achieve the same effect:


launchctl unload -w /System/Library/LaunchAgents/com.apple.rcd.plist



  Problem: disables the Play button completely




noTunes which listens for launched apps and kills Music as soon as it is launched



  Problem: it does use a tiny bit of CPU in the background although checking for launched apps is very little work




Uh.. how do I quit this app?


The app has no Dock icon and no menubar icon so to quit it you'd need to do one of the following:



	Launch Activity Monitor, find Music Decoy and press the ❌ button at the top

	Run the following command in the Terminal: killall 'Music Decoy'






Original: https://lowtechguys.com/musicdecoy/ · Discussion



Anti-social: It's fads, not friends, which now dominate social media feeds

bbc.com · 458 points · Discussion

[image: Getty Images A man sits staring at his phone and smiles at it (Credit: Getty Images)]Getty Images


Social media platforms used to be about communication between friends – now many are increasingly short video entertainment hubs. The business model is to increase the time people spend on their apps and increase ad revenue. But is there already a consumer backlash?

Aurélia fixes herself a coffee, sits down in her beautiful garden not far from Paris and goes on Instagram "to relax." First up: "a guy I like a lot who does interior design. He's in Venice at the moment." She's into interior design, and has even just had two bird drawings by the 19th Century English designer William Morris tattooed on her arms. She scrolls down. Two kittens having a fight. "I love animals so I get a lot of animals. That's how it works, social media. You click on bananas and they give you bananas."

There are ads too – although they look just like the other posts – for a robot-vacuum cleaner, a diet and bed linen (with Morris-inspired designs). But no friends. She has 198 on Instagram but she says "it's completely changed. I practically don’t see any friends' posts anymore." She’s pretty much given up posting herself. "I don't think anyone sees them anymore anyway." 

While there remain committed social, amateur posters on Instagram and especially Facebook, the switch from communicating with people you know to scrolling through professionally made content from people you don't, is even more pronounced among young users.

Kylian, 16, is in vocational training to become a chef. He's on TikTok and Youtube a lot, he says. "I like looking at videos more than photos or messages. I watch videos made by people I don't know. I don’t post at all. I'm a rather shy person. I stay in my bubble. I watch and that’s all. I keep my reactions to myself."

"I spend a lot of time scrolling through videos made by content-creators," says Lucie, also 16. "They're more interesting than the posts of people I know." She doesn't post except sometimes "stories" which disappear after 24 hours. 

Whether it's TikTok, Snapchat, Facebook and Instagram, we are a long way from the "digital town square" of personal interaction that social media was even just a few years ago.

[image: John Laurenson Many social media users, such as Aurélia, have largely given up on posting content or comments (Credit: John Laurenson)]John Laurenson


Many social media users, such as Aurélia, have largely given up on posting content or comments (Credit: John Laurenson)

In France, annual official Barometre du numerique 2026 shows 49% of social media users are "active only occasionally". In the UK, an Ofcom report  published in April showed a year-on-year drop of users who actively post from 61% to 49%. In the US, a Morning Consult survey of June last year found 28% reported posting less often than the previous year. Just 33% now post daily compared to 57% who use it for entertainment daily. The gap is a lot wider still for Gen Z – 18% active for 74% passive.

Vanessa Lalo, a Paris-based clinical psychologist specialising in on-line behaviour, says "users have become more conscious that the traces you leave (on social media) stay there forever and some no longer want to maintain social media relations that can be superficial. Some don’t want the exposure to criticism that might be a risk when you post or the feeling that their post will seem poor alongside all the professional content".

However, Lalo adds, people haven’t stopped posting, rather they are posting different things and in different places. "On TikTok, for example, young people publish a lot of content but it's more funny parodies and remixes of existing material. The goal is to make people laugh, not to tell people about their lives."

That still happens, she says, but it’s moved from social media platforms like Instagram and Facebook to messaging sites like WhatsApp. There's also been a move towards private groups on Instagram and Snapchat. "These are much more intimate places where you're not bombarded with ads and content made by influencers," she says.

"What we're seeing is social media splitting in two," says social media consultant Matt Navarra, author of the Geekout Newsletter. "Big platforms like Instagram and TikTok are becoming more about entertainment and discovery. WhatsApp is becoming the place people go to actually be social. The catch is, those kinds of spaces are harder for companies to make money from."

Small business owners are being pushed to become presenters, editors, trend spotters and content creators, on top of actually running the business – Matt Navarra

It was TikTok that helped to pioneer an algorithm that figures out from the moment you start scrolling what you like, and then fills your feed with material calculated to keep you on the app for the longest possible time.

Now, says Matt Navarra, "Meta has built what it calls an AI system for unconnected content recommendations on Facebook and Instagram, which basically means, they're increasingly showing you stuff from people you don't follow because the machine thinks you're going to like it. It's not biased towards, is it a professional creator? Is it a brand? Is it a friend? If they can see that you've engaged with a friend a lot, you might see a lot more of their content. It's just that who you are friends with, who you follow, has become irrelevant in a way."

This all means that small businesses, that have long used social media for free promotion have to up their game.  

"There's a real opportunity for some small businesses," says Matt Navarra. "A bakery, florist, salon or local café can still break through if they have a good story, strong visuals or behind-the-scenes content people want to watch. But it also means the job has changed. Small business owners are being pushed to become presenters, editors, trend spotters and content creators, on top of actually running the business."

The social platforms continue to be monetised predominantly by ad revenue. That is still the core business model. And ad revenue continues to grow – Matt Navarra

Social media is evolving into something passive like television, albeit television that adapts as you zap. Or rather which knows you so well that it doesn't seem to matter that much that it's taken the remote control. You give the platform information about yourself that it uses for commercial gain and, in return, it gives you content tailored to please you for free.

The transition from truly social media to entertainment platform does seem to be paying off. "The social platforms continue to be monetised predominantly by ad revenue. That is still the core business model. And ad revenue continues to grow," says Matt Navarra. Global social media ad revenue is expected to reach $317 billion (£236bn) in 2026, up from $277 billion (£206bn) last year. Meta is the biggest winner. Its ad sales already increased 22% year-on-year in 2025. Ad sales are expected to hit $243 billion (£181bn) this year, enough to overtake Google for the first time.

AI powered digital ad targeting is becoming ever more effective and precise. "The social platforms allow companies to put ads amongst the content that you're scrolling through. Every third or fourth scroll is an ad. And they are the world's best ad targeting engines. They know so much about your interests because of what you've looked at, liked, engaged with, what you've chosen to follow, the time you've spent in certain areas of the app, things like that," Navarra says. 

"So advertisers will go in and say: 'I want to place an ad next to people in the UK who are between thirty and sixty years old and who are interested in DIY' and the social platforms will have that information and will place the ads accordingly."

The price will depend on the number of impressions (clicks) the advertiser wants and how tight the criteria are. It costs more to place ads in the social media feeds of people who buy horses than people who buy ice-cream.

Might there be a backlash coming? Don't many people go on to social media to see how friends are reacting to their posts or comments before settling down to scroll through professionally made content?

Meanwhile, for those who miss what are fast becoming the old days when social media enabled you to share a bit of your life, a joke or a point of view with people you more-or-less knew, there are tools within platforms, says Matt Navarra, that allow you to choose to see mainly friends and family content. "People can flick to a feed that gives them that," he says. "But most people don't."

For more on business and beyond, follow us on LinkedIn.





Original: https://www.bbc.com/worklife/article/20260520-how-social-media-ceased-to-be-social · Discussion



MiMo-v2.5-Pro-UltraSpeed: 1T model with 1000 tokens per second

mimo.xiaomi.com · 415 points · Discussion
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June 8, 2026MiMo-V2.5-Pro-UltraSpeed: Pushing 1T-Parameter Model Generation Speed to 1000 TPS
1. Xiaomi MiMo-V2.5-Pro-UltraSpeed: Speed is the Ultimate Edge
From the first roaring racer of the combustion age to the sonic boom that shattered the sound barrier, humanity's hunger for speed is written into our very DNA. The speed of AI reasoning is no different — it defines the boundaries of intelligence itself. When a model is fast enough, it ceases to be a tool you wait on and becomes an extension of your own thinking: responding in real time, iterating in an instant, collaborating without friction.
Today, we are thrilled to release Xiaomi MiMo-V2.5-Pro-UltraSpeed in collaboration with TileRT, breaking the 1000 tokens/s decode speed on a 1-trillion-parameter model for the first time!
MiMo-V2.5-Pro UltraSpeed real-time generation speed comparison (up to ~1200 tokens/s)2. Limited-Time Access · Application-Based
The MiMo-V2.5-Pro-UltraSpeed API launches simultaneously at a limited-time promotional price — 3× the cost of MiMo-V2.5-Pro, but delivering approximately 10× the generation speed! 3× the price, 10× the output experience. (API only; Token Plan not supported.)
Due to limited high-speed inference resources, MiMo-V2.5-Pro-UltraSpeed will be available through an application-based, limited-time window. Approved users can access the API during the trial period, available only from June 9 to June 23, 2026, 23:59 (Beijing Time, UTC+8 / 08:59 PDT).
How to Apply
API platform: platform.xiaomimimo.com/ultraspeed. Trial slots are limited — submission does not guarantee approval. We will prioritize enterprises and professional developers with genuine business needs. For standard model access, please follow the MiMo-V2.5 model series. For in-depth business partnerships for the UltraSpeed model, contact business-mimo@xiaomi.com.
Chat Experience (Free During Trial)
Approved users will receive free Chat access valid within the two-week window. Entry point: ultraspeed.xiaomimimo.com
To ensure quality and fairness under resource constraints, the following rules apply: each account may enter the queue up to 10 times per day; each session is capped at 30 minutes; sessions idle for more than 5 minutes will be automatically released.
3. 1000 tokens/s: Not Just Fast, But a Paradigm Shift
At the trillion-parameter (1T) scale, breaking 1000 tps is far more than a faster typewriter — it fundamentally disrupts AI application paradigms.
First, speed itself begins to transmute into intelligence. Previously, when facing a hard problem, you could only "wait for one answer and pray it's correct." Now, within the same wall-clock time, the model can run dozens of reasoning paths in parallel (Best-of-N / Tree Search), automatically verifying and self-correcting in the background — using raw speed to generate depth of thought, directly elevating reasoning quality.
Second, it completely unleashes the productivity ceiling of Coding Agents. Before, having AI write code meant developers painfully waiting in front of screens, bottlenecked by inference latency. At 1000 tps, code generation speed and production efficiency undergo a paradigm-level acceleration.
Most importantly, trillion-parameter models can now enter real-time decision loops. Millisecond-level "think-respond" cycles allow 1T flagship models to seamlessly plug into time-critical scenarios — high-frequency quantitative trading signal generation, instant anti-fraud interception, intelligent bidding, and real-time interactive dialogue. And when this power is brought to surgical assistance and medical imaging analysis in life-or-death situations, AI speed is no longer just a metric of efficiency — it becomes a chip in the race against death. On the operating table, every second AI saves in completing lesion analysis and risk prediction gives the surgeon one more degree of freedom. This deepens our conviction that the ultimate significance of speed is not merely boosting productivity, but enabling technology to help humanity live better.
4. Extreme Model-System Codesign
Achieving 1000+ tokens/s generation speed with a 1T flagship model is not the breakthrough of a single technique — it is the product of deep collaboration and extreme Codesign between the MiMo model team and the TileRT system team. The industry's current approach to similar extreme speeds typically relies on specialized hardware — Cerebras's Wafer-Scale integration or Groq's pure on-chip SRAM custom architecture. We chose a different path: achieving even more impressive inference speed on commodity GPUs through model-system codesign alone.
On the model side, we applied FP4 quantization targeting the bandwidth bottleneck of commodity hardware, dramatically shrinking model size and reducing memory-access overhead; simultaneously, we introduced DFlash, an efficient speculative decoding method based on block-level masked parallel prediction, substantially increasing the accepted token length per verification step. On the system side, TileRT perfectly adapts to the dynamic characteristics of these algorithms, delivering a tailor-made compilation engine and compute kernels optimized specifically for the novel quantization and speculative decoding pipeline. Through this extreme Codesign, we achieved 1000+ tokens/s output from a 1T model using just a single standard 8-GPU commodity node.
3.1 FP4 Quantization
At the trillion-parameter (1T) scale, traditional 8-bit (FP8 / INT8) or even 16-bit inference imposes prohibitive memory footprint and bandwidth pressure. Reducing parameter bit-width directly contributes to decoding speed. We therefore adopt the widely validated, virtually lossless FP4 (MXFP4) quantization format[1].
However, naively applying FP4 across the entire model causes degradation in complex reasoning, logic, and code generation. Given the MoE (Mixture of Experts) architecture of Xiaomi MiMo-V2.5-Pro — where Experts constitute the vast majority of parameters and exhibit the highest tolerance to quantization — we selectively quantize only the MoE Experts to FP4 while preserving original precision for all other modules. Through FP4 QAT (Quantization-Aware Training), we dramatically reduce model size and maximize hardware bandwidth utilization while keeping the model's overall capability essentially on par with the original, as shown below:
[image: Model capability comparison between FP4 quantization (MoE Experts only) and FP8 across benchmarks, with overall capability essentially on par with the original model]Model capability comparison between FP4 quantization (MoE Experts only) and FP8 across benchmarks, with overall capability essentially on par with the original model3.2 DFlash Speculative Decoding
Traditional Speculative Decoding relies on a small draft model to "guess" subsequent tokens, which the large model then verifies. This transforms autoregressive generation (1 token per forward pass) into parallel multi-token generation, with rejection sampling during verification ensuring lossless output quality. However, its bottleneck lies in the draft model's quality determining the acceptance rate, while a stronger draft model incurs higher compute overhead — a fundamental tension.
To break this deadlock, we adopt DFlash, an innovative block-level masked parallel prediction method from the research community[2]: the draft model fills an entire block of masked positions in a single forward pass, fundamentally eliminating the serial constraint of "autoregressive drafting."
We deployed this approach on MiMo-V2.5-Pro with custom optimizations tailored for trillion-scale MoE and long-context scenarios. Using the Muon second-order optimizer and model self-distillation, we ensure that compact mask blocks still deliver ideal acceptance rates while compressing draft-stage overhead to near its theoretical minimum:
	The draft model exclusively uses Sliding Window Attention (SWA), naturally aligning with the SWA design of the MiMo-V2 series. This eliminates dependency on complete prefixes, reducing per-prediction compute from context-length-linear to constant.
	During training, mask-signal sampling is pushed down to GPU-local shards, enabling a single sequence to produce tens of thousands of independent training signals covering diverse context positions in one step — aligning with the long-context capability of the MiMo-V2 series while avoiding cross-device communication overhead.

In terms of results, our parallel-prediction speculative decoding achieves significant acceptance-length improvements across high-value agent and coding scenarios, meaning the large model can confirm more content "in one breath" per verification round. Furthermore, we limit block size to 8 to reduce verification overhead and increase concurrency, allowing high acceptance lengths to translate directly into high inference throughput:
	Scenario	Acceptance Length
	Coding	6.30
	Math / Reasoning	5.56
	Agent	4.29


In the Coding scenario, we achieve an average acceptance length of 6.30, with some samples reaching a maximum of 7.14 — meaning 6–7 out of the 8 draft tokens per verification round are accepted. The draft model remains lightweight while pushing acceptance rates to levels that deliver real end-to-end gains. We also observe that in more semantically divergent, higher-uncertainty general conversation scenarios, current acceptance rates are not yet high. We are continuously optimizing the algorithm to explore higher generalization ceilings.
3.3 TileRT Ultra-Low-Latency Inference Kernels / System
If MiMo's algorithmic innovations unshackle the bandwidth constraints of hundred-billion and trillion-parameter models, then the TileRT inference system squeezes every last drop of physical potential from commodity GPUs down to the microsecond level.
At 1000 tokens/s operating frequency, each operator's lifecycle is compressed to microseconds, and the "operator boundaries" of traditional inference systems become the core bottleneck — every operator launch, hardware synchronization, and global memory round-trip fractures the execution flow at the microsecond scale, exposing visible "Execution Gaps."
TileRT's Paradigm-Level Execution Model Revolution
As the foundational infrastructure for ultra-low-latency inference, TileRT introduces an entirely new execution model that eliminates execution gaps from operator boundaries at their root:
	Persistent Engine Kernel: Completely discards the traditional per-operator launch paradigm, keeping the entire compute pipeline persistently resident and flowing within the GPU. This enables full-pipeline continuous prefetching — while the current Tile is still computing on Tensor Cores, subsequent data is already flowing through the memory hierarchy, achieving extreme overlap between data movement and computation.
	Warp Specialization (Heterogeneous Pipeline Collaboration): At the Tile level, communication, data movement, and tensor computation are physically decomposed with finer granularity. Breaking the homogeneous lock-step execution model, different Warps (thread groups) and even heterogeneous execution domains across the entire GPU operate independently yet in precise coordination — transforming the GPU into a continuously flowing, precisely orchestrated heterogeneous execution system.

Microsecond-Scale Hardware-Software Deep Convergence (Codesign)
When the underlying execution model pushes hardware performance to its limits, pure runtime optimization begins to hit physical boundaries. Building on this foundation, the TileRT system team and Xiaomi's MiMo team engaged in deep technical co-creation, breaking down traditional software layer boundaries. To perfectly align model behavior with this ultra-low-latency execution pipeline, the model layer ultimately adopted a mixed FP4 quantization strategy for MoE Experts and deployed SWA-aligned DFlash speculative decoding on the trillion-parameter architecture. TileRT tightly couples with these algorithmic characteristics and quantization schemes, delivering custom-built compilation engines and compute kernels. Both teams made profound joint engineering tradeoffs based on hardware physics, ensuring execution pressure closes smoothly within hardware boundaries.
The birth of 1000 tokens/s is no coincidence of point optimizations. It is the inevitable result of world-class system infrastructure and extreme algorithmic models deeply converging toward each other, co-evolving as one.
TileRT is a frontier systems architecture team focused on next-generation AI infrastructure and ultra-low-latency inference. The team is dedicated to enabling millisecond-level real-time response for frontier large models in production environments, breaking traditional storage-compute barriers with an entirely new runtime architecture. The team has conceived and implemented a paradigm-level execution model. Through full-stack breakthroughs in persistent kernels, tile pipelines, and heterogeneous collaboration, TileRT achieves extreme compute utilization within complex heterogeneous ecosystems. As a core infrastructure enabler, the team actively partners with industry-leading collaborators on hardware-software codesign, building the high-performance compute foundation for the era of autonomous intelligence that craves "ultimate speed." For more TileRT technical details: tilert.ai/blog/breaking-1000-tps.html
5. More Demos
Build a Snake game in just 10 secondsRecreate a MacOS interface in just 1 minute
6. Open Source & Outlook
	We have open-sourced the MiMo-V2.5-Pro-FP4-DFlash checkpoint on HuggingFace, including FP4 quantized weights and DFlash model parameters. Community usage and feedback are welcome: huggingface.co/XiaomiMiMo/MiMo-V2.5-Pro-FP4-DFlash
	UltraSpeed support for MiMo-V2.5 is on the way — stay tuned.

MiMo × TileRT — extreme model-system codesign, delivering 1000 tps output speed for trillion-parameter models.





Original: https://mimo.xiaomi.com/blog/mimo-tilert-1000tps · Discussion



How much of Thermo Fisher's antibody data has been manipulated?

reeserichardson.blog · 363 points · Discussion


[ TL;DR: As of 3 June 2026, we have identified more than 450 images bearing signs of manipulation in verification data advertised by Thermo Fisher Scientific in its online primary antibodies catalog (+1 by Abcam). See the full repository of problematic images, curated by myself and Sholto David, here: 
Zenodo – Problematic images in vendor antibody verification data 
You are welcome to contribute new findings at this Google form. 
This blog post was original posted on 28 May 2026 and has not been edited to update counts since that date. There is an update covering Thermo Fisher’s response at the bottom of this post. ]





A week and a half ago, while looking for trustworthy data demonstrating a cell line’s deficiency in the protein p53, Sholto David came across the following image of a Western blot in Thermo Fisher Scientific’s online antibodies catalog:




A Western blot presented as “Advanced Verification” data for an anti-p53 monoclonal antibody.



This image is supposed to demonstrate that the antibody being sold works as intended. It is labeled as “Advanced Verification” data on Thermo Fisher’s site and its caption implies that the data was produced internally (other images in the catalog that have not been produced internally are labeled under “Published Figures”).




This Western blot appears to be fabricated. As annotated by Sholto, several of the bands in the image are identical after flipping and rotation:




The bands labeled 1 through 4 are all identical to one another after a vertical flip, a horizontal flip or a 180 degree rotation.



Shortly after, Johan Duchêne noticed a similarly suspicious image of another anti-p53 antibody in Thermo Fisher’s catalog. I decided to go looking myself and quickly turned up ten more suspicious images on eight other antibody products offered by Thermo Fisher.




Sholto and I have now documented more than 100 images provided as verification data in Thermo Fisher’s antibody catalog that have apparently been manipulated. You can see all of them at this Zenodo repository, which we’ll try to update regularly. This repository also contains a handful of instances that are less suggestive of manipulation, but the data is still problematic (e.g., the same image being presented as verification data for two different antibodies).




Here are some highlights:




Some images are similar to the example that started this excursion and also feature bands that are unusually similar to one another.












Many images, if you adjust the contrast, feature conspicuous “brushstrokes”, suggesting that part of the image has been painted over in a program like Photoshop.




















Other images feature repetitive blocks of background noise, suggesting that parts of the image were copy-pasted over each other. They might also feature sudden unexpected discontinuities in the pattern of background noise.












In one instance, I thought I had stumbled across another one of these instances of duplicated blocks of background noise…








…only to discover that dozens of antibodies for sale from Thermo Fisher present a verification Western blot that features this exact background pattern, just with minimal edits such that the single band is positioned where one would expect to see the protein of interest.




A slideshow of contrast-adjusted Western blots all featuring “background pattern A”. 







At the time of writing, we’ve documented 50 instances of this background pattern appearing in verification data on Thermo Fisher’s site, but this is far from an exhaustive list. “Similar image” searches using Google Lens, Bing Images or DuckDuckGo betray hundreds more that we have yet to document.




Antibodies are near-ubiquitous but notoriously fickle laboratory reagents in biomedical research. For many applications, it is absolutely crucial that the antibodies that you use are selective (i.e., the antibody binds strongly to the target protein) and specific (i.e., the antibody binds to the protein of interest and little else). Commercially-available antibodies often fail to meet these criteria. Members of YCharOS, an independent antibody validation initiative, estimated in 2024 that “more than 50% of all antibodies failed in one or more applications”. Antibodies that don’t work as intended can delay experiments by weeks and non-specific antibodies are a massive source of irreproducibility in the biomedical literature. To learn more, check out Johan’s September 2025 talk in which he details his experience with a study published using a non-specific antibody.




Antibody vendors like Thermo Fisher (probably the largest laboratory reagent supplier in the world) put verification data in their catalogs to demonstrate to scientists that the product works as intended. While signs of manipulation in this verification data don’t necessarily imply that the antibodies in question don’t work as advertised, without reliable verification data available, scientists will have no way of knowing until they have actually purchased the antibody. And antibodies are not cheap; at Thermo Fisher, a single vial containing a 0.1 mL aliquot of antibody solution typically costs 400 to 500 USD.




We created our repository of problematic images in vendor antibody catalogs A) to raise awareness among working biomedical scientists that the antibody verification data they see in a vendor’s catalog may be unreliable and B) to encourage others to look for and report problematic vendor-provided antibody verification data (not limited to just Thermo Fisher). If you spot anything, feel free to fill out this Google form so that it might be added to the spreadsheet and repository.




A parting message: always validate your antibodies!




UPDATE 8 June 2026: Thermo Fisher has released a galling 15-point response to our observations. The most important part (in my assessment) is quoted below (emphasis mine):





6. Did Thermo Fisher manipulate or fabricate antibody data?
No. The Company fully stands by the data and underlying science. At Thermo Fisher Scientific, as the world leader in serving science, scientific integrity is a core value. The Company takes antibody validation, specificity and accurate product documentation seriously, and is committed to the transparent and ethical generation, analysis and presentation of scientific data. In the process of preparing antibody images for publication on its website, some images may have been adjusted to clarify for presentation purposes – not to alter or misrepresent the underlying experimental results. Thermo Fisher recognizes, however, that image adjustments of any kind can raise questions about data integrity, which is why moving forward, where an original image is not present or available, the Company will ensure that website users are informed that antibody images may have been optimized for presentation and clarity on the website.







The phrase “antibody images may have been optimized for presentation and clarity on the website” is repeated on this FAQ page six times. I encourage readers to peruse the images collected in our Zenodo repository and decide what could and could not charitably be described as “optimization for presentation and clarity”.





Original: https://reeserichardson.blog/2026/05/28/how-much-of-thermo-fishers-antibody-data-has-been-manipulated/ · Discussion



The Cypherpunk Library

cypherpunkbooks.com · 333 points · Discussion

Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.

Original: https://www.cypherpunkbooks.com · Discussion



xAI is looking more like a datacentre REIT than a frontier lab

martinalderson.com · 271 points · Discussion


            An unexpected development over the past few weeks is xAI's new partnerships with Anthropic and Google, providing them with a huge amount of capacity. It's worth remembering that xAI is now part of SpaceX, after the two merged back in February - so the revenue from these deals flows straight into the entity about to go public. While much has been made of the potential financial engineering given SpaceX's upcoming IPO, I think there's a bit more to this than just pure accounting tricks.

Anthropic was in a serious bind

If you use Claude products much, you'll be (very, probably) aware that Anthropic has had serious capacity problems, especially early afternoon onwards in Europe and in the mornings in the US (this is when demand seems to be highest as both European users and the Americas are both at work, fighting for capacity). I've written about this compute crunch before a few times - the coming crunch, whether it's here yet, and what comes next.

This resulted in Anthropic having to introduce new peak hour restrictions on their subscriptions, with usage between 5am–11am PT / 1pm–7pm GMT using more of your usage limit - with the aim of smoothing demand between peak hours and off peak hours where they had more capacity available.

However, there is only so much demand shifting you can do when demand is growing as fast as Anthropic's. At some point you end up having to ration users further, which definitely is far from ideal when you have both Google and OpenAI breathing down your neck for customers.

xAI to the rescue?

At the start of May, xAI announced a partnership with Anthropic to provide access to their (older) Colossus 1 datacentre in Memphis. This allowed Anthropic to reverse the usage limit restrictions on their subscriptions, and in general while stability of Anthropic services still leaves a lot to be desired, the peak time crunch has abated (for now, at least).

The fees involved are enormous, ramping to $1.25bn/month for 300MW of capacity - approximately 220k GPUs.

Last week, Google announced a similar partnership - $920mn/month for 110k GPUs[1]. It's important to note that both agreements have cancellation clauses - allowing either party to cancel with 90 days' notice after an initial lock-in period.

If you take this on face value, this is a ludicrously profitable deal for xAI:

[image: Chart showing xAI's cumulative lease revenue from Anthropic and Google crossing the ~$40bn build cost at around 18 months]
While this doesn't include opex[2] and depreciation, if the deals continue for 18 months, xAI recoups all the capex they spent and still has many hundreds of MW of GPUs available. With the giant compute shortages likely to persist into the medium term, even older H100s are likely to be extremely useful even 18 months out.

The case against

It's important to note there are certainly some red flags with the deal. Firstly, Elon Musk and OpenAI were/are locked in a bitter legal battle, and the Anthropic deal could be motivated to add pressure to OpenAI more than commercial reality.

And Google is a major shareholder in SpaceX, so they certainly have incentive to juice the valuation of the IPO.

While I'm sure there is some degree (potentially a lot!) of truth in these viewpoints, it's important to note that huge volumes of GPUs are in enormously short supply.

One of the untold stories of this capex boom in datacentres is just how behind all of them are. Even OpenAI's flagship Stargate UAE datacentre - being built in a jurisdiction that is renowned for a laissez-faire attitude to building regulations - is now under direct threat from the current Iran conflict, with Iranian drones having already hit other UAE datacentres.

In comparison, SpaceX/xAI are incredible at building datacentres on time. The original Colossus 1 datacentre was built in 122 days. Musk's empire does have a huge advantage in really understanding how to plan, build and execute enormous infrastructure projects quickly. While the hyperscalers no doubt have the experience to do this, they were built with far less urgency - with typical project execution taking many years. Given the capex only really started to ramp up in the last couple of years, many of these projects are still years away.

This gives xAI a serious competitive advantage that shouldn't in my opinion just be hand waved away.

But what about Grok?

There is no doubt this leaves Grok in an odd spot, with a lot of the datacentre capacity that was destined for Grok training and inference now being leased to a direct competitor.

While it's foolish to write off any model provider, it certainly looks like a serious retreat from Grok vying to be a frontier class lab. But, perhaps, they over-specified their datacentre capacity - there is no doubt that inference demand for Grok models is likely to be seriously behind projections, leaving a bunch of spare capacity which might as well be monetised while the training lottery continues? It's hard to say and the xAI & Cursor deal muddies the water even further.

As such, I think all three things are true to some degree. There's no doubt some level of financial engineering going on. There's also an enormous compute shortage. And it seems to me SpaceX/xAI does have a real competitive advantage in datacentre buildout.

It's just the magnitude of how true each of these are is going to define the success or failure of the biggest IPO in North American history.

Either way, the more I look at it, the more xAI is starting to resemble a datacentre REIT with a frontier lab attached, rather than the other way around.





	I suspect that these are likely to be GB200s given the pricing, vs the mostly H100/H200 for Anthropic, but this is speculation on my part. ↩︎



	Power is the obvious big opex line, but at this scale it's almost a rounding error. 300MW running flat out is roughly 300,000 kW × 8,760 hours, or about 2.6 billion kWh a year. Tennessee has some of the cheapest industrial electricity in the US at around 6 cents/kWh, so buying it off the grid would cost somewhere around $160mn a year. Colossus actually runs largely on its own on-site gas turbines, which comes out even cheaper: at a simple-cycle heat rate of ~10,000 Btu/kWh and Henry Hub gas at ~$3.50/MMBtu, the fuel bill is only around $90mn a year. Either way, set against the ~$15bn a year Anthropic is paying for that 300MW, power is no more than about 1% of revenue. The deal value utterly dwarfs the running costs. ↩︎
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AI is slowing down

wheresyoured.at · 247 points · Discussion


          If you liked this piece, you should subscribe to my premium newsletter. It’s $70 a year, or $7 a month, and in return you get a weekly newsletter that’s usually anywhere from 5,000 to 18,000 words, including vast, detailed analyses of NVIDIA, Anthropic and OpenAI’s finances, and the AI bubble writ large (updated to version 3.0 last week). My Hater's Guides To the SaaSpocalypse, Private Credit and Private Equity are essential to understanding our current financial system, and my guide to how OpenAI Kills Oracle pairs nicely with my Hater's Guide To Oracle.
Over a three week period in May, I published an exhaustive three-part guide to how the AI bubble might collapse, the events that might trigger it, and the consequences. For something lighter, check out last week’s premium, where I re-introduce you to the antagonists of the AI bubble (and their fatal weaknesses) in caustic, slightly sweary terms. 
Subscribing to premium is both great value and makes it possible to write these large, deeply-researched free pieces every week. 

Last week I went on Bloomberg and discussed the state of the AI bubble with a clarity that rattled even the sweatiest boosters, mostly because I spoke with clarity about an investment frenzy whipped up through hype, deceit and mythology. Some were equal parts frustrated and angry that I don’t have money in the market, or, as they’d put it, “skin in the game.”
I get it! When your entire worldview is dictated by what a series of venture capitalists and psuedo-journalists on Twitter want you to believe, it must be difficult to imagine someone having “morals” or “beliefs” or that one might hold a position that wasn’t entirely based on greed or tribalism. It must be confusing — upsetting, even! — to hear that somebody is willing to accurately and vociferously tear into a tech industry largely controlled by people with no regard for their users or workers, who are willing to bathe their products in mediocrity all because it’s the thing that everybody else is doing.
This is a hysterical era perpetuated by liars, cowards, imbeciles, craven boosters and the easily-fooled. Those excited about generative AI are either the victim or the perpetrator of a con centered around a technology to ingratiate at the highest cost possible.
AI Cannot Afford To Slow Down — It Needs $3 Trillion Or More In Revenue By End Of 2030 To Sustain Its Existence 
I also think that everybody is a little flippant about what has to happen for me to be wrong.
	If we take Sightline Climate’s data from February at face value, there are 190GW of data centers planned. If we take NVIDIA CEO Jensen Huang’s statement that data centers will cost $80 billion to $100 billion a gigawatt at face value, this means that said data centers will cost anywhere from $9.5 trillion to $15 trillion. Bloomberg incorrectly states that this is a “$3 trillion” buildout.	This money will have to come from somewhere. The Financial Times reported in May that banks are concerned they might “choke” on data center debt when I estimate there’s barely $250 billion a year being issued. They will, to actually make these data centers happen, have to start issuing anywhere from $500 billion to a trillion a year.
	Jensen Huang has also said that NVIDIA projects a trillion dollars worth of revenue through the end of 2027. 54% of NVIDIA’s revenue comes from three clients, which means that NVIDIA’s future largely depends on three unnamed companies — likely Taiwanese ODMs building servers for Microsoft, Google and Meta — and their counterparties’ ability to raise debt on a near-perpetual basis, as the number of firms that can afford to buy thousands of $7.8 million racks of Vera Rubin GPUs is dwindling.
	Even then, every part of this puzzle requires more and more debt or at the market dumps like Google’s $85 billion equity sale or Meta’s planned multi-billion dollar dump.		The fact that hyperscalers are doing equity sales is, as economist Paul Kedrosky raised in our conversation on my show last week, a sign that debt is becoming harder to acquire.




	Anthropic has made $330 billion in compute and chip commitments between Google, Amazon, and Microsoft, another $30 billion with CoreWeave and another $15 billion with SpaceX. To pay for this compute, Anthropic must meet its projected revenue of $174 billion a year by 2029.	Anthropic has raised $95 billion across rounds in February, April (from Google and Amazon), and May. These funds will be insufficient to cover Anthropic’s costs, as will Anthropic’s cash flow, meaning that it will have to raise at least another $200 billion in the next year.


	OpenAI has projected to burn at least $852 billion through the end of 2030, and has made over $770 billion in compute commitments across Microsoft, Amazon, CoreWeave, Cerebras, and Oracle. The $122 billion funding round from March will be insufficient to cover these costs, and it will require, at the very least, another $250 billion in funding by the end of the year.

Whatever obtuse fantasies you have about the current state of generative AI are irrelevant to a much larger problem: that the infrastructure being built and compute commitments being made are being done so at a level that demands that generative AI and AI compute generate over $2 trillion in annual revenue by 2030. When I say that, I mean it absolutely has to do that otherwise none of the data center capex makes sense, and neither Anthropic nor OpenAI can pay their commitments.
OpenAI expects to spend $50 billion on compute in 2026, and I wouldn’t be surprised if Anthropic spends anywhere from $30 billion to $50 billion. Between them, Anthropic and OpenAI represent the vast majority of all AI compute demand — at a minimum 70%, if not 80% to 90%. 
Put another way, there’s barely a few billion dollars of demand outside of two companies that lose billions — or tens of billions — of dollars a year.
Let’s break down these numbers a little further:
	190GW of data center capacity assuming a PUE of 1.35 suggests a critical IT load of around 140GW, which, charged at around $12.5 million per megawatt, works out to around $1.75 trillion in annual revenue.	If we assume that half of that gets built, that’s still $875 billion in annual revenue that will be needed to keep these data centers from running out of money as their margins are atrocious and they’re all paid for with onerous debt.


	OpenAI and Anthropic project to make $184 billion and $174 billion in revenue in 2029, for a total of $358 billion in annual revenue. While Anthropic claims it will be profitable by then, I do not believe it will be, nor is it profitable at this point outside of financial engineering. 
	At present, there are no other major purchasers of AI compute outside of NVIDIA, hyperscalers (who are selling it to Anthropic and OpenAI, or they’re Meta, which has no AI strategy), OpenAI, and Anthropic. None. I can’t find a single one outside of Jane Street spending more than a few hundred million. We need a few hundred billion.
	That’s already a huge problem, but the other problem is that we also need companies to spend dramatically more on AI services than they already do. While journalists are currently gooning over OpenAI and Anthropic making $6 billion or $10 billion in a given quarter, that’s just not enough! Both Anthropic and OpenAI need to be making $10 billion or more in monthly revenue by Q1 2028, or their growth rates aren’t going to support their compute commitments.

This is not hyperbole! Every single thing I have stated here precisely maps to the projections and promises of the AI industry. No matter how horny or flaccid you are for the potential of AI, it must grow at an astonishing, unstoppable rate from here until the end of time to be anything close to worthy of its costs.
Actually, sorry, let’s put judgments aside for a second, because this isn’t about judgment, but rather the promises that have been made by the software and hardware companies associated with AI. NVIDIA’s place atop the stock market and its ridiculous projections depend on both the continued flow of data center debt and the continued belief that AI services will have the revenue to back it up. 
AI cannot, under any circumstances, slow down. In a year, Anthropic and OpenAI’s businesses have to be roughly twice the size they are today, and then double again basically every year until 2029 or 2030. In that time period, they must also both raise hundreds of billions of dollars or, alternatively, turn deeply unprofitable businesses into profitable ones while also doubling their revenues. 
Alternatively, both must severely reduce their costs…except if they do that, they won’t have any need for all that compute capacity, which will deprive Oracle, Google, Microsoft, SpaceX, Cerebras, CoreWeave, TeraWulf, Cipher, and Hut8 of the $1.1 trillion in remaining performance obligations.
Also, if OpenAI can’t afford — or doesn’t want — its compute, Oracle will simply run out of money. It is spending anywhere from $340 billion to $700 billion (depending on whether you believe Jensen Huang in September 2025 or May 2026) on the 7.1GW of data centers it’s building for OpenAI. These, again, are not hyperbolic statements, but the actual costs associated with Oracle’s massive buildouts in Michigan, New Mexico, Wisconsin and Texas. I didn’t agree to do this! Larry Ellison did! 
Sidenote: Larry Ellison has also got at least $21 billion in loans collateralized by his Oracle shares, and any doubts around Oracle’s ability to pay for its debts or OpenAI’s ability to pay Oracle for its compute will threaten massive margin calls. I wrote about this here. It’s really bad!
Whatever Everybody Is Spending On AI Right Now Is Insufficient, and We Need At Least Two Other OpenAIs To Justify The Compute Being Built
Apparently, Salesforce is planning to spend $300 million on Anthropic in 2026, to which I say “that’s not nearly enough”! Everybody has to be spending even more than that in the next few years, without fail, no ifs, ands, or buts. It is non-negotiable. Anthropic needs to be making over $100 billion in two years or it can’t afford its commitments, so you filthy token-hogs better slurp up your slop this instant, or Dario Amodei gets made part of the permanent underclass!
But seriously folks, the combined compute demand of every single AI company in the world doesn’t currently reach $100 billion — and it needs to be ten times that by 2030 or all those data centers got built for no reason! 
And for that to happen, both Anthropic and OpenAI need to be making about $400 billion a year in annual revenue, which means there needs to actually be that much demand for AI services! Right now, Anthropic and OpenAI’s combined projected revenues for 2026 sit somewhere in the region of $60 billion — so, you know, they only need to grow by 496% by the end of 2029! 
To make matters worse, it doesn’t seem like anyone else in the AI industry is going to help with the whole “demand for AI services or compute” thing. As The Information reported a few weeks ago, OpenAI and Anthropic make up 89% of all AI startup revenues. 
We could include hyperscaler revenues, but that wouldn’t help very much. Microsoft’s $37 billion in AI annual run rate — these fucking cowards never share actual AI revenues! — is predominantly made up of OpenAI’s compute, with the rest of it (maybe $8 billion in annual revenue at best) from Microsoft harassing its permanently-abused customer base into installing Copilot. 
Ah, shit, there’s another problem with Microsoft — Microsoft AI CEO Mustafa Suleyman just said that Anthropic’s models were too expensive, and he intended to reduce Microsoft’s use of them to zero! You can’t do that Mustafa! We need every cent of demand, otherwise everything falls apart! 
Sidenote: Amazon and Meta barely have AI stories. Mark Zuckerberg just said he “thinks” Meta has a use for the vast amount of compute it’s bought or is developing, if you’re wondering how great things are going over there. A source tells me Meta is working on a Tamagotchi-like pendant that uses OpenClaw, and when I heard that I felt exactly how I felt the first time I heard No Doubt’s 
Rock Steady — did I really used to like this dogshit when I was young?
Anyway, eager math-knowers among you might also notice that even if Anthropic and OpenAI spent $500 billion a year in annual compute — an amount that they can’t afford even if they combined both their unsustainable asses — we’d need at least another $250 billion or more in annual compute revenue to justify it.
In other words, they need everybody to be “doing agents” at such a scale that basically every third dipshit you run into on the street is sinking $50 or more a day into them. 
I sure hope that’s happe-OH MY GOD!
AI Is Slowing Down Just As It Needs To Speed Up
As I discussed last week, you can’t measure the cost of a particular task with AI, nor can you measure its return on investment. The only reason that we’ve been “doing AI” with such ferocity and veracity is that most companies are beholden to Business Idiots disconnected from production who have no real understanding of their underlying firms’ outputs, and thus have very little way of measuring them.
These multi-millionaire midwits have been “doing AI” because everybody else is doing it, burning millions of dollars to turn their code into slop (see: Zillow) or have their engineers compete to see who can spend the most money (see: Meta and multiple other companies). In one case, a company spent $500 million on Anthropic’s models in a month because it didn’t set up spend controls. In Uber’s case, it burned through its entire annual token budget in a single quarter, which led to its COO saying it was harder to justify spending money on AI tokens because it couldn’t show a link between that spend and a meaningful increase in useful features on Uber. Now Uber has capped its employee spend at $1,500 a month per user, with T-Mobile temporarily following at $2,000 a month per user with the intent to move to a tiered system. Over at Brex, engineers are limited to $500 a week in tokens, with non-engineers getting an astonishingly-low $5 a week.
These are signs that AI’s revenue growth is slowing, and it’s likely going to slow further, because we currently live in an era where Anthropic and OpenAI are straight-up abusing its clients, providing limited-to-no visibility into spend, per the Wall Street Journal:
The shift to pricing based on usage, and measured by tokens—the basic unit of measurement for AI computing—is creating new challenges for even the most experienced finance teams. CFOs used to paying flat amounts for technology are finding costs more unpredictable and harder to model as they build agents and embark on ambitious AI investments. Twenty-six percent of companies say they have a comprehensive view of their AI costs, while 50% have some visibility and 22% report no visibility or visibility after billing, according to an as-yet-unreleased survey from KPMG. “It’s a new resource that needs to be managed that didn’t exist quite that way, and we’re seeing exponential growth,” said Steve Chase, KPMG’s global head of AI.

How utterly ridiculous! Only in the frothiest, most-disconnected economy in history could we have companies spending millions (or tens or hundreds of millions) of dollars on a service without having any visibility into costs until after billing. This is not a sustainable revenue stream under any circumstances, and anybody who says that it is is either ignorant, a mark or a con artist. This is revenue made entirely by convincing your customers that something is true (AI is the most revolutionary thing ever!) and keeping them in the dark as long as humanly possible as they run up ridiculous bills, all in the hopes that you’ve brainwashed the executives/paypigs well enough that they’ll never stop.
And really, “paypig” is the accurate term for these cretins:
Russell Burke, Life360’s finance chief, said the company doesn’t yet have a real-time monitor of its token spending, but he hopes to have one soon. “We hope that’s right around the corner,” he said. 
Russell, you may as well let Dario Amodei put a cigarette out on your forehead! This is pathetic! What a fucking loser! Oohhh, I sure hope that the company I pay all this money to lets me see how much I’m spending! I thought Silicon Valley was meant to be all about meritocracy! 
Sidenote: I will say that it’s nice after two years of being called a crank and a doomer to read an outlet say exactly what I’ve been saying for years — that businesses will squeal when they are made to pay the true cost of AI.
Boosters will say that it’s “hard to measure productivity for any job outside of sales,” but that’s simply not true! If you let your engineers spend $1500 or more a month on a service, surely you must have some way of measuring how much actual new stuff went out — new features, customer tickets reduced, projects completed, I don’t know, I’m not the fuckwit spending $1,500 a month per person on this garbage! You’re the one that has to justify it! 
But, fundamentally, these are all signs that AI is slowing down. 
Remember: Anthropic and OpenAI only moved their customers to token-based billing in Q1 2026. It only took two or three months for us to get headline after headline of big, serious business publications saying “AI costs a lot of money and companies aren’t sure if there’s a return on investment.” 
Sidenote: What do you think happens when regular people are forced to pay their token-based rates? Do you think they’ll spend more? If so, please read the many, many complaints from users of GitHub Copilot who have been on token-based billing for less than a week. 
If things were going well, these stories would be inverted — companies would be boasting about their remarkable token spend and pointing to all the new, incredible things they were shipping. Their products would be spotless, their features sublime, their engineers sliding entire new stacks of impressive software out the door so fast that it would be changing the very nature of software. I mean…someone would be, right?
Let’s check out the chaAHHH!
What’s actually happening is that these tools are — at a remarkable price — shoving a lot of stuff out the door. Is the stuff good? No. Do people like or use it? No. Does it make money? Also no. While we’ve discovered the shovelware, that’s all that LLMs have given us — “more” apps, with the vast majority being useless, insecure slopware. 
This is meant to be the era of agentic coding! This is meant to be the era where any dickhead with a Codex or Claude Code account with $1,000 of free API credits should be able to create the next Salesforce or whatever it was that dimwit Citrini talked about a few months ago. 
I’m sorry to be a little surly and dismissive, but the AI industry has burned over a trillion dollars and I’ve spent two years being told I’m a luddite and an ape for not celebrating it. I don’t care! I’m not impressed! I’m not coddling this mediocre, expensive crap!
Like I said earlier: isn’t the tech industry meant to be a glorious bastion of meritocracy? Isn’t this meant to be a cold, harsh community of rationalists? 
If so, why are we coddling AI like it’s the kid from that episode of the Twilight Zone? Has Silicon Valley become so decidedly whipped by the forces of capitalism that it can’t see that none of this makes sense? Or was this always just a culture of lemmings drawn in whatever direction venture capital waved a dollar bill?
To make matters worse, both OpenAI and Anthropic are speeding as fast as they can toward IPO — which means that both will have to start looking like real companies, which means both will, inevitably, start charging their customers more and very likely moving the vast majority of them to token-based billing and either kill or vastly limit their subsidized subscriptions.
The AI Companies Are Going To Start Getting Desperate
In a mysterious confluence of events, both Claude Code chief Boris Cherny and OpenAI-owned OpenClaw televangelist Peter Steinberger have both said that their users need to be “designing loops for their agents,” meaning “creating ways to make their agents burn a bunch of tokens doing stuff,” I imagine as part of the ongoing campaign by both Anthropic and OpenAI to make people spend lots of money on tokens to keep their enterprises afloat.
I expect that “loops” will become the next thing that journalists pick up on and start oinking about. To be clear, “loops” already exist, in that you can make an LLM decide to keep taking actions whether or not a user prompts it for as long as you’d like. Whether the output works at the end isn’t Peter or Boris’ problem, as both of them are allowed to burn anywhere from $130,000 to $1.3 million a month in tokens. As I’ve argued before (though referring to subsidized subscriptions):
Think of it like this: if you’re using an AI subscription with rate limits but no actual costs, any mistakes a model makes — such as getting stuck in a loop or just doing the wrong thing — can be dismissed as the troubled nature of early-stage technology, because the “cost” was $20, $100, or $200 for the entire month. Anthropic, OpenAI and every other AI company deliberately obfuscated these costs because they knew that the second a user actually had to pay for the fuckups of an AI model they’d scream like they were being stung to death by bees.
To be clear, this is both OpenAI and Anthropic’s representative stooges actively suggesting that you “shouldn’t be prompting coding agents anymore,” instead letting LLMs that hallucinate the more they “reason” (IE: make plans for themselves, which is how agents work) do as much reasoning as possible without user input. 
These men have complete contempt for their users and customers. They do not give a shit that their models break so often that Notion had to cut access to Anthropic’s for several hours or that the costs are so severe that CFOs are a few bad bills from a trip to Budd Dwyer’s Favorite Lunch Spot. You must burn more tokens, because otherwise you won’t be doing AI coding right, whatever that means.
And please, god, stop trying to convince me this shit is impressive. You all sound like you’re in an abusive relationship trying to explain why a guy who rifles through your pockets and half-asses everything he does at an incredible cost is actually super sweet behind closed doors. 
I’m distinctly unimpressed! 
After hearing a particularly colourful story from Kevin Smith, I came up with the perfect way to explain the AI bubble. Okay, perfect might be a stretch, but I think this gets my point across, and hell, it’s a free newsletter, what’re you going to do? Kill me? Run me over with a truck? Good luck with that, I’m a huge homebody.
Anyway, imagine, if you will, a smaller version of the giant mechanical spider from Wild Wild West — a portable one that you sit in like a chair with big arms and big legs. The giant metal spider costs $1 million, and takes up about $40,000 of fuel every time you use it, but it can sometimes pick stuff up and make you dinner. 
The problem, however, is that it’s a giant metal spider — sometimes it precisely grabs a diet coke from the fridge, and sometimes it punches a hole clean through it, requiring both a brand new fridge and for me to pay $40,000 regardless. The good news is that the companies that make the giant metal spider from Wild Wild West also subsidize the giant metal spiders at around $200 a month with free insurance, though businesses are forced to pay for its actual costs.
As I march it around my apartment, the giant metal spider leaves horrible scratch marks on my floor, it sometimes makes a terrible noise, but I, as the user, barely have to do anything — the spider does everything for me, even though whatever it “does” is incredibly costly, convoluted, and often takes far longer than it should. 
Every update to the spider widens what it can allegedly do, but each time I use it it’s just as expensive. Can the spider make me a cup of coffee? Yes. It takes five minutes, which is longer than I’d take, and occasionally it throws the coffee in the air or simply fills the cup full of oil, but most of the time I get a cup of coffee. Isn’t that good? We love the giant metal spider. 
When I turn on the news, I see a headline about how “THE GIANT METAL SPIDER FROM WILD WILD WEST WILL CHANGE EVERYTHING.” 30 different guys on Twitter write 800-word-long screeds about how we must redesign apartments and office buildings to cater to the spider, that “it’s inevitable that the metal spider from Wild Wild West will be how everybody does everything in the future,” and one guy even suggests that it’s alive because, after adding a $500,000 add-on, the giant metal spider can be scheduled to get up on its own and make the coffee. Sometimes it does so successfully. Sometimes it smashes the coffee maker up into tiny little pieces.  Sometimes it mashes its legs through the kitchen island. Sometimes the spider opens up my Amazon packages with ease. Sometimes the spider rips them in two. 
Thankfully, the companies behind the giant metal spiders subsidize them, so the average person only experiences the occasional act of destruction, but they also lose billions of dollars a year on training the spiders and the constant maintenance required to run them. There are some workplaces full of the giant metal spiders and they’re absolutely insufferable. 
Everywhere I go, somebody is telling me the spider is the future. “The giant metal spider from Wild Wild West will eventually stop destroying stuff! Future innovations in giant metal spiders will make them cheaper and more-reliable! Look, we’ve done a study, and the giant metal spider’s ability to complete a task of a certain length 50% of the time has increased!” 
Every time they add a new feature to the giant metal spider from Wild Wild West, it requires several hundred million dollars, and it isn’t always clear whether the giant metal spider learned anything new. It’s really good at opening Amazon packages, so they thought it might be able to make a bed, and spent $100 million training it to do so, only to find it kept karate chopping the bed in half approximately 20% of the time. Another time, the giant metal spider from Wild Wild West showed promise at playing Texas Hold ‘Em, successfully getting through an entire game 50% of the time. Unfortunately, the other 50% of the time it smashed the cards into the table. After another $100 million, they were able to reduce that number to 30%. A day later, The Atlantic ran a story: “Vegas Is Scared Of The Giant Metal Spider From Wild Wild West.” 
Technically, the giant metal spider is productive, at least in some households where they give it significant room to maneuver and only give it tasks it’ll excel at. Across the world, private credit funnels billions into giant metal spider factories powered by NVIDIA chips, assuming that everybody will be paying to rent one of them. When you criticize the giant metal spiders, you’re told that you use them in the wrong scenarios, ones where they’re guaranteed to fail. Young graduates are encouraged to learn how to move the giant metal spider, and that if they fail to, they’ll be unable to explore the giant-sized future that will be built for them. Year after year, more people insist that the giant metal spider from Wild Wild West will get cheaper, but the costs only seem to increase along with the vast amounts of damage it causes.
It’s undeniable that the giant metal spider from Wild Wild West can do stuff. Sometimes it even does the stuff as well as a person. For some reason, it’s impossible to tell when it’ll get things wrong, and despite everybody saying that the giant metal spider from Wild Wild West is “smart,” it seems to occasionally do things the user didn’t ask for.
If you say that the giant metal spider from Wild Wild West isn’t going to be the future of anything due to its massive, unsustainable costs, or suggest that its inconsistencies make it unreliable in some way, you’re told you’re a doomer, a skeptic, a luddite and a rube. 
One day, someone using one of the giant metal spiders from Wild Wild West steps on your car. Futurism writes an article laughing at you. You scream so loudly that one of your neighbors calls the police.
AI Needs To Keep Growing To Feed The Circular Economy, Except The Con Needed A Real Product At Some Point
No matter how much you dress up whatever AI service has gaslit you into believing it’s sentient, generative AI is inherently limited, impossibly expensive and economically unviable. Its services cost too much to run, its progenitors have no path to profitability, and no amount of rigged benchmarks and anecdotal examples of theoretical engineering teams that are “10x’d” can make up for the fact that you can’t measure the cost of an LLM-driven task or its return on investment. 
Anyone claiming that you have to “measure AI’s ROI differently” is attempting to con either you or themselves. While it’s tough to measure the ROI of a particular worker or project, most workers and projects don’t increase your operating expenses by anywhere from 10% to 100% under the vaguest of promises that you might be “doing the future.” AI is calamitously expensive and, despite years of promises of it getting cheaper for both those running AI services and its customers, costs have only ever increased.
I think that’s by design. AI labs want their costs to be high so that they can continue growing at ridiculous rates, all so that they can keep feeding money to their hyperscaler compute partners who then invest that money right back into them, creating further reasons to keep buying NVIDIA GPUs, so that NVIDIA can then invest that money back into either AI compute providers (who OpenAI and Anthropic pay) or the AI labs themselves. 
Concepts like “efficiency” or “cost reduction” run counter to the greater narrative of AI’s voracious sprawl of data center capex and still-theoretical AI revenue. If OpenAI or Anthropic were to seek profitability or sustainability (assuming these things were possible), that would create less demand for AI compute, which would mean less demand for Azure or Google Cloud or Amazon Web Services or CoreWeave or Oracle Cloud Infrastructure, which would in turn mean less demand for NVIDIA GPUs.
The problem with this marvelous plan is that at some point there had to be an honest transaction — real, honest, sustainable demand based on a reliable product that people liked paying for because they understood its value. Right now, AI revenues are either chaotically experimental or so thoroughly-subsidized that labs are giving away hundreds of dollars a user in the hopes that at some point said user might want to pay even more money for measurably less value, the kind of proposition you make when you think your customers are fucking idiots.
It only took a few months of token-based billing for the AI conversation to go from “our magical, beautiful agents” to “hmm, are we sure this is worth it?” and I believe it only gets worse from here. AI labs do not have some super secret trick up their sleeves — no, not even Mythos, that was bullshit I’m afraid — that will suddenly provide the kind of ROI that’s impossible to ignore, nor do they have some magical way to bring down their costs while also spending just as much on compute.
From here, we basically need to 10x every part of the AI stack based on the projections and commitments made by effectively every AI firm. Anthropic and OpenAI must grow faster than any company has ever grown before in the space of a few years, and suddenly become profitable, all while somehow raising hundreds of billions of dollars.
On top of that, we need at least another $250 billion in annual AI compute demand, which likely means at least two other OpenAI or Anthropic-scale companies. If this all sounds unreasonable, don’t blame me. I’m not the stupid fucker that agreed to build 100GW+ of data centers or mortgaged the future of Oracle on the off chance that Sam Altman and Dario Amodei, two craven manipulators, somehow work out how to create Google 2 and Amazon 2 in the space of four fucking years.
I Come Bearing Bad News For The AI Industry
I won’t tip my hand too much, but I have a story coming out in the next two weeks that will likely confirm the absolute worst fears of the AI industry. Many have been incredibly brazen about the potential losses of particular AI labs to the point that I made it my mission to talk to as many people in the tech industry as humanly possible, in part because some who have suggested that I “don’t speak to people who work in the tech industry.”
In truth, I speak with tech workers every single day of the week, and they’re in fucking agony. 
If you are someone in the executive team of any major tech company, know that your employees are, for the most part, completely and utterly miserable. Your endless death march of “do as much AI as possible or we’ll fire you” and forcing them to use these tools day-in-day-out has radicalized them against you. Every day I hear from someone who is dealing with the wrath of a different Business Idiot who doesn't do anything other than demand more deliverables in a smaller timeframe with less people because you keep laying people off.
If you are a worker at a tech company, I fucking see you. I feel your pain. I hear your sadness. I am enraged and disgusted at the way you are being treated. Reach out to me at ezitron.76 on Signal with anything you’d like to share. I’ll protect your identity, listen to your stories, and if you share something with me that warrants publishing, I’ll make sure I do it justice by understanding the subject matter and reporting it in a way that it never gets back to you. 
I’ve done this again and again, and will continue to do so, because I love my sources, I treat them with dignity, respect and empathy, and they, like me, find the current state of the tech industry wretched, its leaders worthless, its road maps directionless and its works mediocre. 
Even if I don’t run with the story, I am here to listen, because I hate what you are going through. I feel your pain. So many of you truly love making good software and want to do good things in the world and feel impeded by the Business Idiots and mocked by the boosters who seem to care more about your bosses than anything to do with software or innovation. It sickens me what the industry has done to you and continues to do to you. You deserve better. 
I write this newsletter because I deeply enjoy writing and I deeply hate what is being done to the computer. I hate that many people like me are suffering at the hands of the scumbags and freaks birthed from the guts of McKinsey and various MBA programs. 
I don’t do this because of a short position. I don’t have one. I don’t hold any stocks, securities, or CFDs. 
I do it because it’s my job and because I give a shit. If it’s impossible to comprehend why somebody would do something without a short position, you need to think long and hard about why you bother waking up every morning. 
One of my sources has come forward and brought me a story that will possibly burst the AI bubble. The reason they brought this to me is that I’ve shown — and will continue to show — that I actually give a shit about this industry and the people in it. 
If you’re wondering what the story is, know that it’s the information I’ve wanted for years, delivered as I have always wanted it, and I will treat it with the reverence it deserves. Imagine what the worst possible thing for me to get would be and you’re probably close.
I expect it to be out in the next two weeks, and you’ll know exactly when it runs. There’ll be a podcast and a newsletter, and very likely follow-on coverage elsewhere. 
I can guarantee you it’ll be worth it, and you’ll be stunned by what I report. 

If you liked this piece, you should subscribe to my premium newsletter. It’s $70 a year, or $7 a month, and in return you get a weekly newsletter that’s usually anywhere from 10,000 to 18,000 words, including vast, detailed analyses of the biggest events and companies in the AI bubble. 
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						New Siri AI powered by Apple Intelligence. Expanded child safety features. And helpful updates all around.

						Coming later this year

						
							Video replay of today’s event will be available shortly.
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				Here’s what we announced.

				
				
					
						
							[image: Static of Siri AI in use in Dynamic Island in iPhone 17 Pro]
							
						

						
							All-new Siri AI. Truly helpful. Truly yours.

							Siri AI powered by Apple Intelligence is more helpful than ever, with richer answers, natural conversations, and a new, dedicated app.
Siri AI


Siri AI

apple.com · 190 points · Discussion


		
			
			
			
Apple reveals new AI architecture built around Google Gemini models


Apple reveals new AI architecture built around Google Gemini models

macrumors.com · 165 points · Discussion

Apple today announced a major overhaul of its Apple Intelligence platform, revealing a new architecture built on foundation models developed in collaboration with Google using the technologies behind the Gemini family.

[image: apple intelligence architecture]
The new architecture centers on Apple Foundation Models co-developed with Google, which Apple says are adapted to run both on-device and on servers through its existing Private Cloud Compute infrastructure. Apple described the collaboration as a "deep" one that it says unlocks what it called a "huge upgrade" for ‌Apple Intelligence‌, bringing state-of-the-art understanding and reasoning capabilities as well as multimodal support including image understanding and generation.

The upgraded models support new capabilities use cases, including realistic image creation, advanced photo editing, and visual question answering. Certain devices will receive a higher-power version of the model with additional capabilities including speech generation, improved dictation accuracy, and stronger natural language understanding, though Apple did not specify which devices qualify.

A new system orchestrator sits at the center of the revised architecture, coordinating ‌Apple Intelligence‌ features securely across Apple's platforms. Apple says the orchestrator allows the system to tailor its responses based on the active app and the user's current task, enabling what the company described as truly system-wide intelligence.

Apple used the announcement to frame its approach as a contrast to competitors it characterized as "racing forward" without regard for users. The company reiterated that ‌Apple Intelligence‌ relies on on-device processing and Private Cloud Compute, with a promise that user data is only used to execute the immediate request and is not accessible to Apple or third parties. Apple added that outside experts can verify those privacy guarantees "at any time."


Popular Stories
Google Maps for CarPlay Getting Gemini AI
Monday May 11, 2026 4:25 pm PDT by Juli Clover
The Google Maps app for CarPlay could soon include support for Gemini, based on code that MacRumors found in the Google Maps app.
Gemini integration would allow CarPlay users to get detailed directions and information from Gemini. Strings in the app suggest users will be able to tell Gemini to navigate to a specific location after agreeing to new Terms of Service in the iPhone version of the ...

Google Previews Android 17 With 'Gemini Intelligence' a Month Before Apple's iOS 27 Reveal
Tuesday May 12, 2026 12:21 pm PDT by Juli Clover
Google today previewed Android 17, the next version of Android that it is bringing to smartphones and other devices. Android 17 includes multiple new AI features, and it comes about a month ahead of when Apple plans to unveil iOS 27 with new AI capabilities.
Google is now calling the AI features on Android "Gemini Intelligence," branding similar to Apple Intelligence. Google said it is...

Google Makes It Easier to Share Files Between Android and iPhone
Tuesday May 12, 2026 2:48 pm PDT by Juli Clover
Google today said it is introducing updated file sharing features that will make it easier for Android users to send files to iPhone users.
Quick Share is already compatible with Apple's AirDrop feature on select Android devices, but Google says the feature will expand to Samsung, OPPO, OnePlus, Vivo, Xiaomi, and HONOR devices in 2026.
On Android devices that are not compatible with...
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Massachusetts lawmakers have voted to pass privacy protections that grant the state’s residents new rights over accessing and deleting their data held by big tech giants. The bill also bans companies from selling their users’ precise location data.


Lawmakers in the Massachusetts House passed the state’s Consumer Data Privacy Act in a unanimous 146-0 vote on Thursday, months after all of the Senate’s 40 lawmakers voted in favor of advancing its own bill in September. Now, the bills will be combined in the Senate, and sent to the state governor’s office, where it is expected to be signed into law. It’s not immediately clear when that will happen.








The move makes Massachusetts the latest U.S. state to push for stronger consumer privacy rights after years of documented abuses by the wider technology, advertising, and social media industries. While the United States does not have a nationwide privacy law, unlike many of the world’s major democracies, U.S. states have filled the void of legislation by bringing their own patchwork of privacy rules that apply to their states.


The bill, if passed into law, will apply to companies that handle or process the personal data of more than 100,000 consumers. It will largely affect medium-sized startups as well as Silicon Valley technology titans.


The law would block the sharing or sale of sensitive information without a user’s explicit consent. This data includes biometrics (such as health data, genetic information, and fingerprints), their precise geolocation data, and other markers about their religion, immigration status, and sexual orientation.


The collection and sale of people’s location data has been a major flashpoint in privacy debates for years. Data brokers have for years relied on app developers selling their users’ location data to repackage and sell it to anyone who can pay, including stalkers, governments, and militaries. In many cases, the government says it does not need a warrant to purchase data that’s commercially available on the open marketplace. 


The Biden administration came close to banning the sale of Americans’ sensitive data at the federal level, but the Trump government has since scrapped the change. 


By applying the location data ban to both residents and visitors, the Massachusetts law will effectively blanket-ban the sale of location data across the state. The bill is anticipated to have a broad effect on startups that collect, share, and sell location data in Massachusetts, as well as advertising companies that use location data to target people with ads.


According to local media WBUR and Massachusetts newspaper Lynn Journal, state lawmakers worked across party lines under the belief that privacy is a fundamental right to Massachusetts state residents.


The bill was generally praised by privacy groups and advocates.








Evan Greer, director of the Fight for the Future advocacy group, said the Massachusetts bill “took a major step toward cracking down on Big Tech’s surveillance abuses,” while the ACLU praised the landmark bill as positioning the state as a “leader in protecting personal privacy and curbing digital surveillance.”


When you purchase through links in our articles, we may earn a small commission. This doesn’t affect our editorial independence.

	
	
	
	

	

		Zack Whittaker is the security editor at TechCrunch. He also authors the weekly cybersecurity newsletter, this week in security. 


He can be reached via encrypted message at zackwhittaker.1337 on Signal. You can also contact him by email, or to verify outreach, at zack.whittaker@techcrunch.com. 
	



	
	
		View Bio 
	

	




Original: https://techcrunch.com/2026/06/08/massachusetts-votes-to-pass-new-privacy-rights-bill-that-bans-sale-of-precise-location-data/ · Discussion




1worldflag: A blue dot on a transparent background


1worldflag: A blue dot on a transparent background

1worldflag.com · 137 points · Discussion


            
            
            
            
                
                
                
                
                [image: 1worldflag]


unity 
across
borders


A symbol for our home the blue planet no matter 
where we live in. One possible way – One possible
flag design to show that we feel united with the 
whole earth and all its inhabitants.




a blue dot, 
the symbol For 
our home, 
the blue planet


In a world characterized by geographical, social and political differences, the One World Flag is a reminder that we all live on the same planet and have a common future. Flags usually symbolize nations, regions or groups, i.e. differences. The One World Flag, on the other hand, has a message for humanity: More unites us than divides us. 
The One World Flag does not want to replace the other flags, but to show that beyond the differences there is also unity. The One World Flag shows a blue sphere in the center, symbolizing our common home, the blue planet. The background of the flag is made of transparent material, which means that it always adapts to its surroundings.



A Loop 
around 
the world


For the seventh issue of the nomad magazine, we have 
send handcrafted One World Flags, made in Bavaria, to the 
readers as part of an established ambassador program. 
The readers can show their place on earth where they feel at 
home. After a few weeks they will receive an address from 
another reader, where the flag will be sent in an small envelope.


We were invited by the German NGO ARTHELPS in order to give workshops in Ukraine called "Flag Your ID."
Together, we explored the meaning behind flags — and how they can represent identity.
Each participant got to ask: What do I stand for? Who am I? What values shape me? And what would my own flag look like?
It turned into a powerful and personal experience — and into a workshop concept we are really proud of.
Contact us if you want us to give such an workshop in your local group, school, company or other places.


FLAG WORKSHOPS
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We are one


To most people on this planet it is common sense that we 
need unity. We believe that we have to unite as mankind in 
order to tackle the future challenges ahead of us. We are 
stronger together. But why do we need a world flag? 
We believe that one common symbol can help to create a 
sense of unity and belonging to all people. Through a world 
flag every citizen on this planet can display a sense of 
togetherness. Watch the video from Arthelps with 
reflections of unity out of the perspective of the space kid.
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Overview of
the exhibitions


In the past years we had the privilege to exhibit the topic of the One World Flag in different countries. School projects, group exhibitions, flag installations or even long term art projects. We have gathered a small collection of our exhibitions.
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Let’s make 
friends across 
the globe and 
create 
memories and 
stories of unity 
together.
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We were invited by the German NGO ARTHELPS in order to give workshops in Ukraine called "Flag Your ID."
Together, we explored the meaning behind flags — and how they can represent identity.
Each participant got to ask: What do I stand for? Who am I? What values shape me? And what would my own flag look like? It turned into a powerful and personal experience — and into a workshop concept we are really proud of. Contact us if you want us to give such an workshop in your local group, school, company or other places.
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In the past years we had the privilege to exhibit the topic of the One World Flag in different countries. School projects, group exhibitions, flag installations or even long term art projects. We have gathered a small collection of our exhibitions.
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LET’S MAKE FRIENDS ACROSS THE GLOBE AND CREATE MEMORIES AND STORIES OF UNITY TOGETHER.
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Welcome to all Camleers

We are back with another practical walkthrough for the newcomers of the OCaml
ecosystem. We understand from the feedback we have gathered over the years that
getting started with the OCaml Distribution can sometimes be perceived as
challenging at first. That's why we keep it in mind when planning each post -
to make your onboarding smoother and more approachable.

Case in point: today's topic, which came to us during the making of our latest
opam deep-dive: Opam 103: Bootstrapping a New OCaml Project with
opam.

It occured to us that we were assuming a level of familiarity with the
toolchain that we had never explicitly explained or clarified. We decided to
put together a short, practical guide for the newer developers, looking for
quick, on-the-fly tutorials for OCaml. 🛠️


A Camleer's basics: Dune
          

If you're new to OCaml, or any other programming language for that matter, the
first necessities you'll encounter are building, running, and
testing your code. Fortunately, there is a powerful build system called
dune that we can use. It is widespread and makes project setup and
compilation straightforward. Understanding how dune works is a key step
towards becoming productive in the OCaml ecosystem.

In this article, we’ll walk you through the essentials of using dune to
build libraries, executables, and tests, and to manage your
project structure. Whether you're writing your first OCaml program or
stepping into a new dune-based codebase, this guide will help you get up and
running quickly.


We strongly believe that starting from scratch is key when approaching a
brand new technical topic — and today's topic is no exception. Anyone who
has ever felt lost exploring a new codebase knows that minimal, toy examples
are often the best way to build intuition.
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Ressources
          

As said previously, this article was written in the context of the latest
Opam 103: Bootstrapping a New OCaml Project with
opam.
That article explained how an OCaml developer should go about structuring an
OCaml project when they intend to use it with opam.

The point of today's topic is to focus on the other defining parameter of the
structure of an OCaml project: your build system. The goal is to show how
the workflows of opam and dune fit together, while giving you a solid
introduction to the fundamentals of dune.

We're using the same toy
project
helloer as basis for this rundown. It's a simple, well-scoped example with a
structure that's idiomatic to both opam and dune, making it a great fit for
illustrating the fundamentals without unnecessary complexity.

Note that helloer was not created using dune init that we will introduce at
the end of this article. First, it's important to understand how Dune works
under the hood - so you know what it's generating for you, how to modify it
confidently, and how it fits into your overall build workflow.


Consider checking Dune's official reference
manual or
visiting the official OCaml Discuss forum
to reach out to the OCaml Community.




Project metadata and build specification files
          


dune-project
          

Let's first start with the dune-project file since every Dune-driven
project should have one at its root.

This file is the entry point for your project and its contents are its
metadata — which Dune uses to understand how your project is structured.

Said metadata includes things like:


	the version of dune you're using;


	important URLs for your projects lifecycles;


	optional settings like dependencies licensing, documentation;


	and even configuration for automatic opam file generation.
More on that in Opam
103.




This information not only guides Dune, but also helps tools like opam
understand how to build, distribute, and document your project.

$ cat dune-project
(lang dune 3.15)
(package (name helloer))

(cram enable)


Note: The first line must be (lang dune X.Y) - with no comments or extra
whitespace. This line determines which features and syntax dune will recognize.


NB: You will find all complementary information in the official
docs
👈.




dune file
          

A dune file is a build specification file that tells Dune how to compile
the OCaml code within a specific directory.

Usually there's one dune file per subdirectory, with the description of
what's there - library, executable, or some tests. Since our toy helloer
project is flat in structure, we’ll place this file at the root of the
project.

$ cat dune
(library
 (name helloer_lib)
 (modules helloer_lib)
)

(executable
 (public_name helloer)
 (name helloer)
 (libraries cmdliner helloer_lib)
 (modules helloer)
)

(test
 (name test)
 (libraries alcotest helloer_lib)
 (modules test)
)


In effect, this tells dune:


	how to build the OCaml files in that directory;


	how libraries, executables, and test targets are defined.





Key stanzas
          

In the context of Dune, a
stanza
is just a fancy word for a block of configuration. It tells the build
system what kind of artifact you want to define — be it a library, an
executable, a test, a documentation alias, or even an installable binary. Each
stanza lives inside a dune file and follows a structured, declarative syntax.

They’re usually grouped by purpose, and each type comes with its own expected
fields. Each of these stanzas deserves a deeper dive, but here's a quick overview to
get you started.


library stanza
          

(library
 (name helloer_lib)
 (modules helloer_lib)
)



A library stanza tells Dune how to compile a set of modules into a
reusable package.



Purpose of this stanza:


	defines a library named helloer_lib;


	which will be built from the module helloer_lib.ml (by default, each .ml
file defines a module with the same name);


	and only the exposed modules should be listed here - that is, the modules
that are meant to be part of the library's public API and usable by other
parts of the project or by external code.




OCaml module names should match the filename, so helloer_lib.ml is expected
to exist in this directory.


executable stanza
          

(executable
 (public_name helloer)
 (name helloer)
 (libraries cmdliner helloer_lib)
 (modules helloer)
)



An executable stanza explains how to bundle up some code into a runnable
binary.



Purposes:


	name: builds an executable named helloer;


	needs libraries: external cmdliner (for CLI parsing) and internal helloer_lib (our own library);


	public_name helloer: this makes the executable available publicly. It is
used for dune install helloer in the opam file for instance.





You can learn about how to find and install cmdliner in opam in the
latest Opam 103
blogpost,
you'll find a simple
breakdown
of opam files there too .




test stanza
          

(test
 (name test)
 (libraries alcotest helloer_lib)
 (modules test)
)


What it does:


	declares a test target named test, defined in the file test.ml. A test
stanza registers the executable as part of the runtest rule alias, meaning
it will be compiled and run automatically when you invoke dune runtest (or
its alias dune test);


	uses the alcotest testing library;


	also uses helloer_lib to test its functionality.






Now your project is setup and structured. Next, let’s see how to build it.


Build and run your project
          


dune build
          

As you can see below, the dune build @all command will build all targets
defined in your dune files, it's the default behaviour of the dune build
command.

$ tree
.
├── dune
├── dune-project
├── helloer_lib.ml
├── helloer.ml
├── helloer.opam
└── test.ml
$ dune build @all

$ tree -L 2
.
├── _build
│   ├── default
│   │   ├── helloer.exe      // executable in its build dir
│   │   ├── helloer_lib.cmxs // built library
│   │   ├── test.exe         // test executable
│   │   └── [...]
│   ├── install
│   └── log
├── dune
├── dune-project
├── helloer_lib.ml
├── helloer.ml
├── helloer.opam
└── test.ml


Explanation:


	@all is an alias that includes all buildable targets defined in your dune
files: executables, libraries, tests, docs, etc;


	it is useful for doing a full build to ensure everything compiles.




You can also use custom aliases (like @doc, @runtest, etc.), or
define your own in your dune files.


dune build @doc
          

Once your code builds and your project has a proper dune-project file, you
can generate documentation using:

$ dune build @doc


What it does:


	uses odoc behind the scenes to build API docs from your OCaml code. This
implies that installing odoc is mandatory to benefit from this feature, a
simple opam install odoc will do just fine;


	builds HTML files in _build/default/_doc/_html/.




Make sure your dune-project file includes a (package ...) stanza, and that
your libraries are properly documented using OCaml comments (** your comment *).

You can see generate the doc for the toy project
here


NB: You will find all complementary information in the official
docs 👈.



After building, you can view the generated docs:

$ open _build/default/_doc/_html/index.html


This is great for checking your module interfaces or publishing documentation
online.


dune exec --
          

This command is used to run executables defined in your project.

So, something like:

$ dune exec -- ./helloer.exe
Hello OCamlers!!                   
$ dune exec -- ./helloer.exe --gentle
Welcome my dear OCamlers.          


This tells dune to build the executable if necessary, then run it. The --
separates the dune options from the executable and its arguments. The first
item after -- is the executable to run

This can be:


	A relative path to a built target, so: dune exec -- ./path/to/executable


	A public name of an installed executable, meaning: dune exec -- ./helloer.




All additional arguments after the executable name (like --gentle) are passed
to the executable itself.

Essentially, dune exec -- COMMAND behaves the same way as calling dune install first and then COMMAND sequentially.


NB: If you'd like to copy the executable to your project root (outside
_build/), you can add (promote (until-clean)) to your executable stanza.





Great, our little project builds and runs smoothly, now onto testing it.


Test your project with Dune
          

In our helloer project, we use the alcotest library on our internal
helloer_lib. This is quite standard. However testing the executable itself
can be done without depending on an external tool with the help of cram
tests.


Cram tests
          

Dune supports a special kind of test called a cram test, inspired by the
original Cram, which checks that command-line
examples produce the expected output.

The "expected output" is the shell-session itself and whatever your
executable prints, during its test run for that specific call, is checked
against it.

To create a cram test, you just write a .t file that contains a succession of
shell-like sessions separated by empty newlines like so:

$ helloer
Hello OCamlers!!

$ helloer --gentle
Welcome my dear OCamlers.


How it works:


	it runs the commands in .t files;


	it compares what is printed to stdout by our binary to the expected output
written in the cram file;


	fails if the outputs differ. However, you can use dune promote whenever you
wish to replace all the failed tests with the new output, which will most
often happen when you make changes to your binary's printing to stdout.




You can test it here.


dune runtest
          

You can run all your tests using:

$ dune runtest



	it builds test targets defined in your project;


	it looks for files ending in .t or .ml files marked as tests;


	it executes the tests, often using expect style testing (like ppx_expect or alcotest).




It's quite straightforward: if you have an inline_tests stanza or an
expect test, it will run them and tell you if anything failed.

For example, a valid cram test will output something like:

$ dune runtest
Testing `Tests'.                 
This run has ID `N39NJ5ZE'.

  [OK]          messages          0   normal.
  [OK]          messages          1   gentle.

Full test results in `~/ocamler/dev/helloer/_build/default/_build/_tests/Tests'.
Test Successful in 0.000s. 2 tests run.


However, if one of these tests were to fail, you would see something like:

$ dune runtest
File "test.t", line 1, characters 0-0:
diff --git a/_build/.sandbox/e6d6dcfb864b62e42104889af2a44f23/default/test.t b/_build/.sandbox/e6d6dcfb864b62e42104889af2a44f23/default/test.t.corrected
index f79b63c..70c7a17 100644
--- a/_build/.sandbox/e6d6dcfb864b62e42104889af2a44f23/default/test.t
+++ b/_build/.sandbox/e6d6dcfb864b62e42104889af2a44f23/default/test.t.corrected
@@ -3,7 +3,7 @@ Default behaviour
   Hello OCamlers!!
 Gentle behaviour
   $ helloer --gentle
-  Welcome my deer OCamlers.
+  Welcome my dear OCamlers.
 Unknown behaviour
   $ helloer --unknown
   helloer: unknown option '--unknown'.
File "dune", line 16, characters 7-11:       
16 |  (name test)
            ^^^^
Testing `Tests'.
This run has ID `1OS0H3WP'.

  [OK]          messages          0   normal.
> [FAIL]        messages          1   gentle.

┌──────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────┐
│ [FAIL]        messages          1   gentle.                                                                                              │
└──────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────┘
ASSERT same string
FAIL same string

   Expected: `"Welcome my deer OCamlers."'
   Received: `"Welcome my dear OCamlers."'

Raised at Alcotest_engine__Test.check in file "src/alcotest-engine/test.ml", lines 216-226, characters 4-19
Called from Alcotest_engine__Core.Make.protect_test.(fun) in file "src/alcotest-engine/core.ml", line 186, characters 17-23
Called from Alcotest_engine__Monad.Identity.catch in file "src/alcotest-engine/monad.ml", line 24, characters 31-35

Logs saved to `~/ocamler/dev/helloer/_build/default/_build/_tests/Tests/messages.001.output'.
 ──────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────────

Full test results in `~/ocamler/dev/helloer/_build/default/_build/_tests/Tests'.
1 failure! in 0.000s. 2 tests run.




At this point in the development process, we can assume that you know how to
use the most basic dune command-lines to make your OCaml projects a
reality!

Now that we’ve explored how Dune works at a foundational level — writing
stanzas by hand, managing libraries and executables, building, running, testing
— you’re probably starting to see patterns. These project ingredients don’t
change much from one small OCaml project to the next. That’s exactly where dune init comes in.


Scaffolding with dune init
          

dune init is the starting point for creating a new OCaml project using Dune.
It scaffolds a working directory structure and sets up the essential files
you’ll need.

Rather than writing every file from scratch, Dune offers a command-line
scaffolding tool that sets up a complete, minimal project for you — so you can
jump straight to writing code with a solid structure already in place.

This means the following command is all you need to scaffold a basic project:

$ dune init project helloer


What it does:


	creates a new directory helloer with a working OCaml project inside;


	sets up the dune-project file;


	adds sample source files and their associated dune build files.




The structure you'll get looks like this:

$ tree
helloer/
├── bin/
│   ├── dune
│   └── main.ml
├── dune-project
├── lib
│   ├── dune
├── test
│    ├── dune
│    ├── test_helloer.ml
└── [...]


From here, you can build on this template by adding libraries, tests, and more.


If your project is only a library or binary, you can use the other project
template with dune init lib helloer or dune init exec helloer.



Sharp-eyed readers may notice differences between our toy project and the
layout generated by dune init.

You can see the end result in this
branch.


Conclusion
          

Indeed, you should be comfortable with the basic building blocks of a
dune-based OCaml project: from initializing it, defining libraries and
executables, to running it and writing tests, and even generating
documentation. dune takes care of a lot of the heavy lifting, letting you
focus on writing code rather than fiddling with build scripts. As you grow more
confident with OCaml and Dune, you’ll discover even more powerful features—but
for now, you’re well-equipped to start building real-world OCaml applications.




About OCamlPro:

OCamlPro is a R&D lab founded in 2011, with the mission to help industrial users benefit from experts with a state-of-the-art knowledge of programming languages theory and practice.


	We provide audit, support, custom developer tools and training for both the most modern languages, such as Rust, Wasm and OCaml, and for legacy languages, such as COBOL or even home-made domain-specific languages;


	We design, create and implement software with great added-value for our clients. High complexity is not a problem for our PhD-level experts. For example, we helped the French Income Tax Administration re-adapt and improve their internally kept M language, we designed a DSL to model and express revenue streams in the Cinema Industry, codename Niagara, and we also developed the prototype of the Tezos proof-of-stake blockchain from 2014 to 2018.


	We have a long history of creating open-source projects, such as the Opam package manager, the LearnOCaml web platform, and contributing to other ones, such as the Flambda optimizing compiler, or the GnuCOBOL compiler.


	We are also experts of Formal Methods, developing tools such as our SMT Solver Alt-Ergo (check our Alt-Ergo Users' Club) and using them to prove safety or security properties of programs.




Please reach out, we'll be delighted to discuss your challenges: contact@ocamlpro.com or book a quick discussion.




      



Original: https://ocamlpro.com/blog/2025_07_29_ocaml_onboarding_introduction_to_dune/ · Discussion
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The initiative in brief
At the end of 2025, approximately 9.1 million people were living in Switzerland. Since the introduction of the free movement of persons in 2002, the population has grown by around 1.7 million. This is mainly due to immigration. The number of people immigrating depends primarily on the labour market. When the economy is strong, companies struggle to find enough workers within Switzerland. Companies, as well as public institutions like hospitals and care homes, often recruit the skilled workers they need from the EU.
The ‘No to a Switzerland with 10 million! (Sustainability Initiative)’ calls for a cap on the permanent resident population: Switzerland’s population must remain below 10 million until 2050. If the permanent resident population exceeds 9.5 million before 2050, the Federal Council and Parliament will need to take measures, particularly in the areas of asylum and family reunification. The Federal Council would also need to invoke or negotiate exemptions and safeguard clauses in international agreements that contribute to population growth. If the 10-million threshold is exceeded, Switzerland would have to terminate these agreements, including the one with the EU on the free movement of persons after two years. This would also render the other agreements under Bilateral Agreements I null and void. Switzerland’s participation in the EU’s Schengen and Dublin agreements would also be called into question, thereby jeopardising close cooperation in the areas of security and asylum.
Federal Council explanations
On the German, French, Italian and Romansh pages, the official explanations of the Federal Council are available in PDF format.
Good to know
	





Original: https://www.admin.ch/en/sustainability-initiative · Discussion
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        foodwatch laboratory tests reveal the presence of pesticide residues in everyday foods — including substances not approved in the EU. The European Commission must stop the “toxic pesticides boomerang”.

    



                            
                            



        Pesticides that are not approved for use or sale in the EU have been found in everyday food products such as rice, tea and spices. New laboratory tests on 64 products from the Netherlands, France, Austria and Germany detected residues of multiple pesticides — including substances no longer approved in the EU.
 Although these chemicals are not allowed on the EU market, they can still be exported from European Member States to third countries. From there, they can return to Europe as residues in imported food — a “toxic pesticides boomerang” that puts consumers at risk.
 foodwatch report with all test results

    





        64 products tested — 45 contained non-approved pesticide residues 
 The laboratory tests covered rice grain, paprika powder, different types of tea, cumin seeds and curry powder.
 The results are alarming:
  	49 products contained residues of one or more pesticides. 
 	45 products contained residues of pesticides not approved in the EU. 
 	14 samples contained residues above the legally allowed limit and should therefore not be on the market. 
 	All tested paprika powder, chili and cumin samples contained residues of non-approved pesticides. 
 	One paprika powder sample contained 22 different pesticides, including six not approved in the EU. 
 
Frequently detected non-approved pesticides included Chlorfenapyr, Bifenthrin, Spirotetramat, Clothianidin, Thiametoxam, Imadacloprid and Isoprothiolane.
 According to official data from the European Chemicals Agency, six of these pesticides were exported from European Member States to third countries in 2024–2025.

    


    
    
    

    
                    
                        Stand for food safety: stop the omnibus

                    

                    
                        Brussels wants to fast-track a mega-bundle of food safety rollbacks — weakening pesticide safety reviews, residue limits, and import controls. Ten laws at once, in a very short period, means reduced protection without proper scrutiny. Tell Members of the European Parliament: stand up for food safety!
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Are you expected to run five Python type-checkers now?

pyrefly.org · 114 points · Discussion

Mypy, Pyrefly, Pyright, ty, Zuban, and possibly more that will come in the future... how are library maintainers expected to cope?

TL;DR: Prioritise running as many type-checkers as possible on your test suite. Run at least one on your source code.

The type checking that matters most (and why you've probably got it backwards)​

If you only read one section of this blog post, please make it this one. Because this is where a lot of packages get it wrong. It's common to see packages run type checkers on their source code and to leave their tests untyped. That approach has it backwards.

Suppose you maintain a Python package. As a hypothetical user of your code, I don't particularly care about your internal development practices. Whether you use ruff format or black, how you sort your imports, whether you use pytest or unittest, none of this affects me. What I do care about is your public API and my experience interacting with it.

When you run a type-checker on your internal source code, you're mostly testing your internal logic. You can do that with whichever type checker you prefer, that's your choice. Which type-checker your users use, on the other hand, isn't.

By running as many type-checkers as possible over your test suite, you ensure that your package's public API works well for as many of your users as possible.

The Polars story​

Polars is a modern dataframe library which, since its launch in 2020, has been taking the data science world by storm. As a heavy user of the library, I was very interested in making its developer experience even better. If Polars' types are accurate, then as a user I get better auto-complete, documentation, and protection from certain classes of bugs. What would it take to add Pyrefly to Polars' continuous integration jobs?

I started investigating this, and quickly ran into some roadblocks. Pyrefly is generally stricter than mypy, so it required rewriting parts of the codebase or adding more explicit type annotations when instantiating variables. Furthermore, I encountered some bugs in Pyrefly, and encouragingly enough, fixes for the vast majority of them were shipped with the highly anticipated v1 release. I think it was worth it, especially as it uncovered a medium-priority bug, but I did have to ask myself whether going through this for another three type-checkers would be.

To illustrate this point, let's look at the function DataType.__eq__. In Python, any method __eq__ is expected to return bool, and if it doesn't, then we need to explicitly tell type-checkers to ignore the type error. This function in Polars can also return different types depending on the inputs, thus requiring overloads. To get this function to satisfy all of mypy, Pyrefly, and ty, we need to write:

    @overload  # type: ignore[override]
    def __eq__(  # pyrefly: ignore[bad-override]
        self, other: pl.DataTypeExpr
    ) -> pl.Expr: ...

    @overload
    def __eq__(self, other: PolarsDataType) -> bool: ...

    def __eq__(self, other: pl.DataTypeExpr | PolarsDataType) -> pl.Expr | bool:  # ty: ignore[invalid-method-override]  # pyright: ignore[reportIncompatibleMethodOverride]



Wow, that's 4 different type-ignore comments for just 7 lines of code! You can see how a codebase quickly becomes polluted with such comments, or with workarounds to deal with different type-checkers' quirks. I don't think any library maintainer wants a codebase that looks like that. Surely there's a better way?

Instead of putting all your internals through multiple type-checkers, why not start by testing that all major type-checkers can be used with your library's public API? That's much more useful, so it's easier to justify spending time on it. But it's also easier, because you're just ensuring that, if your library gets used as-intended, then there are no type errors. In the case of DataType.__eq__, there's a test for it that looks like this:

DTYPE_TEMPORAL_UNITS: Final[frozenset[TimeUnit]] = frozenset(["ns", "us", "ms"])

def test_dtype_time_units() -> None:
    # check (in)equality behaviour of temporal types that take units
    for time_unit in DTYPE_TEMPORAL_UNITS:
        assert pl.Datetime == pl.Datetime(time_unit)
        assert pl.Duration == pl.Duration(time_unit)

        assert pl.Datetime(time_unit) == pl.Datetime
        assert pl.Duration(time_unit) == pl.Duration



What's pleasing to see is that mypy, Pyrefly, Pyright, ty, Zuban all type-check this fine without reporting any errors! So even though the type-checkers disagree a bit on how the implementation should be written, they all agree about the effects on the public API. And that's what your users care about!

Getting Pyrefly to run on the whole Polars test suite was relatively painless, you can check out the PR to verify this. To ease Polars' own internal development, we've also been exploring using Pyrefly on their source code, though that is a larger effort and is being tackled incrementally.

What about my source code? Why are there so many type checkers anyway?​

The typing spec outlines a standard set of rules that type checkers are expected to adhere to. There are aspects of it that are a bit hazy, however, such as in cases where users under-specify typing information. In those cases, different type checkers make different design decisions:


	Some choose to be as strict as possible, emitting false-positives if necessary, but doing as much as possible to guard you from potential bugs.

	Others are more lenient and allow you to add type information to your codebase more gradually.



When it comes to type-checking your source code, it's good to ask yourself where on the strict vs lenient spectrum you want to be. Pyrefly is not only strict (though this can be configured), but also fast and conformant, making it an excellent choice. If you try it out on your projects and run into any issues, please report them so that both you and all its other users can benefit from fixes!

The bottom line​

There are 5 Python type-checkers which get attention these days: mypy, Pyrefly, Pyright, ty, Zuban. Library maintainers may rightfully feel like running all 5 of them over their source code is too much maintenance effort and requires polluting their code with too many type-ignore comments. We have made the case that such effort would be better spent by running multiple type-checkers over their tests instead, as that will test how well the library can be type-checked when users interact with it.




Original: https://pyrefly.org/blog/too-many-type-checkers/ · Discussion
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                        TI-84 Plus OS — Reverse-engineering notes: system overview

Target: ti84plus.rom (1 MiB flash dump). OS self-identifies as 2.55MP. CPU: Zilog Z80 (16-bit address bus, 64 KiB logical space) with hardware flash/RAM paging. Ghidra project: ti84.gpr (rebuild: tools/build.sh).


Confidence is flagged: [confirmed] = verified in disassembly/decompiler; [standard] = matches documented TI-83+/84+ architecture and is consistent with the disassembly; [hypothesis] = inferred, not yet verified.



The big picture

The TI-84+ is a Z80 machine that can only see 64 KiB at once, but has 1 MiB of flash and 128 KiB of RAM. It bridges that gap with a 4-slot paging scheme and a system-call (“bcall”) mechanism that lets code on one 16 KiB flash page call routines on any other page. The OS is a single-tasking monitor: a boot/kernel core on flash page 0 (always mapped low), a large body of OS routines spread across the other flash pages and reached via bcalls, and a fixed RAM region holding the system state (flags, floating-point registers, display buffers, the variable table).

Everything the user interacts with — the homescreen, TI-BASIC programs, graphing, the catalog — is built on four pillars:


	Paging + bcalls — how code and data beyond 64 KiB are reached. (see 02-paging.md, 03-bcall-mechanism.md)

	The floating-point engine — 9-byte BCD reals/complex in the OP1–OP6 registers; all math flows through these. (06-floating-point.md)

	The variable system (VAT) — named objects (reals, lists, matrices, strings, programs, appvars…) catalogued in the Variable Allocation Table. (05-variables-vat.md)

	The tokenizer/parser — TI-BASIC is stored as 1- and 2-byte tokens; the parser executes them. (07-tokenizer-basic.md)



Around those sit the I/O subsystems: the IM1 interrupt that drives timing/APD/cursor/ON-key (04-interrupts.md), the LCD driver, the keypad scanner, and the link port.

Subsystem index

Each row maps a documentation page to the subsystem it covers and its analysis status.




	Doc	Subsystem



	01-memory-map.md	Address space, ports, RAM layout

	02-paging.md	Flash/RAM banking (ports 6/7)

	03-bcall-mechanism.md	rst 28h system calls + jump table

	04-interrupts.md	IM1 ISR, timers, APD, ON key

	05-variables-vat.md	Variable Allocation Table, object types

	06-floating-point.md	BCD float format, OP registers

	07-tokenizer-basic.md	Token tables, parser/interpreter

	08-display-lcd.md	LCD ports, screen buffers

	09-keyboard-link.md	Keypad scan, link protocol

	10-subsystem-map.md	bcall API surface, system through-line

	11-boot-contexts-errors.md	Boot, context system, _JError/onSP

	12-memory-management.md	RAM heap, VAT/userMem, Flash archive/GC

	13-flash-page-map.md	What each of the 64 flash pages contains

	14-ram-pages.md	RAM page selectors, page 83, and restore rules

	99-open-questions.md	Prioritized future-work roadmap

	sub-calculation.md	Calculation engine: FP ops, transcendentals, formatting, errors

	sub-graphing.md	Graphing: window vars, coord↔pixel, draw primitives, Y= eval

	sub-tibasic.md	TI-BASIC: program execution, control flow, I/O commands

	sub-tibasic-tracing.md	TI-BASIC fixture traces, smoke runner, coverage anchors

	sub-vat-archive.md	Variables, Sto/Rcl, Archive/Unarchive, Flash GC

	sub-apps-mem-settings.md	Apps find/launch, RAM-reset, MODE/format flags

	sub-statistics.md	STAT: 1/2-var, regressions, statVars

	sub-matrix-list.md	Matrix/list element access, Gauss-Jordan inverse/det, matmul

	sub-solver-numeric.md	Solver root-finder, nDeriv/fnInt, TVM finance

	sub-table-yvars.md	TABLE generation/cache, Y= equation vars

	sub-equation-display.md	Equation display / MathPrint layout (page 0x39 eqdisp_*)

	sub-link-transfer.md	Link protocol: byte/packet/var-transfer (page 0x3C)

	sub-usb-asic.md	USB ASIC/link-assist ports and OS transport selection






(The sub-* docs are deep dives covering user-facing functionality and I/O internals: calculation, graphing, TI-BASIC, VAT/archive, apps, stats, matrices, solver, table, equation display, link, and USB/link assist.)

New to these notes? Start with Conventions & Methodology (how to read the addresses and confidence flags) and the Glossary; the bcall Index is the full alphabetical system-call reference.

The main 0x4xxx bcall table and the retail boot bcall table (0x8xxx, from the local complete ROM) both carry TI-OS types. Most boot bcall bodies are on page 3F; USB boot routines such as _AttemptUSBOSReceive, _ReceiveOS_USB, _InitUSB, and _KillUSB are on page 2F. Rebuild: tools/build.sh.
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mijndertstuij.nl · 90 points · Discussion



Update: a reader sent some great pushback on how I measured "fast" here, and on a couple of my recommendations. I wrote a follow-up on benchmarking shells properly and where this post falls short.



Practically all of my work happens inside a terminal. Git, kubectl, tmux, ssh'ing into a server, open practically the entire day. Something I use that much has to be fast. Any lag in opening a new tab, typing a character or hitting tab for a completion is something I feel hundreds of times a day. It's death by a thousand cuts.

My shell starts in about 30 milliseconds:

$ for i in {1..5}; do /usr/bin/time zsh -i -c exit; done
0.03 real  0.02 user  0.01 sys
0.03 real  0.02 user  0.01 sys
...

That's a fully loaded interactive shell with completions, syntax highlighting, autosuggestions, fzf and direnv, in less time than a single frame at 30fps. A new tab is instant. There was never some big optimization project behind this either; I've just always kept my shell minimal and fast and over the years that turned into a habit. Here's how I go about it, and all of it can be found in my dotfiles.

No framework

The single biggest win is what's not there: no oh-my-zsh, no prezto or plugin manager. I've honestly never understood the appeal of these frameworks. People install oh-my-zsh with its hundreds of plugins and themes, end up using maybe 5% of what it offers, and then pay (with their time and compute resources) for the other 95% every single time they open a shell. And plugin managers add their own overhead on top of that.

I use exactly three plugins, git-cloned once by my install script and sourced from .zshrc:

source ~/.zsh/fzf-tab/fzf-tab.plugin.zsh
source ~/.zsh/zsh-autosuggestions/zsh-autosuggestions.zsh
source ~/.zsh/zsh-syntax-highlighting/zsh-syntax-highlighting.zsh

There's no plugin manager doing dependency resolution at startup, and a source of a file that's already on disk is practically free.

Caching completions

compinit is one of the most expensive things in a typical .zshrc. By default it does a security audit of every completion file, every single time you open a shell. The fix is to only do the full run if the cache (.zcompdump) is older than 24 hours, and otherwise skip the check with -C:

autoload -Uz compinit
if [[ -n ~/.zcompdump(#qNmh-24) ]]; then
  compinit -C
else
  compinit
fi

That glob qualifier (#qNmh-24) reads as "exists and was modified within the last 24 hours". So one full compinit per day, and cached reads the rest of the time.

Lazy-loading

nvm is probably the most notorious shell startup killer out there; sourcing it eagerly can easily add half a second. But I don't need nvm in every shell, I need it when I type nvm. So I wrap it in a function that replaces itself on first use:

export NVM_DIR="$HOME/.nvm"
nvm() {
  unset -f nvm
  [ -s "/opt/homebrew/opt/nvm/nvm.sh" ] && \. "/opt/homebrew/opt/nvm/nvm.sh" --no-use
  [ -s "/opt/homebrew/opt/nvm/etc/bash_completion.d/nvm" ] && \. "/opt/homebrew/opt/nvm/etc/bash_completion.d/nvm"
  nvm "$@"
}

The first nvm call deletes the stub, sources the real thing (with --no-use so it doesn't resolve a node version either), and forwards the arguments.

Same idea for kubectl completions, which shell out to the kubectl binary to generate the completion script. I only load them after the first time I actually run kubectl:

kubectl() {
    command kubectl "$@"
    local ret=$?
    if [[ -z $KUBECTL_COMPLETE ]]; then
        source <(command kubectl completion zsh)
        KUBECTL_COMPLETE=1
    fi
    return $ret
}

This pattern works for a lot of things: anything that tells you to put eval "$(tool init zsh)" in your .zshrc is a candidate for lazy loading, because each of those forks a process and evaluates its output at startup. I keep direnv and fzf eager because they're fast and I use them constantly. Be strict about what you actually use a lot.

A non-blocking prompt

A prompt that runs git status synchronously will lag in any decently sized repo. That's the kind of lag you feel on every single Enter press, which is arguably worse than a slow startup. I use pure, which renders the prompt immediately and fills in the git info asynchronously when it's ready. I briefly tried replacing it with zsh's built-in vcs_info, but pure's async behavior is just... better. You can do async git status in your own prompt as well, but pure wraps it rather nicely for my use-case.

The terminal itself

Shell startup is only half the story, because the emulator adds its own input latency. I use Ghostty, which is GPU-accelerated and native, and my config is just seven lines long. Combined with a tmux new -A -s main alias (t), a fresh terminal window drops me right back into my existing session.

Measuring your own shell performance

You don't have to take my word for any of this, you can measure where the time goes in your own terminal. There are three kinds of lag to look for: startup time, prompt lag, and input latency.

Run this a few times (the first run is always slower because of cold caches):

time zsh -i -c exit

I think anything under 100ms is fine, and under 50ms is great. If you're seeing 500ms or more you have some work to do.

For proper statistics, use hyperfine:

hyperfine --warmup 3 'zsh -i -c exit'

Zsh also ships with a profiler. Put this at the very top of your .zshrc:

zmodload zsh/zprof

and this at the very bottom:

zprof

Open a new shell and you get a sorted table of exactly where the time went. The top entries are usually compinit, an nvm.sh source, or some eval "$(...)". Fix the top one, re-run, repeat. Remove both lines when you're done.

If zprof isn't granular enough, you can trace the whole startup with timestamps:

zsh -ixc exit 2>&1 | ts -i '%.s' | sort -rn | head -20


Or set PS4='+%D{%s.%6.}: ' and run zsh -ixc exit 2> startup.log, then look for the big jumps between lines.

Startup can be fast while every prompt redraw is slow. cd into your biggest git repo and press Enter; if there's a delay before the next prompt appears, your prompt is doing synchronous work slowing it down. You can either switch to using an async prompt, or opt to strip out the Git functionality.

Wrapping up

Most of these optimizations are about leaving stuff out. It's about being intentional and only adding things you're going to use. Every one of the dozens of sessions I open per day is instant, and my terminal feels like an extension of my brain instead of an application I'm waiting on. For a tool I use the entire day that's non-negotiable for me.

All of the above lives in my dotfiles repo if you want to steal anything.
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Stop writing browser automation

Describe what you need. Intuned Agent builds production-ready Playwright code, deploys it, and fixes it when sites change. You get the reliability of code without writing it yourself.

The AI agent that builds,updates, and fixes automations
Describe what you need. The agent builds it, fixes it, and keeps it running.

Build any automation
Describe what you need — a scraper, RPA workflow, crawler, or any automation — and the agent builds it as production-ready code.

Edit project
Describe the change. The agent edits the code, validates against the live site, and delivers a diff you can review.

apple-careers
Jobsjobs.apple.com

Deployed

What would you like to edit?

Update this to get only US Jobs



Fix with AI
One click from a failed run. The agent reads the error, analyzes traces, and writes a fix.


Infrastructure that just works
Everything you need to run browser automations in production. Built in, not bolted on.

Built-in authentication
Write create.ts and check.ts (or .py), we handle the rest—validating, reusing, and recreating sessions automatically.

Anti-detection suite
Stealth mode, automatic captcha solving, and proxy support built in. Run automations without getting blocked.


CLI
Local development with full control. CI/CD ready, team collaboration, version control.

Observability
Full logs, traces, and session recordings for every run. See what happened and why.


Runs
Single execution via API. Set max concurrent requests, we queue the rest. Built for RPA and integrations.

Jobs
Scheduled, batched execution. Control how many machines to run on. Built for scrapers and crawlers.


Hear from our users

Latest news

starter
Default Intuned project template for browser automation Github


starterintuned-browser-sdkTypeScript

starter auth
Default AuthSession Intuned project template for browser automation Github


starterintuned-browser-sdkauth-sessionsTypeScript

auth with email otp
Authentication example using email-based OTP verification with Resend Github


auth-sessions2faTypeScript

auth with secret otp
Authentication example using secret-based OTP verification Github


auth-sessions2faTypeScript

browser sdk showcase
Showcase of Intuned Browser SDK helper functions for common automation tasks Github


intuned-browser-sdkTypeScript

captcha solving auth
E-commerce scraper with captcha solving and auth sessions Github


captchaauth-sessionsTypeScript


Get started now with Intuned
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I’ve recently rediscovered Thunderbird, but it has developed a bug, apparently because of recent XDG changes which added a new type of projects directory. The bug means that any time I start Thunderbird, it creates a directory ~/thunderbird.



    
      
          [image: I suppose I should be glad it’s in lowercase]
      
      I suppose I should be glad it’s in lowercase
    



The directory is useless. It remains empty, and Thunderbird already uses an old-style ~/.thunderbird for configuration and data, instead of respectively under the standard ~/.config/ and ~/.local/share/.


I don’t have the time to build the knowledge to fix this bug. I am, however, on record for finding applications that make directories in my home, intended or not, impolite and inconsiderate, so this will not stand.


In the rest of this post I will use the fish(1) shell as well as systemd(1), so if you use different tools, adjust
as needed.


~/.local/bin/watch-thunderbird-dir.fish:


    
#!/usr/bin/fish
inotifywait -m -e create ~/. | while read FILE
  echo $FILE
  if test -d 'thunderbird';
    rmdir 'thunderbird';
  end
end




The above will watch my home directory. Whenever a directory called “thunderbird“ is created, it is immediately removed. But I don’t want to run it by hand and have an open terminal all the time, so I create a systemd user service:


~/.config/systemd/user/watch-thunderbird-dir.service:


    
[Unit]
Description=Watch and remove thunderbird directory
After=network.target

[Service]
Type=simple
ExecStart=/home/me/.local/bin/watch-thunderbird-dir.fish
Restart=always
RestartSec=2

[Install]
WantedBy=default.target




Systemd user services need absolute paths, so adjust “me” with your username and start and enable the service:


    
$ chmod +x ~/.local/bin/watch-thunderbird-dir.fish
$ systemctl --user daemon-reload
$ systemctl --user enable --now watch-thunderbird-dir.service



If we don’t forget to remove all this once Thunderbird have found time to solve the actual bug, the hack described here will do nicely.
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          A human body is built from 30 trillion cells — excluding microbes — that each
          arise from a lone, fertilized egg. These cells come in a multiplicity of shapes and sizes,
          with internal volumes spanning five orders of magnitude. The smallest human cell, a sperm,
          has a volume of just
          30 µm³,
          whereas an oocyte has a volume of
          4,000,000 µm³,
          making it the largest cell in the human body.1
        


        
          What accounts for this huge range? A simplistic answer is that evolution has made each cell
          the size best suited to its function. Maybe sperm are small because the body needs to make
          many of them, and tiny cells cost less energy to make. (Sperm consist of little more than
          DNA and a few mitochondria, which are necessary for providing energy to spin their whip-like
          tails.) By contrast, an oocyte needs massive reserves of mitochondria and nutrients to
          support early embryonic growth. In short, every cell is as large or small as it needs to be
          — within reason.
        


        
          But we can derive far more satisfying answers from physics.
        


        
          The first major limit on a cell’s size is its surface area-to-volume
          ratio. Assuming that a cell is roughly spherical in shape, its internal volume
          grows proportionally to the cube of its radius, whereas its surface area grows
          proportionally to the square of that radius. In other words, a cell’s
          volume grows much faster than its surface area.
        


        


        
          This ratio has big consequences for cell survival. The cell’s membrane funnels
          nutrients into the cell and secretes waste. It’s also where the energy in a
          prokaryotic cell — like E. coli — gets made. If the interior grows
          too large relative to the membrane, the cell will not be able to produce enough energy or
          excrete waste quickly enough to maintain all the ‘stuff’ inside, and metabolism
          will slow down.
        


        
          A second constraint is diffusion, or the tendency for molecules to
          migrate from areas of high concentration to areas of lower concentration. This migration
          dictates how quickly enzymes find substrates, or how signaling molecules reach receptors,
          and how often ribosomes collide with messenger RNAs. Inside a cell, nearly everything
          happens by chance encounters amongst molecules! As a cell’s volume grows, though,
          the chance that these encounters will happen decreases (assuming the total numbers of
          molecules stay constant).
        


        

        

        
          A molecule’s diffusion rate changes based on various factors. The cytoplasm
          is extremely crowded, for example, and so molecules spend lots of time ricocheting off obstacles,
          delaying their arrival at a distant location. Every protein in a cell collides with about
          10 billion water molecules per second on average. The vast majority of proteins in a bacterium have diffusion coefficients of only 5 to 10 µm2
          per second (a measure of how quickly molecules spread through space). Some molecules also aggregate or stick to charged surfaces, further slowing
          their movement.2
          In general, large molecules diffuse slower than small ones.
        


        

        
          Metabolites in E. coli can diffuse from one side of the cell to the other in
          milliseconds, which means collisions — and cellular outcomes — happen
          quickly. A typical protein takes just
          0.01 seconds
          to traverse a bacterium’s diameter (about 1 micrometer), but the same
          protein would take around four minutes to move one millimeter and more than six
          hours to move one centimeter. This is, in part, why cells are so tiny.
        


        
          With these constraints in mind, we can begin to speculate as to why various cells are
          shaped the way they are.
        


        
          Red blood cells are tiny and shaped like biconcave discs to aid with diffusion; by
          abandoning a spherical shape and evolving more toward a ‘donut,’ they increase
          their surface area without compromising their compact volume. This, in turn, enhances their
          ability to exchange oxygen with cells in the body. Their small size (just 8 micrometers
          across) also helps them move through narrow capillaries.
        


        

        
          In contrast, oocytes can grow so large (around 100 micrometers in diameter), in part,
          because they are less metabolically active than other types of human cells — and thus
          don’t depend so much on random collisions. They stockpile nutrients
          during oogenesis to wait out fertilization. Eukaryotic cells also grow large,
          in general, because they’ve evolved compartmentalization; by modularizing
          specific functions into organelles, they bring molecules closer together to help get the
          job done.
        


        
          Cell sizes are not fixed, however, even within a single species. Cells often swell as they
          increase their production of proteins and metabolites in preparation for division. This is
          in line with biology’s only rule: namely, there are exceptions to every rule!
        


        
          Case in point: a giant bacterium called Thiomargarita magnifica can extend about
          one centimeter in length, so large that it can be seen by the naked eye. It does so by
          breaking the surface area-to-volume rule, filling between 65–80 percent of its
          internal volume with an empty vacuole. In other words, it pushes most of its
          molecules to the cell periphery, thus shortening diffusion
          distances.3
        


        
          [image: Thiomargarita magnifica, a giant bacterium visible to the naked eye]
          Thiomargarita magnifica is a bacterial species that can extend about one centimeter in length, several orders of magnitude more than E. coli. These microbes are visible to the naked eye. Credit: Jean-Marie Volland
        

        
          [image: Bubble algae, or Valonia ventricosa, a giant single-celled organism]
          Bubble algae (aka Valonia ventricosa). Credit: Trident's Cove
        

        
          Despite their variety, these architectures still hinge on molecules bumping into each
          other, guided by the immutable laws of physics. Or, as D’Arcy Wentworth Thompson
          mused in On Growth and Form (1917), “The form of an object is a
          ‘diagram of forces.’” Cells bear witness to both internal and external
          forces; they are constrained by diffusion and shaped by the delicate trade-off between
          volume and surface area.
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It feels like every event/venue is selling tickets exclusively through Ticketmaster.  Every other ticketing platform seems to only hold resale tickets in their inventory which just transfers the tickets to your Ticketmaster account when bought. With all the hate Ticketmaster has gotten and all the other ticketing platforms out there, I'm surprised Ticketmaster still has a hold of pretty much the entire market. How are they doing this? Why haven't the other platforms been able to compete?
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Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.
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Ask HN: What are tools you have made for yourself since the advent of AI?

41 points · Discussion

Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.

Original: https://news.ycombinator.com/item?id=48449187
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Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.
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Full text couldn't be fetched for this one (paywall, anti-bot, or not an article page). Read it via the links below.
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              Posted on January 07, 2024
              
            

            XDG Base Directory Specification has been a standard for organizing
application data files under Linux for a long time. Unfortunately, wxWidgets
has been around for even longer, and when support for configuration files was
added to it back in 1997, the usual convention was still to put these
so-called “dot files” directly in the user home directory, which is why an
application called myapp would use ~/.myapp as its configuration file by
default and this default couldn’t be just changed because this would make the
existing applications “lose” their configuration files, annoying their users.


However if this wasn’t a concern, applications can (and this isn’t exactly new
as this function exists since many years – thanks to Martin Kögler for
contributing it) call


wxStandardPaths::Get().SetFileLayout(wxStandardPaths::FileLayout_XDG);




to have their new files created in XDG-compliant ~/.config directory (or
$XDG_CONFIG_HOME if this variable is defined, of course).


This was an easy, and recommended way to use the standard locations for the
new programs. However it didn’t completely solve the problem because you had
to know about it in order to do add this call to a new application and for the
other ones there was still the vexing question of what to do with their
existing installations.


So, here is the good news: two recent changes in wxWidgets do, finally, solve
this problem fully. First of all, since wxWidgets 3.3.0 wxFileConfig
defaults to creating new files under ~/.config by default, even without
using FileLayout_XDG, if there is no existing dot file in the home
directory. Unlike changing the file layout globally for all functions, this
is broadly backwards-compatible because the existing installations are not
affected: if there already was a dot file in the home directory, it will still
be used. But if the application runs on a new system for the first time, it
will behave correctly and avoid polluting the home directory with its files,
creating them under ~/.config instead.


And, second, if you’d like to change the configuration file location to the
recommended one even for the existing users of your application, this is now
as simple as just calling the new wxFileConfig::MigrateLocalFile()
function: it does what its name implies and migrates the existing local
configuration file to the new location. It is not limited just to this, but
the intended use case is, of course, for the applications not already using
XDG to call it with wxCONFIG_USE_XDG flag, as following:


// Execute this early during the application startup, before the
// global wxConfig object is created.
const auto res = wxFileConfig::MigrateLocalFile("myapp", wxCONFIG_USE_XDG);




This will do nothing if there is no existing ~/.config/.myapp file and will
move this file to the new location, i.e. ~/.config/myapp/myapp.conf, if it
does exist. Or, rather, it will try to move it, but it might fail, so you will
also want to check for errors, e.g. like this:


if ( !res.oldPath.empty() ) {
    if ( res.error.empty() )
        wxLogMessage("Config file moved from \"%s\" to \"%s\"", res.oldPath, res.newPath);
    else
        wxLogWarning("Migrating old config failed: %s.", res.error);
}




And if it did succeed, which should normally be the case, wxFileConfig will
use the file in the new, XDG-compliant, location by default, you don’t have
anything special to do.





To summarize, wxFileConfig default behaviour has now changed to be what most
people would expect and creating new files in the correct location doesn’t
require any effort at all, while moving the existing ones to it is as simple
as adding a single function call. However if, for some reason, you’d like to
keep the old behaviour, you now need to specify the new wxCONFIG_USE_HOME
flag when creating wxFileConfig to force using home directory for the
configuration files, no matter what.


Hopefully this will help wx applications to stop using configuration files in
the home directory in 2024!



            
              Comments
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  Published: 28 May 2026
  I wrote before about why I built Nosdesk, and somewhere in that story I said I chose the hard path with Rust and it paid off. That post was about the product. This one is about what powers it.
 What started as a handful of files has grown, over a year or so, into something close to 120,000 lines of Rust across roughly 260 modules, with around 1,030 tests holding it in place. It still ships as a single binary that comes up with one docker compose up. The stack stayed deliberately small: Actix-web on top, Diesel over Postgres for storage, Redis for fan-out, Tokio running everything underneath.
 Three habits ended up shaping the work, and they run through everything below:
 	Push the dangerous mistakes into the type system, so the wrong thing won’t compile instead of merely being discouraged.
 	Split the pure logic from the I/O around it, so the tricky parts become functions you can test without a database or a socket.
 	Make comments explain why, not what: the alternative I rejected, the RFC I’m honouring, the bug that taught me the lesson.

 Everything Is a Pipeline
 When a client connects to Nosdesk, the first thing it does is pull a full snapshot of everything it’s allowed to see (bootstrap sync), which on a real workspace is a lot of rows. Load that into a Vec and serialise it in one shot and you get a workspace-sized memory spike on every connection.
 So bootstrap is a stream. Rows are serialised as newline-delimited JSON and pushed through an mpsc::channel(64), so a slow reader back-pressures the producer instead of pinning the whole result set in RAM. Diesel is synchronous, which means the query side runs on spawn_blocking and the bytes come back through a ReceiverStream. The whole snapshot lives inside one transaction, so the client sees a consistent point-in-time view even while other writes are landing.
 That shape repeats throughout the codebase: a bounded buffer, the blocking work pushed off the runtime, back-pressure as a feature. Once you see data flow as a pipeline where the producer can outrun its consumer, you stop writing code that falls over under load.
 Teaching Postgres to Push
 The sync engine is one append-only log doing three jobs. Every meaningful change in the system writes a single row into sync_actions, and three independent consumers read from that one write: HTTP delta sync for clients catching up, a live push channel for clients already connected, and the audit trail. Collapsing it into one log means a client and an audit row can never disagree about what happened. If the write landed, every consumer sees the same canonical event in the same order. The cost is one extra row per business event, which on Postgres is essentially free.
 The harder of the three is the live push: how the server learns, in real time, that a row has just landed. Postgres has LISTEN/NOTIFY for this, but Diesel’s synchronous libpq client can’t surface async notifications cleanly, so I open a dedicated tokio-postgres connection outside the main pool, purely to listen. Its notification API is poll-based, which I wrap into a Stream:
 let mut messages = stream::poll_fn(move |cx| conn.poll_message(cx));
 That one line bridges a callback-shaped C-style API to async/await. Adapting awkward upstream APIs into the shape your system wants is most of what async Rust is.
 The decision that load-bears the whole subsystem is that the NOTIFY is intentionally empty. It carries no payload, no row id, no hint at what changed. Every wakeup means “drain anything new past my watermark”, and the listener runs WHERE sync_id > last_seen to find it.
 That choice looks wasteful for about thirty seconds, and then the failure modes it deletes start adding up. Fifty rows committed in one transaction collapse to one wakeup instead of fifty. A burst of writes debounces on its own. Most importantly, it stays correct under concurrent writers: a handler that trusted the payload and fetched “the row named in the notification” would silently miss the rows everyone else committed in the same window. The listener catches up on connect, drains in a loop when it hits a page cap, and reconnects with exponential backoff. The watermark lives in memory on purpose. SSE isn’t the only delivery path, so any gap a restart leaves behind gets covered by the client’s normal delta catch-up.
 The Live Layer
 The broadcast bus that fans the log out to connected browsers runs over Server-Sent Events. Each topic pairs a tokio::sync::broadcast sender for the live tail with a small ring buffer of recent events for replay, so a client that briefly drops its connection reconnects with the standard Last-Event-ID header and backfills the gap instead of resyncing from scratch.
 The per-client subscription is a hand-written Stream implementation that does four things at once: it merges every topic the client subscribed to, drains the replay buffer first and dedupes the overlap with the live tail, interleaves a 15-second heartbeat so proxies don’t quietly hang up, and closes any client that falls too far behind so one slow consumer can’t stall everyone else. The Drop impl deregisters the client, so there’s no manual teardown to forget.
 The concurrency vocabulary in this subsystem is deliberate. DashMap for the lazily-populated topic map. tokio::broadcast for fan-out with built-in lag detection. Bounded mpsc where I want back-pressure. std::sync::RwLock where no await crosses the critical section; tokio::sync::RwLock only where one does. AtomicU64 for the sequence counter. Picking the wrong one is how you ship a deadlock or a !Send future that won’t compile.
 When the Library Can Panic
 Real-time collaborative editing of ticket notes runs on CRDTs via the yrs Rust port of Yjs, wired up as Actix actors, one per connection.
 Two design choices in here are worth pulling out.
 The first: the server derives its CRDT client ID deterministically from a hash of the document ID, masked to 53 bits so it fits inside a JavaScript safe integer. That sounds fussy until you hit the bug it prevents. If the server picked a random ID, every backend restart would look like a brand-new participant to every client, and reconnecting clients would see phantom divergence in their documents. A stable ID across restarts makes that whole class of bug disappear.
 The second: yrs can panic on malformed UTF-8 deep inside the library, and a panic in an actor would take down the connection in a way I don’t control. So every call into it goes through a catch_unwind:
 fn safe_get_fragment_string(fragment: &XmlFragment, txn: &Transaction) -> Option<String> {
    catch_unwind(AssertUnwindSafe(|| fragment.get_string(txn))).ok()
}
 I treat anything I don’t own the same way. Assume it can panic on input you didn’t expect, and isolate it so the failure stops at the call site instead of propagating into a downed connection.
 Building Things That Survive a Crash
 The email subsystem is about 14,000 lines, and email is where I learned to build for the unhappy path. Email is miserable. Servers go down, rate-limit you, accept a message and bounce it an hour later, or just hang. A queue that assumes the happy path will lose mail, and losing a customer’s support email is unforgivable.
 So it’s a durable queue built for the unhappy path:
 	A circuit breaker, a hand-rolled closed/open/half-open state machine over a rolling window of recent failures. When a provider starts failing, the breaker opens and stops hammering it. The transition back to half-open is computed lazily when the state is next read, not from a background timer, so there’s no extra task to spawn and supervise.
 	Full-jitter backoff for retries, the formula from the AWS Builders’ Library, written as a pure function with careful overflow handling and a test that throws 99 attempts at it to prove it never panics. Retry math is the kind of thing that’s trivial to test once you pull it out of the I/O it usually hides inside.
 	At-least-once delivery I can reason about. Workers claim a batch with FOR UPDATE SKIP LOCKED under a five-minute lease, and every message gets a deterministic Message-ID stamped at enqueue time. If a worker dies mid-send, the lease expires and another worker retries, and receiving mail servers dedupe on the Message-ID. I’d rather send twice than drop once, and I made that trade-off explicit instead of pretending the queue was exactly-once.

 The channels are supervised actor-style: one long-lived task owns the registry, and HTTP handlers send it commands over a bounded channel instead of reaching into a shared map behind a lock. A panicking worker gets logged and left stopped, not auto-restarted into an infinite crash loop, because a worker that panics is a bug that wants my attention, not a blip to paper over.
 Making the Wrong Thing Impossible to Write
 This is where the first habit, pushing mistakes into the type system, gets concrete.
 Nosdesk is multi-tenant, so query scoping has to be a property of the system, not something a developer has to remember. Handlers don’t get a raw database connection at all. The only way to reach the pool is through one of two extractors: TenantConn, which runs every query inside a transaction with the workspace context set so Postgres Row-Level Security filters rows automatically, or PlatformConn, which elevates to a special role for the rare cross-tenant operation.
 The audit surface is the function signature. A handler that takes a PlatformConn announces “I cross tenant boundaries” right there in its type, visible at code review, with no runtime way to switch modes inside the body. And if the context GUCs aren’t set, the RLS policy returns zero rows instead of everything. The failure mode is a loud bug, not a silent one.
 The same instinct shows up in the plugin system, which installs and runs signed third-party code. My favourite piece is a tiny type called InstallToken: the function that inserts a plugin row requires one as an argument, and the only way to construct one is private to the verified-install module. So the type system makes the signing-checked install pipeline the single path that can get a plugin into the database. There’s no allowlist loop to forget, because the shape of the code makes the check unskippable. (The signing itself is Ed25519 over a length-prefixed canonical digest with a domain-separation prefix, so a signature for one thing can’t be replayed as a signature for another, but that’s a post of its own.)
 Smaller Structural Defences
 A few more pieces from across the codebase, in roughly increasing order of paranoia:
 	SSRF-safe outbound HTTP. Instead of an assert_safe(url) helper that every call site has to remember (and that has a time-of-check/time-of-use hole anyway), I plugged a custom DNS resolver into the HTTP client so it filters addresses at the same resolution the connection uses. It hand-enumerates the non-routable ranges, including CGNAT and the IPv4-mapped-IPv6 trick so ::ffff:127.0.0.1 can’t smuggle a loopback past the v6 check, because IpAddr::is_global() is somehow still unstable.
 	Equal-work login. Every failed login path, whether it’s a nonexistent email, an SSO-only account, or a soft-deleted user, funnels onto one bcrypt verification against a dummy hash, with a prewarm so the very first real login doesn’t pay a one-time cost that reveals it was first. It’s a textbook user-enumeration-via-timing defence, but it only works if you do the equal work on every path.
 	Encryption with domain separation. AES-256-GCM via ring, binding a context string into the auth tag so ciphertext sealed for one purpose can’t be opened for another even though they share a master key, with plaintext buffers zeroized on the way out.

 Keeping It Real
 Test. Revalidate. The ~1,030 tests cluster where the code is most likely to be wrong: manifest validation, IMAP parsing, email threading, HTML sanitisation, the plugin type layer. All pure functions, all runnable without a database or a socket. Coverage outside those clusters is thinner on purpose. Running through a stack of mocked DB calls usually proves only that the mocks work.
 Two parts of the suite do more work than the rest. Database tests run inside a transaction that rolls back on drop, so they leave nothing behind and run in parallel against one dedicated test DB. And there are lint-as-tests: one test walks the repository layer, finds every write function, and fails the build unless that function emits a sync event or carries an explicit marker saying it doesn’t. That’s how the rule survives me forgetting about it at 1am six months from now.
 Before v1 Ships
 The work between here and v1:
 	main.rs is a ~1,900-line monolith. Most of that is route registration that wants to move into per-domain configure functions. It works; it’s just not where it should live.
 	Graceful shutdown is scaffolded but not wired. A cancellation token is threaded into every background job and the scheduler honours it, but nothing fires it on SIGTERM yet, so workers and DB listeners get torn down abruptly on deploy. The hard part is built; the signal handler isn’t. Hard to test graceful shutdown on a project you never gracefully stop working on.
 	One unsafe impl Send/Sync on the search service is almost certainly unnecessary on modern Tantivy, and worse, it would mask a genuinely unsafe field if I ever added one. It’s the line I trust least in the whole codebase.
 	Error types degrade at a couple of seams. Most of the code uses typed thiserror enums mapped to precise HTTP statuses, but the plugin proxy and the email worker’s SMTP-code handling fall back to stringly-typed errors. Those are the two places the clean typing frays.

 Each one has a planned fix. v1 doesn’t ship until they’re closed.
 Built Slow, Built Right
 If there’s one idea tying all of this together, it’s that I’d rather spend effort up front making a class of failure unrepresentable than spend it later debugging that failure in production. Sometimes that’s the type system. Sometimes it’s a back-pressured pipeline, or a circuit breaker, or a panic boundary around code I don’t control. The compiler made me earn it, the same way I said it would. But a year of that taught me how to build systems that hold up where the easy path wouldn’t.
 I genuinely can’t imagine building Nosdesk in another language. Rust’s relentless precision is what holds the design together, and the compiler is the only reason a backend this size can be built honestly. I’d rather take the time to make something I’d defend than ship something bloated and forgettable.
 The source is open if you want to read it.
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Since 2020, I've taken on a Steve Jobs alter-ego (on a very, very part time basis, and often for humor purposes). The first essay I wrote wasn't even related to hardware, or solar powered-conscious operating systems that began around the same time. It was actually about one of my former jobs, regarding Knowledge Bases. Using one every day, I thought there had to be a better way to integrate steps taken into a ticket management system, to show proof of work. I won't say which system and which company, since it doesn't matter. I thought back at the time, where else did someone care so much about not only user experience, but the employee's experience? And I realize it was Steve Jobs. Here is the essay I wrote, on a higher level Knowledge Base called Experience Base, later included in part of a concept CMS called TicketMS.
A month ago, I read an article by Dr. Nathalie Martinek that basically described the exact problem my organization had- inability or unwillingness, or slowness to adopt new or improved changes to a workflow.
If you were a futurist and tried to predict the future using only today's news headlines as a indicator, you might think that the future will consist of a bunch of buzzing drones delivering Doritos and Dr. Pepper. That is for the most part true. However, what isn't really flashy or covered is what the internet will/might look like. Fiber optic tech has seen significant improvements, and it's likely that more households will have access to something like 1Tbps before 2050. But very few people will need that much data- maybe- I suppose 125GB/s might be useful for 16K uncompressed video, but I am not sure what else. Maybe lots of coordination feeds with other autonomous agents. 
In 2023, I started thinking and writing about a parallel internet:

You might also be wondering, wasn't Steve Jobs more of a device guy, and not an infrastructure or web design auteur? And the answer is yes! While he was one of the first to include a TCP/IP stack in his Unix OS & hardware in 1987, he wasn't really focused on laying down internet undersea cables. There was plenty of optimizing the user experience on the personal computer alone. Most desktop programs didn't even need an internet connection, and some still don't. Plus, internet traffic at the time was very limited, and there was very little damage any "CDN" or website could do. I say that because there was so little data being transferred, that few limitations could be placed on files, formats, protocols, browsers, and services.
If you were to wonder what a 21st century (post 2011) Steve Jobs "type" wanted to accomplish, he would be focused on the same exact thing: The user experience. But the user experience today is being shaped less by hardware and more the infrastructure and the social networks that many are dwelling on. Often times, still voluntary. If Steve Jobs really wanted to ensure that users could get the same user experience as they reliably could on a spotty, but flat delivery of data on a 2G or 3G connection, he would be focused much more on ensuring the apps could use limited data. Because internet speed is part of the user experience.
There is a funny email that had been released after Jobs's passing where a user complained of a spotty signal, and his advice was basically to not hold the phone in that direction (or with his hand over the top part where the antenna was positioned). One of the most influential CEOs at the time was basically suggesting rabbit ears fiddling like on analog television receivers. But I defend his actions, because 3G technology at the time wasn't robust, and one shouldn't have expected him to have all the solutions that were out of his control (even if they tried to build their own modem and it was inadequately developed compared to Qualcomm's, which DID happen, but that's not really a major part of the current issue). It's that all technologies take time to mature, and once a lot of the EMI kinks are worked out, a certain level of reliability becomes expected. And I have absolutely no proof, but I think that would be one new frontier that, had Jobs lived to 70 or 80, might have embarked on. 
What am I referring to? In order to ensure the user experience is consistent across every device, the entire transmission of application data/content would have to be completed in a real time deadline. Asynchronous communication is certainly welcome and important, but many features can be standardized to a point where digital interactions become constructable and replicable. Refresh rate is something Iphones have mastered with latency. But internet latency is a different story. It can be important when accessing a website or service and hoping to get the same format view, with the same data loading in the same amount of time. With static HTML, the page might be wide and the text small, because the browser has no auto-resize feature. But at least it might not have any problems loading the text (unlike a browser that can't display Javascript), and the text can be converted into a different view, like Reading View, which modern browsers offer. 
I wouldn't say this is leading to a homogenized user experience. What I think is lost in the era where everything requires a ton of bandwidth is that it is very hard to notice how much data is being transferred unless you're on a slow connection. Admittedly, I am testing a slow connection out, not that I am complaining about the connection speed when I have the option to upgrade. But that is not why I want others to try out a Thinnernet. It's because I'm suggesting a fallback in case the infrastructure can't handle an always on, always connected world where hundreds of GB are downloaded a day, yet can't deliver a single byte in an instance where there is an outage or an easily preventable network congestion issue. 
So what is Thinnernet? Imagine a fiber optic bundle of undersea cables- maybe a hundred or so 10Gbps cables comprising a large, round internet cable with a diameter of maybe 3 feet (highly weatherproof). These might have been manufactured 15 years ago. Today, they're likely higher capacity. Now imagine you have a very advanced computer from 2040 where your PC's ethernet port can receive that speed all at once with a single cable- maybe 1Tbps or 10Tbps. Now return to the original bundle, and pick one cable. That's your internet connection. It might be 10Gbps, even though the ISP can sell you a service for 10Tbps. 
Now instead of that 10Gbps cable, go back to the mid-1990s, and an undersea coaxial cable company is using maybe 10Mbps in each bundle for a total of 100Mbps or 1Gbps. Now connect a single coax cable to your PC (using the right modem or ethernet converter). You have 10Mbps. 
If you're Steve Jobs, and you want every application to have the same predictable experience, whether someone is using 1 Mbps, 10Mbps, or 1Gbps, there would need to be a minimized mode of traffic that ensures a certain set of apps can predictably access a subset of websites and "essential data" with known webpage sizes (e.g. under 100KB, or under 10KB), so they are more or less whitelisted for usability, and no guesswork by the user has to be done to figure out what sites can be accessed on a certain connection. The way the web is designed is still open, and rightfully so, with decentralized servers and DNSes. But applications themselves and the servers they access must be able to know where they can be used reliably. This is not really a single website's or network engineer's problem, but everyones. A big fish in a small pond is going to use a lot more data in a place where little data is typically used. In the mid 2010s, you could still find a lot of people using Symbian phones. At one point, I set up a twitter relay service on my phone, which allowed me to read and send tweets using just SMS and without an internet data plan! I recall Facebook offered this in India for relaying to their Messenger services but eventually got rid of it due to the costs.
In theory, using less data shouldn't be much of an issue or cost for a big company. But because it uses legacy infrastructure, or has fewer spam mitigation tools (e.g. with Carriers slow to ban numbers rather than having a software dashboard by a Meta employee) the costs are much higher than when using a higher speed technology such as Fiber. The same reason Verizon and other phone companies gradually phased out copper phone lines. 
History may be often boring, but it also offers alternatives and ideas that have long been forgotten. The internet as it was built today includes some very fast and amazing technology, but it also includes a lot of deliberately crummy software designed to get people to upgrade. While some people think this a healthy feature of capitalism doing its job, its also limiting the idea of capitalism to incumbent builders who are prioritizing bandwidth heavy platforms and not really offering an energy-lite way to access the web. An adaptable internet is really the best user experience a company can offer. Which is why I think Steve Jobs would have been the Cornelius Vanderbilt of the Information Superhighway, had he not died of cancer. And by that, I mean that everyone who could afford to ride on one of this trains or railroads would all get the same speed. Thomas Friedman once wrote
“Communism was a great system for making people equally poor. In fact, there was no better system for that than communism. Capitalism made people unequally rich.”
When people try to describe low tech or high tech, they inevitably use an ahistorical starting point to describe slow internet or a slow computer using terms or concepts that are often non-technical. The people who know how to run a fast internet on a slow data connection like me would be considered minimally proficient. The people who cannot get ANYthing to run on a slow data connection are non-proficient. The difference may be subtle, but new technology adoption often depends on a"lie" that something is broken or antiquated. While there are many new technology advances that might not have been possible had too few people adopted a highly profitable new product, it doesn't erase the historical truths of the efficiency and even security (not always) of older systems.  
And for that reason, a competent engineer could design five different speeds where the most important data still arives first, allowing the least bandwidth tiered user to still receive a static HTML of their email, while the highest paying customer receives a tacky, luxurious Javascript wrapper around their inbox (arriving at the same time, like that feather and hammer drop experiment on the moon): 
"Design reform began with Exhibition organisersHenry Cole(1808–1882),Owen Jones(1809–1874),Matthew Digby Wyatt(1820–1877), andRichard Redgrave(1804–1888),[11]all of whom deprecated excessive ornament and impractical or badly-made things.[12]The organisers were "unanimous in their condemnation of the exhibits."[13]Owen Jones, for example, complained that "the architect, the upholsterer, the paper-stainer, the weaver, the calico-printer, and the potter" produced "novelty without beauty, or beauty without intelligence."[13]From these criticisms of manufactured goods emerged several publications that set out what the writers considered to be the correct principles of design. Richard Redgrave'sSupplementary Report on Design(1852) analysed the principles of design and ornament and pleaded for "more logic in the application of decoration."[12]
Computer UX is entering its Arts and Crafts social reform era. Every internet user has witnessed the modern day Great Exhibition. History doesn't repeat, but it often rhymes: AI and Craps. 
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